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ABSTRACT

The growing number of heterogeneous Web and 10T APIs poses a fundamental challenge to the reliability and
reusability of modern applications, as existing APl composition frameworks are hindered by semantic
fragmentation and a neglect of historical usage patterns. To address this problem, this research paper introduces
a history-aware semantic framework that enhances the long-term robustness of service compositions by
embedding APIs into a unified knowledge graph via a dedicated ontology that harmonizes heterogeneous data
and services through semantic abstraction and domain-level alignment. Reliability of composition is further
enhanced by incorporating historical composition data capturing co-occurrence and popularity. A genetic
algorithm dynamically optimizes the weights of these metrics to select the Top-K most reliable mashup
compositions. Extensive evaluation on the large-scale ProgrammableWeb benchmark (11,492 APIs and 7,336
mashups) demonstrates a statistically significant improvement of 26% in mashup reliability (p<0.01) compared
to state-of-the-art baselines. While this work focuses on Intelligent Media mashups as a representative application
domain, the proposed framework is applicable to general Web and IoT API composition. The integration of
semantic abstraction, historical analysis and optimization provides a robust solution to generate resilient,
adaptive and highly reliable service mashups, offering a useful approach to support the long-term adaptability
and reuse of complex service ecosystems.

KEYWORDS

Intelligent media, Media mashups, Semantic integration, 10T and Web APIs.

1. INTRODUCTION

Modern software applications increasingly rely on the composition of diverse Web and IoT services in
order to deliver rich and adaptive functionalities. At the same time, there is a growing need for service
compositions that are not only functional, but also robust and reusable over time. In this context, the
rapid expansion of the Web [1] and the Internet of Things (loT) [2] has created unprecedented
opportunities, producing massive volumes of interconnected data from APIs, sensors, devices and
services. However, this dynamism introduces significant challenges-namely, semantic heterogeneity,
interoperability breakdowns and an inability to generate reliably reusable mashups [3].

Mashups have emerged as a practical means of harnessing this rich ecosystem by enabling the creation
of custom applications that combine functionalities from multiple Web and 10T APIs [4], allowing for
new business opportunities [5]. For example, geospatial APIs can be merged with social-media streams
to create context-aware cultural or tourism applications.

A fundamental challenge in developing such applications lies in the composition of mashups, in which
diverse data and service streams must be integrated into meaningful and cohesive services. Composition
is the key step that enables heterogeneous Web and 10T APIs to be integrated into value-added
applications [6]. In this paper, we define a mashup composition as the process of selecting and
combining a set of APIs to fulfill a specific functional requirement, with an emphasis on reliability and
reusability of the resulting service bundle. Yet, the richness of available APIs-from sensors and social
platforms to mapping and multimedia services-also carries drawbacks. One major drawback is
interoperability, due to APIs exposing information in incompatible formats, it relies on different
communication protocols, adopting varying structural designs [7]. This heterogeneity stems from the
multitude of providers, each with its own way of developing, publishing and delivering resources, This
leads to interoperability breakdowns and integration issues that hinder adaptive and reliable services [8].
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One solution to overcome this heterogeneity is to apply Linked Data principles [7] which extend
traditional mashups by employing a unified data model known as the Resource Description Framework
(RDF) model to lift API descriptions and then combine them leading to the emergence of Semantic
Mashup.

A review of current semantic mashup and APl composition frameworks reveals persistent limitations
that reduce their efficiency for building reliable and reusable applications. These include: (1) semantic
fragmentation, where a lack of well semantically structured RDF-based models prevents full
interoperability; (2) ignoring historical usage patterns, such as co-occurrence and popularity, which
prevents the application from learning from through compositions; (3) fixed weighting, where reliance
on unchanging parameters limits adaptability to evolving contexts; and (4) functional gaps, where
recommendation methods focus on clustering or complementarity, but overlook the functional variety
needed for diverse services.

In this research, we introduce a history-aware semantic approach that overcomes these gaps and
advances the state of reliable service composition. Our approach transforms heterogeneous Web and
loT APIs, together with their composition history, into semantically enriched, well-structured
knowledge representations. More precisely, by using Linked Data principles, APIs are lifted into RDF
through a dedicated API ontology and aligned with relevant domain ontologies selected according to
user requirements. This semantic enrichment not only enables the seamless integration of disparate
service resources, but also supports the discovery of more accurate and contextually relevant
compositions through semantic interoperability. Besides semantic similarity, our framework enhances
reliability further by incorporating historical composition data, such as Co-Occurrence-the frequency
with which APIs have been combined - and Popularity - the extent of their reuse and evaluation within
existing mashups. These factors are dynamically optimized through a genetic algorithm to compute the
best-performing compositions. By unifying APIs into a shared semantic space and embedding history-
aware reliability analysis, the framework delivers more robust, adaptive and reusable integrations,
thereby contributing to the development of next-generation service-oriented applications and services.

Sustainability encompasses environmental, economic, social and technical dimensions. In this work, we
address only one aspect: reusability - the ability of a mashup to remain robust and adaptable over time,
reducing maintenance effort. We do not claim to address other dimensions, such as energy consumption.
Additionally, we evaluate our general framework on Intelligent Media mashups as a challenging
representative domain (involving video, audio, social and 10T APIs) without implying coverage of all
mashup types.

To summarize, the main contributions of this research work consist of:

e Designing and developing a new API ontology and a JSON-to-RDF mapping mechanism for
the semantic enrichment of heterogeneous, service-oriented APIs.

¢ Introducing a history-aware reliability model that integrates functional similarity, co-occurrence
and popularity metrics within the RDF-based descriptions.

e Developing an adaptive optimization mechanism using a genetic algorithm to dynamically
balance these metrics for recommending the Top-K reliable service mashups.

The paper is structured as follows: Section 2 reviews related work and clearly delineates the research
gaps. Section 3 details our proposed framework. Section 4 presents the experimental evaluation and
discusses the results. Finally, Section 5 concludes the paper and outlines future work.

2. RELATED WORK

Efforts to enhance automation in service integration and composition have inspired numerous
approaches that are increasingly relevant to modern distributed systems. By enriching Web and IoT
services with semantic descriptions, these methods aim to facilitate adaptive and context-aware
applications that can integrate heterogeneous resources.

Early foundational work [9] provided ontologies and rule-based models that laid the foundation for
semantically enriched services. WSMO-Lite [10] extended this by semantically annotating RESTful
services, enabling applications to link APIs with contextual data. Similarly, scripting approaches, such
as "S" [11], defined interaction resources for dynamic integration, while behavior modeling tools, like
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ReLL [12] and metadata exposure methods, such as LRDD [13], supported richer interaction with Web
APIs. RESTdesc [14] and RESTdoc [15] applied RDF-based templates to facilitate semantic discovery
and the W3C HTTP vocabulary in RDF [16] helped bridge Web communication with semantic
interoperability. More formal interaction models, such as pi-calculus [17] and triple space computing
[18], define rigorous service interaction frameworks. In parallel, Linked Web API datasets [19]-[20] and
semantic link discovery approaches [21] contributed to organizing and connecting APl knowledge at
scale. User-centered efforts, such as SAREST [22], SAWADL [23], introduced semantic annotation
standards to enable discovery and generation of mashups, while visual tools [24] allowed non-experts
to assemble services via drag-and-drop interfaces. Collectively, these approaches established important
foundations by showing how semantic enrichment can transform fragmented APIs into interoperable
and reusable services.

loT-driven systems have adopted mashup and semantic composition techniques to deliver adaptive,
user-centric services. For instance, Node-RED [25] provides a drag-and-drop environment that helps
creators prototype loT-enabled workflows. SSC [26] composes applications using live Linked Data and
SPARQL, enabling dynamic linking of sensor data with external sources. Standards, such as OneM2M
[27], use semantic reasoning to match heterogeneous sensor data, facilitating rich, real-time integrations.
To improve interaction and accessibility, tools, like COMMA [28], assist natural-language customization
of mashups, while visual-composition systems automate the assembly of services. Additionally, the use
of aspect-oriented programming (AOP) to modularize cross-cutting concerns in cloud-based systems,
as demonstrated by the WeaveSim framework [29], illustrates how separating adaptive behaviors from
core logic enhances scalability and reusability. On the front of content recommendation, neural
embeddings and matrix factorization are used to suggest service compositions; user behavior pattern
analysis refines recommendations toward more personalized delivery [30]-[31].

Systems, such as The Art of Video MashUp [32], combine semantic annotations and media features to
help non-expert users craft creative mashups and A New Social Media Mashup Approach [33] merges
social feeds and event metadata to detect and present content based on time, topic and location. Despite
these advances, few systems jointly address semantic enrichment, adaptive delivery, composition
history and reusability. Similarly, [34] enhances content recommendation accuracy by analyzing user-
behavior patterns, while SSR [35] addresses redundancy through functional ranking, CSR [36] mitigates
overlaps via category-aware clustering and SPR [37] optimizes complementarity using topic/tag analysis
and Quadratic Knapsack models.

Despite their contributions, existing approaches reveal critical limitations when applied to building
reliable and reusable systems. First, semantic fragmentation persists, which is observed in frameworks,
such as Node-RED [25] and SA-REST [22]. Those frameworks lack well-structured RDF-based models
to infer relationships between heterogeneous services, leading to fragmented integration. Second,
historical blindness is common in works, such as the ML framework proposed by Xu et al. [31] and
STRIM [38], leading to the neglect of patterns, such as co-occurrence and popularity, thus preventing
systems from learning from past compositions and limiting adaptive optimization. Third, static
weighting constrains adaptability, since context-aware systems (e.g., Boulakbech et al. [30]) rely on
fixed parameters rather than dynamically adjusting reliability scores in response to evolving contexts.
Finally, functional gaps or oversight limit personalization, as recommendation techniques, like CSR
[36] and SPR [37], prioritize clustering or complementarity, but overlook nuanced functional diversity
needed for adaptive and personalized services.

To overcome these gaps, we propose a history-aware semantic framework that integrates Linked Data
principles (via RDF-based semantic lifting) with composition-history analysis (co-occurrence and
popularity) and semantic functional analysis to identify reusable patterns across services. Reliability,
metrics-semantic functional similarity, historical co-occurrence and popularity-are dynamically
balanced using a genetic algorithm, ensuring contextually optimized Top-K compositions. The novelty
of our approach can be understood from three dimensions. First, the dedicated APl ontology was
developed specifically for this framework. Second, while the genetic algorithm is an established
technique, its application to per-request weight tuning for mashup-reliability scoring is a novel
adaptation. Third, the API ontology enables semantic enrichment and interoperability, while the genetic
algorithm dynamically adjusts the reliability weights; their integration into a single pipeline yields a
robust Top-K mashup recommendation that neither component could deliver alone. In doing so, our
approach delivers semantically enriched, adaptive and reusable integrations that advance the state of
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service composition by enabling more reliable, context-aware and maintainable applications.

Table 1. Comparison of service composition frameworks.

Semantic L . -
Data . Historical Optimization / Reusability &
Framework Representation A"gnme”t & Metrics Adaptivity Reliability
Matching
SA-REST XML + OWL Partial (ontology- . . Low - limited
[22] annotations based only) Not considered | None (static) adaptability
Node-RED JSON flow-based No forr_nal Not considered | Manual selection !‘OW - ”.‘a““a'
[25] semantics integration
SSR [34] RDE triples Semantic category | No historical Static weiahtin Moderate-
P ranking data ghting redundancy
Moderate - no
CSR [35] Category C;Iu?c,ter_-based Popularity only | Fixed parameters |adaptive
ontology similarity learnin
g
. . Moderate - no
. Shallow semantic | Popularity + . . .
SPR [36] Topic graph grounding topic correlation Static scoring seman_tlc
matching
. Full semantic Popularity and . . High - adaptive,
f?:rrnework g?t'; ;nlt‘(;m(ecj alignment + co-occurrence in g));?r?]rg';ivgﬁlgeh;) reliable,
9y ontology mapping | RDF P reusable

3. TorP-K MEDIA-INTELLIGENT MASHUP COMPOSITION VIA LINKED DATA AND
HISTORICAL USAGE

In this section, we describe our new approach-the History-aware Semantic Mashup approach-which
aims to enable reliable, reusable and adaptive composition of Web and 10T services. The framework
addresses the limitations of existing mashup systems - such as semantic fragmentation, static weighting
and lack of historical awareness-by integrating semantic enrichment, composition-history analysis and
adaptive optimization (dynamic weights) in a unified model. Although we illustrate the approach using
media-centric examples and evaluate it on media mashup datasets, the methodology is applicable to any
domain requiring reliable APl composition. The novelty of the proposed approach lies in three
complementary aspects, each contributing to the overall reliability and reusability of mashup generation:
(1) API Ontology and JSON-to-RDF Mapping: Unlike previous frameworks that rely on generic
lightweight RDF transformation, our approach introduces a specialized ontology tailored for Web and
loT APIs. It enables JSON-to-RDF transformation, providing uniform semantic representation of
heterogeneous services and improving interoperability across API ecosystems. (2) History-Aware
Reliability Modeling: The framework captures historical composition knowledge by analyzing two key
metrics-popularity (aggregated user ratings and satisfaction scores) and co-occurrence (joint appearance
of APIs in successful compositions). These metrics are stored as RDF properties, allowing the system
to infer reliability based on real usage trends rather than static design assumptions. (3) Adaptive
Optimization via Genetic Algorithm: To dynamically balance semantic similarity and historical
reliability, our proposed solution employs a genetic algorithm (GA) that optimizes the weighting of
reliability factors. The GA iteratively evolves reliability scores through crossover and mutation
operations, ensuring that the selected Top-K mashups achieve the best trade-off between functionality,
popularity and co-occurrence for each specific composition request. By unifying these three dimensions-
semantic enrichment, historical awareness and adaptive optimization - the proposed framework
overcomes the rigidity of existing mashup approaches and establishes a robust foundation for reliable
service integration.

As shown in Figure 1, our contribution lies in three dimensions: (1) Semantic enrichment: API
descriptions are lifted into RDF using our API ontology and an Ontology-based JSON-to-RDF Mapping
technique [39], enabling APIs to be treated as semantically linkable with other resources. Once lifted,
they are aligned with domain ontologies according to user requirements, ensuring interoperability across
heterogeneous streams. (2) History-aware reliability: We incorporate composition history by modeling
popularity (how widely APIs or mashups have been reused), co-occurrence (how frequently APIs appear
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together in compositions, reflecting their compatibility) and functional similarity (semantic proximity
of their capabilities). These factors reflect the experiential knowledge of past mashups, analogous to
how user feedback and usage data guide recommendations. (3) Adaptive optimization: A genetic
algorithm dynamically assigns optimal weights to these measures, ensuring that Top-K reliable mashups
are selected per user request.

R =y
o 2 —e
<2)—\ { 2 ! / S i \
& i I
WoS API Text & Info Structure Learning (Graph DB) Multi-layer I @
Normallmu?n and Feature Construction Analysis & Integration Feature Computation k )
and Extraction Grade
@Q o, o g polh _ Aigorithm
o9 2 « Statistical -
Medley /g d g @ Similarity ; y
¢ @ @ o * Weight-Tuning
— —p AL —b L =»: « Co-occurrence & Rank &
% ® o » @ Q « Popularity Selection
@ & L i e
Se::;rs : + Concept Alignment ) ) R o
) + IVO Compatibility * Confidence computation e
@ Unicode BGF R + Evidence mashups / i
Normalization * Semantic Similarity i
i Top-K Mashup
: (Ranked list)
.| RDFNodes |- “..__.| GraphDB (Arbo) |...~ “..| CrossView Mashup | .- e

Figure 1. Selection of best APl combinations.

We first present the overall architecture of our mashup framework; then, we highlight our main
contributions.

3.1 Building Blocks of the Mashup Architecture

As shown in Figure 2, the framework is structured into five layers:

8 <—> .?{
( |i Querying

5 (SPARQL) —S—
Client User Linked Mashup

A

== ~p—
kg Q Genetic
semm™ 2= k J Algorithm
hsfinp Top-K mashups\+/o {
Selaction.osnanin e N R B e e s
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== ] API Ontolog\y\A 6/ ?‘d;n o [o2 A =20 O ﬁﬁ{?
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board

Figure 2. General architecture of the proposed mashup framework.

e Resources Layer: Includes Web APIs (e.g., mapping services), 0T devices (e.g., sensors) and
other service interfaces, accessible via interfaces, such as GraphQL and REST. This layer
supplies heterogeneous streams for mashups.
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e Middleware Layer: Provides semantic interoperability by lifting raw API descriptions into RDF
using our API ontology and aligning them with domain ontologies relevant to the user's request.
This enhances semantic similarity and co-occurrence analysis for more accurate compositions.

e Mashup Selection Layer: Matches APIs to user requirements by evaluating similarity, co-
occurrence and popularity, then applies a genetic algorithm to select the Top-K reliable
compositions.

e Client Layer: Allows users to specify requirements and interact with the resulting mashups.
Compositions are stored in a triple store and can be queried through a SPARQL endpoint for
adaptive reuse.

Our main contributions revolve around the Middleware and Mashup Selection Layers: (1) semantic
enrichment of APIs (Sub-ection 3.2) and (2) history-aware Top-K mashup composition (Sub-ection 3.3).

3.2 Lifting Web and 10T API and Mashup Descriptions into an RDF-based Model

We employed a semantic-transformation process to lift the raw data, mostly represented in JSON that
describes the Web and 1oT APIs and Mashups (see Figure 4 as an example) into an RDF-based
representation (see Figure 5). This transformation aims at enhancing the interoperability and semantic
richness of the description, making it more easily discoverable and linkable with other APIs on the
Linked Data, particularly other Web and loT APIs. Initially, we identified key components within the
JSON structure, such as service name, description, functions, parameters and response properties.

Table 2. Ontology structural

Api:hasCategory

API Category i
Api:hasRating

@

Mashi . .
biind information measurement values.
RN, W . V- Measurement Value
‘ \ Number of imported ontologies |2
PopularityMetric Api:hasComponentAP| -
l Number of imported classes 15
HasPopularityMetric Number of created classes 40
Api:hasFunction SUbCIaSS I’e|atiOI’IS 17
b <« Api:hasParameter Number Of Object 28
i properties
ApihasCategory Api:hasResponse Parameter Number of data 20
properties
PRI e e r— Syntax language English
Ontology engineering tool Protégé

Api:requirementType
N

Requirement

Type

Api:hasUserUsage
Api:reviewerlD

Figure 3. Proposed API-centric ontology.

To do so, we developed the API-centric ontology by adopting the METHONTOLOGY ontology-
development life cycle [40]. This methodology aligns with recent agile approaches that combine
automated extraction with expert validation, as demonstrated in ontology development for collaborative
innovation [41]. Table 2 provides measurement values of structural information of our developed
ontology, while Figure 3 illustrates a portion of the ontology. The process had several stages:
specification, conceptualization, formalization, implementation and maintenance. In the specification
step, the goal, scope and intended users were defined, focusing on semantically representing and
integrating APl components and related domains for researchers and software engineers. Then, the
conceptualization involved designing a conceptual model based on existing ontologies and iteratively
developing the main concepts and relationships. Next, in the formalization step, the main concepts,
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hierarchies and restriction axioms were represented, such as defining the APl concept with its properties
and relationships. Finally, the implementation is carried out using the Web Ontology Language (OWL)
https://www.w3.0rg/OWL/ and Resource Description Framework (RDF) https://www.w3.0rg/RDF/,
developed with Protége and evaluated using SPARQL queries, while the maintenance ensures ongoing
updates and refinements. Throughout the development of the ontology, key activities were conducted in
parallel: knowledge acquisition through expert, domain-level evaluation with iterative feedback sessions
and comprehensive documentation with labels and comments to describe the classes and properties. The
ontology is evaluated against FAIR principles [42].

To ensure that the proposed ontology! is both semantically consistent and functionally adequate for
supporting mashup composition, we performed a formal validation process using Protégé and its plugin-
the Pellet reasoner. Consistency checking confirmed that no logical contradictions existed among class
hierarchies, object properties, or data property domains and ranges, ensuring that ontology axioms were
coherent. Beyond structural validation, a set of competency questions was defined to evaluate whether
the ontology could effectively answer domain-relevant queries, such as: (1) Which APIs provide
geolocation data usable in a travel mashup? (2) Which APIs can extract or analyze text features for
content analysis? (3) Which combinations of APIs have been most frequently co-used in historical
mashups? The ontology successfully resolved all competency questions using SPARQL queries over
the generated RDF dataset, demonstrating its adequacy for semantic discovery and interoperability.

The connection from semantic lifting to recommendation is straightforward: user requirements are
mapped to domain ontologies, which then query the RDF store for APIs the descriptions of which match
these concepts. Candidate APIs are scored using three normalized metrics (range [0,1]) stored directly
as RDF properties:  resource:similarityValue  (semantic  proximity via  LogMap),
resource:coOccurrenceValue (joint usage frequency) and resource:popularityValue (aggregated user
ratings). These scores feed into the reliability equation, the weight of which is optimized per request by
the genetic algorithm.

For example, a user requesting a travel mashup triggers the selection of maps, weather and hotel APIs.
with our API ontology in use, these APIs are lifted to RDF; domain ontologies (geolocation, weather,
points of interest), then link these RDF descriptions into a unified semantic space. Multiple potential
mashups-each combining one API per category-are formed. To select the best mashup, the functional
similarity (computed via LogMap), co-occurrence and popularity (both derived from historical mashup
data) of these candidates are fed into the genetic algorithm, which optimizes the six weights in the
reliability equation and returns the Top-K most reliable compositions.

The resource: similarityVValue property quantifies semantic proximity between services. This value is
calculated using LogMap to generate ontology-based embeddings, with cosine similarity determining
the normalized score in the range [0,1]. For instance, a speech-to-text API and a text-translation API
might achieve a similarity value of 0.8, reflecting their complementary functions.

resource: coOccurrenceValue captures the historical frequency with which APIs appear together in
successful mashups. This value is calculated as the normalized count of joint occurrences divided by the
total usage frequency of both services. For example, a mapping APl and a weather-service API that
frequently co-appear in travel applications would receive a high co-occurrence value, indicating proven
compatibility and integration feasibility.

resource: popularityVValue measures service adoption and user satisfaction through aggregated ratings
and usage statistics from multiple sources. This metric ranges from [0,1], where higher values indicate
wider community adoption and positive user feedback. A highly-rated social-media API with extensive
documentation and active developer communities would exhibit elevated popularity scores.

These three normalized values serve as critical inputs to the reliability computation in Equation 2,
enabling the Genetic Algorithm to dynamically balance semantic alignment, historical compatibility and
community validation during mashup optimization. By embedding these semantic-proximity measures
directly into RDF descriptions, our framework enhances service discoverability and supports informed
composition decisions for both developers and non-experts.

1 Public GitHub repository: https://github.com/abderrahmane-khiat/SIMM/blob/main/Ontology/api_mashup_ontology.owl
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After enriching media API descriptions using our API ontology, domain ontologies are selected based
on user requirements to interlink these RDF descriptions. In the media domain, such ontologies include
MPEG-7 for structural video descriptors, schema.org/VideoObject for metadata, the Audio Ontology
for sound events, or FOAF for linking social-media entities. These ontologies define shared concepts
and relationships that allow heterogeneous APIs-such as a video streaming API, a captioning APl and a
sentiment analysis API-to Dbe linked into a coherent semantic space. For example,
MPEG?7:VideoSegment—hasAnnotation— schema:Caption, or schema:VideoObject — hasFeature —
schema:Sentiment. This linkage helps media-intelligent tasks, such as generating context-aware video
summaries, synchronizing subtitles with visual events, or adapting content delivery based on user
preferences. In this way, RDF-based enrichment combined with domain ontologies enables mashups to
provide semantically robust, adaptive and personalized Intelligent Media experiences.

3.3 Top-K Reliable Mashup Composition with Popularity, Co-Occurrence and
Functional Similarity

After linking different APIs, we leverage composition history through three primary functions: Co-Occ
(Co-Occurrence), Pop (Popularity) and FSim (Functional Similarity). These functions are combined in
our reliability formula and applied simultaneously to identify the most robust compositions to retain.
We first define the three functions, followed by the overall reliability function.

"name": "Google Maps, Directions, Service",
"description”: "Get,driving,,biking,, or, Transit," @prefix rdf:

”dlregtluns‘betue:n loca%;;ns_” €00ty G <http://www.w3.0rg/1999/02/22-rdf-syntax-ns#>
"functions": T - e @prefix rdfs: <http://www.w3.org/2000/01/rdf-schema#> .

I @prefix api: <hitp://example.org/api/> .
@prefix ex: <http://example.org/>

" we ow "
name": "getDirections”, @prefix xsd: <http://www.w3.org/2001/XMLSchema#> .
"parameters": [
{ ex:GoogleMapsDirectionsService a api:Service ;
" we ow "
“name". "orlgln", rdis:label "Google,Maps,Directions,Service" ;
type": "string”, api:description "Get,driving, biking,, oT Transit,"
"descriptien": "Starting,leocatlon, address, " "directions, between,locations." ;

"orycoordinates” api:hasFunction ex:getDirectiomns ;

+, apl:resources <https://developers.google.com/maps/"
{ vuuuuupe "documentation/directions>
"name": "destinmatiom", api:similarAPI [
"type": "strimg", api:uri <https://example.com/similarAPIi> ;
"description": "Ending,locationg,address," api:similarityValue "0.8""~xsd:float
"or,coordinates" 1 ;
}, api:similarAPI [
{ api:uri <https://example.com/similarAPI2> ;
"name": "travelMode", api:similarityValue "0.85"""xsd:float
"type": "string", 1.
"descriptien”: "Optional:,’drivimng?’,, "
"'bicycling’, or,’transit?" ex:getDirections a apl:Function ;
} rdfs:label "getDirectiomns" ;
1. apl:hasParameter ex:origin, ex:destination,
"response": { ex:travelMode ;
"properties": {3} apl:hasResponse ex:responseGetDirections .
. Figure 5. RDF representation of a map API.
"resources": "https://developers.google.com/maps/"

"documentation/directions"

Figure 4. JSON description of a map API.

o Co-Occ(APla, APIb): Defines a value that is related to the number of combinations between
APl a and API b. The value of Co-Occurrence is calculated by the following formula 1.
number of compositions involving API, and API,

Co — Occ(APIa, APIb) = — : :
0 = Occ(APla ) Total number of compositions involving API, or API,

€y

We did not limit ourselves to APIs, we also considered mashups that were already built. In order to
distinguish between APIs and Mashups, we denoted MCo-Occ(M,, M;) for the Co-Occurrence
calculation between two combinations of APIs.

o Pop(API,) : Defines a value of the evaluations given by users to assess each API. To distinguish
between APIs and Mashups, we denoted MPop (M,) for the evaluations given by users to
evaluate the combination of APIs. The value returned by Pop(4PI,) or MPop(M,) is a real
number between 0 and 1.

e FSim(API,, API,) : The functional similarity used in our approach integrates the LogMap
system to compute the similarity between Web and 10T APIs and compositions. LogMap [43]


http://schema.org/VideoObject
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is a scalable ontology-matching system with built-in reasoning and repair. It indexes input
ontologies lexically and structurally, using inverted lexical indexes and external lexicons, like
WordNet, to identify synonyms. It also leverages class hierarchies and employs reasoning to
minimize inconsistencies in the aligned ontology. The LogMap system performs instance
matching e.g., finding owl:sameAs property between linked data resources. In our research,
these resources present a description of each APIl. LogMap shows very good results in terms of
F-measure in the SPIMBENCH Benchmark series (https://oaei.ontologymatching.org/
2015/im/index.html) which consists of a dataset with the purpose of determining when two RDF
descriptions describe the same CreativeWork.

Similarly, we did not limit ourselves to APIs, we also considered mashups that were already
built. To differentiate between APIs and Mashups, we denote MFSim(M,, M) for the similarity
computed between two combinations of APIs. We noted that the selected correspondences
between APIs and compositions are added to the RDF-based API descriptor.

With multiple Web, 10T and other APIs available, applying these three functions generates four matrices
(FSim, MFSim, Co-Occ, MCo-Occ) and two vectors (Pop, MPop). Together, they quantify similarity,
historical co-use and user adoption, all of which are essential indicators of reliability in mashups.

To combine these indicators, we defined the Reliability Formula below. It calculates the composability
between APIs and mashups, ensuring that only those compositions most likely to produce coherent and
adaptive services are retained:

n n n
1 1 1
Reliability(X) = w; -;Z FSim, + w, .1—12 COOCC; + Wy = > MFSim; + Wep,
i=1 i=1 =1

L
n

n n
1 1 1
-—E MCoOcc; + -—E Pop; + -—E MPop; 2
- 00cc; +wy, - op; + Wpm - op; 2

=1 i=1 i=1
While each element denoted the APIs of a composition, we, wep, We, Wem, Wy, and wy,, denoted the

weights attributed respectively to the functional similarity, co-occurrence and popularity of both APIs
and mashups.

The six weights are bounded between 0 and 1 and are initialized to 0.5 to give equal importance to all
metrics before optimization.

The final step was to select the Top- K compositions identified by the Reliability Formula. Because the
weights of FSim, Co-Occ and Pop directly determine the outcome, we employed the Genetic Algorithm
(Algorithm 1) to optimize these weights. This ensures that the selected mashups are not only statistically
reliable, but also contextually adaptive, producing compositions that align with user needs and
semantics.

Candidate mashups are generated by, first, grouping APIs into functional categories (e.g., mapping,
weather, social) based on their descriptions and the selected domain ontologies. For a user request that
requires m distinct functionalities, we formed all combinations of one API from each of the m relevant
categories. This yielded an initial candidate pool the size of which depends on the number of available
APIs per category. From this pool, a random sub-set of 50 — 100 candidate mashups was selected as
input to the genetic algorithm to keep optimization computationally feasible. The sub-set is drawn
uniformly without replacement, giving each possible combination an equal chance of being chosen. The
random-number generators were not initialized with a fixed starting point. No explicit pre-filtering stage
is applied; instead, the reliability scoring (Equation 2) naturally assigns low scores to low-quality
combinations, so they are unlikely to appear among the Top-K recommendations. The size of the sub-
set follows established guidelines for genetic-algorithm population sizes: De Jong [44] showed that
50 — 100 individuals provide a good trade-off between diversity and convergence, a recommendation
widely adopted in the GA literature. The value K = 5 was chosen, because it is the most commonly
used setting in the API and mashup recommendation literature, offering a good balance between recall
and precision. A systematic sensitivity analysis of K has not been performed.

Algorithm 1 outlines the weight-optimization process. The GA receives the randomly selected sub-set
of candidate mashups, each already scored by the initial reliability function. For example, if a user
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requests the creation of a travel planner, the system may combine mapping APIs (M1-M3), weather
APIs (W1-W3) and hotel APIs (H1-H3) into multiple candidate mashups, such as M1-W2-H2 or M3-
W3-H1. These candidates, ranked by the initial reliability function, form the pool from which the
optimization sub-set is randomly sampled.

Algorithm 1. Genetic Algorithm weights optimization

Require: Subset of candidate mashups M,,,, Validation set VV, Number of individuals N, Crossover rate C,y. ,
Mutation rate M,

Ensure: Optimized weight vector w* = (W, W, Wy, Wi, Wom, Wpm)
Initialize population P with N random weight vectors w = (wf, We, Wy, Wem, Wems me) where each w; € [0,1]

> Each individual encodes a possible weighting configuration for API- and mashup-level reliability
repeat
for each individual w in P do

Apply weights w to compute API-level reliability for each component API

> Reliability(API) = wy - F Sim +w, - CoOcc + w,, - Pop
Aggregate API reliabilities to compute mashup-level reliability
> Reliability(Mashup) = wg,,, - F Sim ,, + Wy, - CoOcCyy, + Wy, - POP 4,

Rank mashups in M, by their computed reliability and select Top- K
> Identify the most promising mashups for validation
Evaluate selected mashups against validation set V
> Compute precision, recall, and F-measure relative to the validation ground truth

Compute fitness (w) = F-measure (w)
> Assign the F-measure as the fitness value of the weight configuration
end for
Apply tournament selection and crossover (simulated binary) with probability C,,.
> Combine high-performing configurations to explore new solutions
Apply polynomial mutation on weight vectors with probability M.,
> Introduce diversity by slightly altering weight values
Update population P with the new offspring
> Retain best-performing configurations for next generation
until F-measure improvement < 0.001 for 20 consecutive generations or maximum 100 iterations reached
> Stop when fitness plateaus or iteration limit is reached
return w* = (W7, we, Wy, Wi, Wom, Wom)
> Output the optimal weights for reliable and reusable mashup composition

The GA does not create new mashup compositions from scratch, but it instead refines the reliability-
evaluation process by learning optimal weight configurations for the specific request at hand. At each
generation, the GA:

a) Applies the current weight configuration w = (wr, w,, Wy, Wrp,, W, W, all weights in
rYWeorYorWEms Wemr» Wpm
[0,1]) to compute API-level and mashup-level reliability scores for the sub-set of mashups;

(b) Performs tournament selection, simulated binary crossover (SBX) and polynomial mutation
operations on the weight vectors (mutation rate = 0.05, crossover rate = 0.8);

(c) Evaluates the resulting reliability scores to compute precision, recall and F -measure as fitness
metrics against a validation sub-set (20% of the candidate pool);

(d) Updates the population of weight configurations according to their fitness values until
convergence criteria are met.

(e) The GA terminates when the F-measure improvement is less than 0.001 for 20 consecutive
generations or a maximum of 100 generations is reached, whichever occurs first.

This iterative process establishes a dynamic balance between the semantic characteristics of APIs and
their historical usage patterns: the initial candidate generation provides meaningful mashup structures
based on semantic compatibility, while the GA continuously learns how to balance functional similarity,
co-occurrence and popularity indicators across both APl and mashup levels. The outcome is an
adaptively weighted reliability model that enhances the robustness and reusability of mashup
composition.
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4. EXPERIMENTAL STUDY
This section details our experimental study.

4.1 Evaluation Dataset

To the best of our knowledge, there is currently no standardized benchmark for evaluating API
integration and composition in service-oriented systems. Therefore, we curated an existing dataset -
"Data Correction and Evolution Analysis of the ProgrammableWeb Service Ecosystem" [45] resource?
by 1) filtering for APIs with categories relevant to common mashup domains (e.g., Mapping, Social,
Weather, Media, 10T) based on keyword matching of ProgrammableWeb category tags 2) augmenting
each API with a popularity metric obtained through systematic searches across multiple online API
directories and developer forums (e.g., RapidAPI, APL.io), providing a realistic assessment of API
relevance and current usage trends. Popularity scores from different sources were normalized to the
[0,1] range using Min-Max scaling; APIs with no available ratings were assigned a neutral value of 0.5.
It was noted that the original dataset already includes co-occurrence of APIs. After cleaning and
validation, the final curated dataset® contained 11,492 APIs and 7,336 mashups.

Next, to validate the performance of our system, we conducted a user test with 90 participants.
Participants were asked to enter their requirements followed by a semi-structured interview. The goal
of this study was to evaluate how our approach generates the best mashups that can answer different
user requirements.

The dataset encompassed APIs that provide sensor data, social-media content, geospatial information,
authentication and authorization services, blockchain interactions, business analytics and currency-
exchange data.

4.2 Participants’ Task and Evaluation Metrics

We recruited users by invitation to participate in our pilot study. The mailing list was formed by one
author of this research (a student) by inviting his fellow students. In the end, we sent one round of
invitations to 173 students to come up with 2 ideas of what they would like to have as a mashup system
and we received 90 responses (52% response rate). Participants were aged 20-26 years, predominantly
computer-science students with prior exposure to APl-based systems. This sample size is adequate for
an initial proof-of-concept evaluation; however, we acknowledge that the exclusive use of student
participants may limit generalizability to professional developer communities. Accordingly, the findings
should be regarded as a proof-of-concept rather than a definitive validation. A broader study with
industry practitioners is planned for future work. It is worth mentioning that gathering free participants
was very difficult and only 90 out of 173 accepted to participate. Furthermore, we did not pay
participants on site or online via crowd platforms (e.g., MTurk) to avoid influencing the results of the
evaluation.

For the task, we deployed our system on the web and we told participants that the higher their points
were, the more they were promoting research. It was a form of motivation. Next, we asked them to use
our system without any tutorial in order to get the first feedback about our system. The overall task (10
minutes) consisted of a 5-minute session for interacting with the system validation, followed by a 5 -
minute interview. At the end, we gathered 180 systems.

Next, to validate our approach in generating mashups that best meet the user requirements, we built a
ground truth by sharing the 180 systems among the participants and asking them to rate the best system
(good, not specifically, not at all). The systems that received more than 10 good ratings were retained
(this threshold was chosen to ensure that at least 10% of the 90 participants agreed on the quality of a
system, providing a basic consensus filter). At the end, we ended up with 120 systems.

This ground truth created by participants allowed us to use measures such as precision (3), recall (4) and
F-measure (5) to determine the new compositions' reliability. In the following, we define the measures
Recall, Precision and F-measure used to evaluate the performance of our approach:

2 Original dataset available at: https:/github.com/HIT-ICES/Correted-ProgrammableWeb-dataset/tree/main/data
3 Final dataset available at: https:/github.com/abderranmane-khiat/SIMM/tree/main/Media%20APIMashup%?20dataset


http://api.io/
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o Precision: it denotes the precision level of selected resources (Web and 10T APIs), indicating
the ratio of the chosen relevant APIs to the total number of chosen APIs. It is formally defined
as follows:

. R(A) n C(4)
P =— 3
recision @ 3

o Recall: it refers to the recall value of selected resources (Web and 10T APIs), indicating the ratio

of the chosen relevant APIs to the total number of actual relevant APIs. It is formally defined

as follows:
R(A) N C(A)
Recall = ———— 4
eca RCA) 4
e The F-measure: a tradeoff metric that balances recall and precision and is calculated using the
formula:

v _2x Precision x Recall .
“Measure = 5 ecision + Recall ®)

Higher values of Recall, Precision and F-measure indicate that the system more accurately generates
mashups that align with the user requirements.

All experiments were implemented in Python, running on a Windows 10 computer equipped with an
Intel Core CPU at 2.8GHz, 16 GB RAM. The complete source code, including the framework
implementation, baselines re-implementation and evaluation scripts, is publicly available for
reproducibility under a GitHub repository*,

4.3 Evaluation Protocol
For the evaluation of our approach, we conducted three studies:

o In the first study, we compared our approach with three systems: SSR (scores services
individually, causing redundancy), CSR (groups services by function, but uses coarse cluster-
level compatibility) and SPR (leverages topic/tag/history data, but assumes functional similarity
ensures compatibility). Although these are APl recommendation systems, their ability to
compose compatible services provides a meaningful benchmark for evaluating mashup
generation. To ensure a rigorous and fair comparison, we re-implemented SSR [35], CSR [36]
and SPR [37] according to their original specifications. All baselines were evaluated under
identical conditions using our curated dataset, with parameter settings aligned with their
respective publications (e.g., Top-K values, similarity thresholds). This eliminates potential
confounding factors when comparing performance metrics.

In addition, we conducted tests of statistical significance of the comparative results using paired
t-tests on the F-measure scores across each evaluation, with the null hypothesis stating no
difference in performance between our approach and each baseline. We used the standard 95%
confidence level and reported the resulting confidence intervals to quantify the precision and
stability of the performance estimates.

e The second part of our investigation demonstrates the value of the metrics employed in our
proposed solution by analyzing them both separately and in combination.

o Functional Similarity (FSim): This baseline considers functional similarity between
services based on their descriptions.

o Popularity (POP): This method ranks services based on the number of times they have
been used in mashups.

o Co-Occurrence (CO): This baseline considers the frequency with which services appear
together in mashups.

o Inthe third study, we conducted multiple experimental trials to evaluate how our GA algorithm
performs against traditional methods in determining optimal values for the six parameters ( wg,

chWp'me'Wcmlem)’ which correspond to the metrics Co-Occ, FSim, Pop, MFSim,

4 Code repository: https://github.com/abderrahmane-khiat/SIMM/tree/main/Code
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MCoOcc and MPop in Equation 2. More specifically, we compared our GA algorithm with 1)
static approaches that apply fixed weight values regardless of context in which all weights equal
to 1/6 and 2) empirically tuned static weights where those weights are determined through
preliminary experiments, e.g., wy = 0.5,w, = 0.4,w, = 0.6, Wsr, = 0.6, Wy, = 0.5, W,y =
0.8.

Our designed genetic algorithm was based on preliminary experiments and established GA
literature. A population size of 100 was found to provide sufficient diversity. Similarly, the
crossover rate (0.8), mutation rate (0.05) and termination criterion (20 stagnant generations) fall
within commonly recommended ranges and demonstrated stable convergence across repeated
runs. Additionally, we investigated the effect of varying the Top-K APIs and candidate mashups
on the system's final recommendations, providing insights into how parameter tuning and
selection impact the accuracy and adaptivity of mashup generation.

4.4 Results
4.4.1 Comparative Evaluation Results

We evaluated the resulting mashup compositions using our reliability formula against the ground truth.
Table 3(a) presents the Precision, Recall and F-measure for our approach compared with the SSR 35,
CSR [36] and SPR [37] systems. The results demonstrate that our framework achieves higher precision
and recall across all metrics, indicating a significant improvement over baseline methods. Paired t-tests
revealed that the improvements in F-measure were statistically significant with p < 0.01 for all three
comparisons (vs. SSR: t = 9.12,p < 0.0001; vs. CSR: t = 8.75,p < 0.0001; vs. SPR: t = 7.95,p =
0.0003 ). SSR tends to produce redundant outputs by scoring services individually and CSR relies on
coarse cluster-level compatibility, while SPR assumes that functional similarity alone guarantees
compatibility.

Our approach systematically addresses these limitations by integrating three complementary metrics:
Similarity, which captures the semantic relatability between heterogeneous APIs even when they use
different specification terms; Co-Occurrence, which identifies frequently interacting APIs, reflecting
compatibility, ease of integration and practical utility within a mashup; and Popularity, which reflects
user-driven preferences and requirements. By combining these metrics, our system develops a more
comprehensive understanding of the relationships among APIs and mashups, resulting in more accurate,
adaptive and context-aware mashup recommendations. We achieved a higher recall than precision,
which is common across all methods and is desirable for mashup recommendation. Our main goal was
to find as many useful and compatible APIs as possible. In this context, missing a key API (false-
negative) is more detrimental to mashup viability than suggesting extra, sub-optimal candidates (false-
positives). Thus, our Recall-oriented performance profile aligns with the practical need for expansive
discovery in adaptive ecosystems.

Table 3. Comparison results.

Metric SPR | CSR [ SSR | Our Approach
Precision [0.24]0.26 [ 0.29 0.37
Recall 0.4410.49 [ 0.56 0.68
F-measure [ 0.31 | 0.34 |0.38 0.48

(a) Performance comparison with baseline methods. Improvements are statistically significant
(p < 0.01). Our approach achieves 26% improvement in F -measure.

FSim | Pop | Co-Occ [ Combined
0.30 [0.29( 0.33 0.37
0.55 [0.52| 0.56 0.68
0.39 |0.37| 0.42 0.48
(b) Individual metric contributions versus combined performance
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4.4.2 Parameter Combination Study

Table 3(b) illustrates the performance improvements achieved by combining the Similarity, Co-
Occurrence and Popularity metrics compared to using each metric individually. These results show that
each metric captures a distinct aspect of mashup quality. By simultaneously considering fine-grained
compatibility, semantic relatability and user-driven relevance, our approach achieved superior
performance.

We further investigated the effect of parameter application order on mashup selection, considering two
strategies: sequential and parallel.

e Sequential approach: Parameters were applied in the following order Co-Occurrence —
Similarity — Popularity, meaning that the selection of mashups was first influenced by API
interaction patterns, then by semantic similarity and finally by user-oriented popularity.

e Parallel approach: All three metrics were applied simultaneously, weighted equally in the
reliability formula and evaluated using Precision, Recall and F-measure.

The results indicate that the parallel approach provides more consistent and balanced outcomes, with
precision and recall values generally 10% - 15% higher than the sequential approach. By treating all
metrics simultaneously, the system avoids bias toward any single factor and produces more adaptive
and accurate mashup recommendations.

4.4.3 Adaptive vs. Static Weight Optimization

This evaluation demonstrates the advantage of our genetic algorithm-based adaptive weighting approach
compared to traditional static weighting methods. Unlike static approaches that apply fixed weight
values regardless of context, our adaptive method dynamically computes optimal weight configurations
for each individual mashup request through evolutionary optimization.

The key distinction lies in the optimization process: while static approaches use predetermined weights
(typically equal weighting or values empirically tuned through preliminary experiments), our dynamic
approach employs a genetic algorithm that, for every mashup request, explores the weight space,
evaluating configurations against a validation sub-set to identify optimal balances between functional
similarity, co-occurrence and popularity metrics specific to that request.

Table 4 presents the performance comparison between different weighting strategies that we used in our
approach. The genetic-algorithm optimization consistently outperformed all static approaches,
achieving superior F -measure (0.48) through balanced improvements in both precision (0.37) and recall
(0.68).

Table 4. Performance comparison: Static weighting vs. Per-request genetic algorithm optimization.

Weighting Strategy applied on Our Approach | Precision | Recall | F-measure
Equal weighting (all weights = 1/6) 0.31 0.59 0.41
Empirically tuned static weights 0.33 0.60 0.43
Genetic algorithm optimization 0.37 0.68 0.48

The comparative evaluation revealed two findings:

e The optimal weight configuration varied significantly across different mashup requests, even
within the same application domain. For instance, requests for travel planning mashups showed
weights of w =~ 0.85,w, = 0.45,w,, ~ 0.90, while social-media aggregation requests
converged to wy = 0.75,w, = 0.60,w,, = 0.95. This is because the importance of each
similarity, popularity or co-occurrence is different for each request. This fine-grained adaptation
is only possible using genetic-algorithm optimization.

e Static approaches failed to capture these request-specific variations, leading to sub-optimal
recommendations. Our adaptive method demonstrated over 10% better performance for novel
or complex requests where static approaches make little use of historical patterns.

The results show that the optimal configurations of our genetic algorithm were highly request-dependent
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with weights adjusting based on:

The specificity and novelty of user requirements;

The availability and characteristics of relevant APIs;

The density of historical usage patterns in the target domain;

The balance between semantic compatibility and practical integration concerns.

Regarding computational scalability, the GA optimization completed within 2-3 seconds per request on
our test hardware. For larger API ecosystems, candidate generation can be accelerated using indexing
structures to pre-filter APIs before semantic matching, ensuring that the approach remains practical for
real-time applications.

5. CONCLUSION

In this research paper, we presented a novel history-aware semantic framework for generating reliable
and reusable mashups that addresses key challenges in heterogeneous API integration and composition.
To achieve this, we first developed an API ontology and JSON-to-RDF mapping for semantic
enrichment of APIs to harmonize APIs and compositions for better API discovery. Second, we
incorporated three complementary metrics-functional similarity, co-occurrence and popularity-within
RDF-based descriptions in order to learn the historical composition patterns. Finally, we employed a
genetic algorithm that performs dynamic weight optimization to produce top- k reliable mashup
recommendations.

Experimental evaluation on a curated dataset of 11,492 APIs and 7,336 mashups demonstrated
statistically significant improvements of 26% in F-measure over state-of-the-art baselines (SSR, CSR,
SPR), with all comparisons achieving p < 0.01.

The results confirm that by unifying semantic interoperability with adaptive, context-aware reliability
analysis, our approach promotes the long-term robustness and reusability of mashup compositions. We
emphasize that our contribution to sustainability is limited to enhancing reusability-a critical, but
narrow, dimension of the broader sustainability concept. The use of Intelligent Media mashups in our
experiments serves as a representative case study; the framework itself is domain-agnostic and can be
applied to general loT and Web API composition scenarios. Generalizability to real-world API
ecosystems remains to be established. Furthermore, in future work, we plan to address some limitations,
such as conducting a systematic sensitivity analysis of K and initializing the random-number generators
with a fixed starting point to ensure exact reproducibility, in addition to exploring more promising
directions through machine-learning techniques enhanced by ontological knowledge leveraging
structured semantics to further improve the accuracy, reliability and reusability of service compositions
across application domains.
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ABSTRACT

Fluid antenna systems (FASs) offer immense spatial diversity within compact spaces. However, existing
performance analyses predominantly rely on Shannon's capacity bounds, assuming infinite blocklength
transmissions. To address the strict requirements of emerging Internet-of-Things (IoT) and ultra-reliable low-
latency communications (URLLCs), this paper investigates a point-to-point FAS under short-packet
communication (SPC) constraints. We rigorously derive closed-form analytical expressions for the average block
error rate (BLER), effective system throughput and reliability. Furthermore, we conduct an asymptotic analysis
in the high signal-to-noise ratio (SNR) regime, mathematically revealing that the system's diversity order is strictly
determined by the rank of the spatial correlation matrix. Extensive Monte Carlo simulations validate the high
accuracy of our proposed analytical models, demonstrating that increasing the number of fluid ports drastically
reduces the BLER.

KEYWORDS

Fluid antenna systems, Short-packet communications, Block error rate, Ultra-reliable low-latency
communications, Throughput, Reliability.

1. INTRODUCTION

The rapid proliferation of the Internet-of-Things (IoT) and the stringent demands of ultra-reliable and
low-latency communications (URLLC) have driven a paradigm shift in wireless network design
[1112][3]. In emerging applications, such as industrial automation, remote healthcare and autonomous
systems, devices typically exchange short control commands or status updates rather than large data
payloads. These scenarios require transmitting small data packets within strict millisecond-level latency
constraints while ensuring near-perfect reliability [4].

Under such strict latency requirements, the classic Shannon capacity theory, which assumes infinitely
long data blocks to achieve an arbitrarily low error rate, becomes inadequate [5]. For short-packet
communications (SPCs), the blocklength is finite, making the probability of decoding errors non-
negligible. This fundamental physical limitation is addressed by the finite blocklength information
theory pioneered by [6]-[8], which mathematically characterizes the block error rate (BLER) for short
packets. Consequently, the research community has extensively re-evaluated various wireless
technologies, ranging from massive multiple-input multiple-output (MIMO) [9]-[11] to intelligent
reflecting surfaces [12]-[14], strictly through the lens of SPC. Furthermore, while initial studies
evaluated short-packet communications assuming independent fading channels, recent advancements
have extended the finite blocklength-information theory to correlated fading environments [15] to better
contextualize practical deployment scenarios.

Parallel to these theoretical advancements, the fluid antenna system (FAS) has emerged as a
revolutionary hardware technology for compact devices [16]-[18]. Traditional MIMO systems require
physical separation (typically at least half a wavelength) between antennas to ensure independent fading
channels, which is impractical for small form-factor devices due to severe mutual coupling [19]. FAS
overcomes this physical limitation by utilizing liquid metal or reconfigurable pixel structures, allowing
a single radiating element to dynamically switch its position to the most favorable location (port) within
a highly confined space [20]-[21]. By exploiting the spatial variations of the fading channel, FAS
achieves significant spatial diversity without requiring multiple bulky and power-hungry radio
frequency (RF) chains.
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While a growing body of literature has investigated the theoretical performance limits of FAS, typically
employing Jakes' fading model to characterize the strong spatial correlation among densely packed ports
[22], these studies predominantly rely on the infinite blocklength assumption. Very recently, the critical
interplay between FAS and SPC has begun to attract attention. For instance, the authors in [23]
investigated a UAV-enabled relaying network equipped with FAS under short-packet constraints.
Despite this pioneering effort, their work primarily targets energy-efficiency optimization within a
complex relaying topology under Nakagami-m fading. Beyond this, other recent studies, such as [24],
have investigated the performance of FAS under finite blocklength constraints in multi-user setups.
Currently, a comprehensive, exact and tractable analytical framework characterizing the reliability and
throughput of a baseline point-to-point (P2P) FAS link under SPC constraints is still missing from the
literature, even though such a baseline setup serves as the essential building block for more complex
networks.

Motivated by this critical research gap, this paper comprehensively analyzes the delivery performance
of a P2P FAS link operating under strict SPC constraints. The main contributions of our work are
summarized as follows:

e We formulate a comprehensive mathematical system model that elegantly integrates the highly
correlated spatial fading environment of the FAS with the finite blocklength constraints of SPC.

e We derive highly accurate, closed-form expressions for the exact average BLER, the effective
system throughput and the overall system reliability. This is achieved by exploiting the
inclusion-exclusion principle and eigenvalue decomposition (EVD) to evaluate the cumulative
distribution function (CDF) of the effective SNR, combined with a linear approximation to
bypass the analytically complex Gaussian Q-function.

e To gain deeper fundamental insights, we conduct an asymptotic analysis of the system
performance in the high-SNR regime. This rigorous approach explicitly reveals the exact
diversity order of the FAS link, mathematically demonstrating how the rank of the spatial
correlation matrix fundamentally dictates the achievable reliability.

e We investigate the optimal design of blocklength allocation to maximize the effective system
throughput under strict reliability and latency boundaries, providing vital operational insights
for the physical implementation of short-packet FAS.

e We provide extensive Monte Carlo simulations to definitively validate the accuracy of our
derived analytical models. The numerical results clearly illustrate the fundamental trade-offs
among the number of fluid ports, the physical antenna space and the short-packet parameters in
determining the overall system performance.

The rest of this paper is organized as follows. Section 2 describes the physical transmission framework
and the spatially correlated channel model of the FAS. Section 3 presents the core mathematical
derivations for the exact and asymptotic average BLER, as well as the effective system throughput and
reliability, followed by an optimized short-packet blocklength design framework. Section 4 provides
comprehensive numerical results to validate our proposed analytical models and finally, Section 5
concludes the paper.

Notation: Pr(-) denotes probability; E{-} is the expectation operator; J,(-) is the zero-order Bessel
function of the first kind; Q(+) is the standard Gaussian Q-function; ()T and ()# denote the transpose
and conjugate transpose operations, respectively.

2. SYSTEM MODEL
2.1 Signal Transmission and FAS Topology

The fundamental limits of fluid antenna systems (FASs) have been actively investigated in recent
literature. For instance, a rigorous geometric framework connecting the spatial diversity order directly
to the rank of the correlation matrix was established in [25]. Furthermore, the practical deployment of
FASs in 6G ultra-reliable communications must account for practical hardware non-idealities, such as
the inherent trade-off between the total port count and the effective transmission blocklength caused by
non-negligible port-switching delays [26]. More recently, the performance limits of FASs have been
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extended to cooperative relay topologies under finite-blocklength constraints, including unmanned
aerial vehicle (UAV) networks [27].

Consider a point-to-point wireless link comprising a single-antenna transmitter and a receiver equipped
with a one-dimensional fluid antenna structure. The physical space allocated for the fluid antenna has a
normalized length of Ly, (measured in terms of the carrier wavelength). For digital-processing
tractability, we assume that the receiver uniformly discretizes this continuous space into K predefined
ports along Lg. Due to hardware constraints, the receiver possesses only a single active RF chain.
However, it is capable of dynamically switching this RF chain to whichever of the K ports currently
offers the highest signal quality.

Suppose that the transmitter sends a signal x with an average transmit power of P. The received
baseband signal at the k-th port (k € {1,2, ..., K} ) is given by:

Vi = VPhx + €Y)

where h;, ~ CN(0,1) is the complex Rayleigh flat-fading channel coefficient between the transmitter
and the k-th port and n, ~ CN'(0,0?2) represents the additive white Gaussian noise (AWGN) at the
receiver with variance o2.

The instantaneous SNR at the k-th port is defined as y, = p|hy|?, where p = P/o? is the average
transmit SNR. Since the FAS controller aims to maximize the system performance, the effective SNR
available for decoding the incoming packet is the maximum across all available ports:

Yk- (2)

It is worth noting that the formulation in (2) relies on the assumptions of perfect channel-state
information (CSI) and instantaneous port selection. In practical FAS deployments, however, hardware
non-idealities, such as channel estimation overhead and mechanical/electronic RF switching delays,
present notable constraints [26]. Crucially, since the system operates under SPC with a strictly limited
finite blocklength, any non-negligible switching delay directly penalizes the system by reducing the
effective number of channel uses available for data payload transmission. While a comprehensive
analysis of these hardware impairments is beyond the scope of this baseline study, the idealized model
under perfect CSI serves as an indispensable theoretical benchmark that establishes the fundamental
performance upper bounds, which is a widely adopted approach in recent short-packet multi-antenna
literature [34].

max
ke(l,..K}

2.2 Spatial Correlation Characterization

Since the K ports are densely packed into a confined physical space L, the channel fading coefficients
hy, hy, ..., hg are highly correlated. Assuming a rich scattering environment, which is typical in dense
IoT deployments, the spatial correlation between the fading envelopes of the i-th and j-th ports can be
characterized by Jakes' fading model [28]. The spatial correlation coefficient is mathematically
expressed as:

i —
ri,j = ]0 (27'['1( —]ll LS) . (3)
These pairwise coefficients constitute a K X K spatial correlation matrix, denoted as R, where its (i, j)-
th entry is [R]; ; = r; j. We explicitly acknowledge that Jakes' model relies on an idealized isotropic
scattering environment with a uniform angle of arrival (AoA), which constitutes a practical limitation,
as it may not fully capture directional non-isotropic scattering, shadow fading or strong line-of-sight
(LoS) components common in dense, cluttered 10T deployments. Nevertheless, the adoption of Jakes'
model is rigorously justified, because it serves as the foundational mathematical benchmark in fluid-
antenna literature [22], [29], enabling a tractable analytical baseline. Crucially, from a physical
standpoint, isotropic scattering yields the highest possible spatial correlation among closely spaced
ports. Therefore, analyzing the system under Jakes' model provides a conservative, robust "worst-case"
performance baseline; if the FAS link can meet the strict reliability constraints under this extreme
correlation, it will perform even better in realistic environments with directional scattering or LoS paths
where correlation is naturally lower.

Directly analyzing the maximum of highly correlated random variables in (2) is mathematically
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intractable. To facilitate the statistical analysis, we decouple these correlated channels into a set of
independent ones by applying the eigenvalue decomposition (EVD) to the correlation matrix [30]-[31].

R = UAUZ, 4)

where U is a unitary matrix containing the eigenvectors and A = diag(u4, uz, -, tx) is a diagonal matrix
of the corresponding eigenvalues. The eigenvalues are arranged in a descending order, i.e., u; =y, =
-+ > ug = 0. This mathematical transformation decouples the highly correlated fluid antenna channel
vector h into a set of independent virtual variables via the linear relation h = UA'/?g, where g ~
CN(0,1) represents a vector of independent and identically distributed (i.i.d.) standard complex
Gaussian random variables. Because U is a unitary matrix (i.e., U¥U = I ), this transformation
completely diagonalizes the spatial correlation matrix while strictly preserving the total statistical
properties and physical energy of the channel [28], [30]. Following this rigorous justification, retaining
only the S dominant eigenvalues allows us to systematically reduce the system's dimensionality to its
effective rank, ensuring mathematical tractability while retaining the underlying physical spatial-
correlation characteristics [29].

Physically, when the space Ly is sufficiently small and the number of ports K is large, the matrix R
becomes severely rank-deficient. Consequently, many of the smaller eigenvalues approach zero due to
the extreme spatial correlation [29]. Let S < K denote the effective rank of R, meaning that there are
only S dominant, non-zero eigenvalues (u, ..., s). This rank S dictates the true spatial degrees of
freedom in the system and plays a pivotal role in the subsequent asymptotic analysis.

To formally quantify the effective rank S, we adopt a strict cumulative energy-fraction criterion.
Specifically, the effective rank S is mathematically defined as the minimum number of dominant
eigenvalues required to capture a significant fraction t of the total spatial channel energy, expressed as:

N

Ym=1 Hm }
S = argmin {— >T¢, 5)
Zlk{zl l'[k

where 7 is a pre-defined threshold close to unity (e.g., T = 99.9% ). This criterion guarantees that the
truncated smaller eigenvalues have a mathematically negligible impact on the overall distribution
accuracy while maintaining a rigorous framework for the asymptotic diversity-order analysis.

3. PERFORMANCE ANALYSIS: AVERAGE BLER

In this section, we derive the statistical properties of the maximum SNR T'. Subsequently, we incorporate
the finite blocklength Q-function to obtain the exact average BLER and its asymptotic bound.

3.1 Exact Statistical Characterization of I’

By leveraging the EVD transformation in (C.5) and the inclusion-exclusion principle, the CDF of the
effective SNR T for the P2P FAS can be tightly approximated as a finite sum of exponential functions

[29]: s
R0 ~1+) (D) exp(~ ), (©)
k=1

Nk

where S is the effective rank of R and Y-, denotes the summation over all possible combinations of k
distinct indices (nq, n,, ..., ng) chosen from the set {1,2, ..., S}. The term A, represents the sum of the
reciprocals of the chosen eigenvalues:
k
D= = @
k= I
j=1 .un]-

3.2 Average BLER Formulation

We now incorporate the short-packet constraints. Suppose that the transmitter sends a packet containing
D information bits over a finite blocklength of L channel uses, yielding a nominal coding rate of R, =
D/L (bits per channel use).
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According to the finite-blocklength information theory [32], the instantaneous BLER for a specific SNR
realization T is closely approximated by the Gaussian Q-function

L
€M) ~Q m(10g2(1+r)—Rc) , 8

where V(I) = (1 — (1 +T)"2)(log, e)? is the channel dispersion [33]. To evaluate the system
reliability, the average BLER is obtained by taking the mathematical expectation of (8) over the
distribution of T':

E=Ele] = [ e@fix ©)

0
where fr(x) is the probability-density function (PDF) of I
Evaluating (9) directly is mathematically intractable due to the complex Q-function. To resolve this, we

adopt a widely accepted linear approximation for the Q-function [23]. Let 8 = 2R — 1 be the target
SNR threshold required to support the rate R.. The Q-function can be linearized around 6 as:

1, x<a
1

e(x) ~ 5= Bx—0), asx<b (10)

0, x>b

where the slope £ and the boundaries a, b are defined as:

= L 11
B 27V (@)’ (11)
=0 ! b=26 ! 12
a = - ﬁ’ = + ﬁ ( )

To justify the accuracy of this piece-wise linear model and quantify the approximation error, we refer
to the analytical-integration framework recently established in [34]. Specifically, by applying integration
by parts to the average BLER expectation, the piece-wise boundaries logically cancel out the CDF
evaluations at the limits. Similar to the exact formulation derived in [34], Eq. (11), the average BLER
elegantly simplifies to:

1) b
e= | endxn=p [ R (13)
0 a

The maximum approximation error occurs only near the transition boundaries a and b. In the targeted
ultra-reliable regime characterized by high average SNR ( p — oo ), the operational transition interval
[a, b] becomes extremely narrow relative to the total dynamic range of I'. Consequently, the integration
error introduced outside this interval decays exponentially toward zero, rendering this linear
approximation mathematically sound, exceptionally tight and highly reliable for asymptotic
performance evaluations in short-packet networks.

By exploiting this piecewise linear model, we derive a tractable, closed-form expression for the average
BLER.

Theorem 1 Under SPC constraints, the exact average BLER of the FAS link is tightly approximated by:
N
_ald, DAk
e_z1+z (—1)’<Z ﬁ—p<e P —e p). (14)
Ay
k=1 Ng

Proof: The proof is provided in Appendix A.
3.3 Asymptotic Analysis and Diversity Order

To gain deeper fundamental insights into the system limits, we perform an asymptotic analysis in the
high-SNR regime (p — o).
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Theorem 2 In the high-SNR regime ( p — oo ), the average BLER of the FAS system decays
asymptotically according to:

=00 B 1 1,° + +
E = m(Hf.:l '[,(l) (E) (bS 1_ aS 1). (15)

Consequently, the diversity order of the FAS system under SPC is exactly equal to S, the rank of the
spatial correlation matrix.

Proof: The asymptotic expansion is derived in Appendix B and its mathematically rigorous proof based
on exact channel gain bounds and the Squeeze Theorem is detailed in Appendix C.

Remark 1 In a traditional MIMO system with K independent antennas, the diversity order is strictly K.
However, due to the severe spatial correlation in FAS, the effective number of independent paths is
bounded by S. Even if the number of ports K approaches infinity within a fixed space L, the diversity
order S will eventually saturate, highlighting the fundamental physical limit of the FAS configuration.

3.4 Effective System Throughput Analysis

Beyond the system reliability evaluated by the average BLER, another crucial performance metric in
short-packet communications is the effective system throughput. In the finite-blocklength regime, the
throughput is defined as the expected fraction of information bits successfully delivered to the receiver
per channel use.

Given that the transmitter sends D information bits over a blocklength of L channel uses, the nominal
coding rate is R, = D/L (bpcu). Taking into account the transmission-failure probability characterized
by the average BLER ¢, the effective system throughput, denoted as n, can be formulated as [32]:

1=R(-9=2(1- (16)

By substituting the exact average BLER derived in Theorem 1 into (16), we obtain the exact closed-
form expression for the effective system throughput of the FAS link:

S Pp( %Lk DLk
n ~ R, 1+Z (—1)"2 A—k<e P —e P>. (17)

k=1 Nk

Furthermore, utilizing the asymptotic BLER from Theorem 2, the high-SNR asymptotic throughput can
be straightforwardly expressed as:

1 1\°
n® ~ R, [1 - %( . u-) <E) b5+ — a5+1)]. (18)
i=1 "1

Remark 2 It is worth noting that the effective system throughput definition in (16) serves as an
optimistic physical-layer performance boundary, as it explicitly omits packet retransmissions and
queueing delays. In practical URLLC deployments characterized by bursty traffic arrivals and finite-
buffer dynamics, packet-drop policies and automatic repeat request (ARQ) overheads would introduce
additional queueing delays and latency violations. Incorporating these finite-buffer cross-layer
interactions remains a vital direction for future network-layer extensions.

Remark 3 Equation (18) explicitly demonstrates that in the asymptotically high-SNR regime (p — ),
the average BLER decays to zero (€* — 0) and the effective system throughput reaches its maximum
saturation limit, n — R.. However, the speed at which the system approaches this maximum limit is
strictly governed by the physical diversity order S.

3.5 System Reliability

In the context of short-packet communications, system reliability is defined as the probability that a
transmitted finite-length packet is successfully decoded and accurately identified at the receiver. Based
on the average BLER evaluated in Theorem 1, the overall system reliability of the FAS link can be
mathematically expressed as a percentage [35], Eq. (27):

R = (1- &) x 100%. (19)
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By substituting the exact closed-form expression of the average BLER from (14) into (19), we can
directly quantify the exact reliability of the proposed system. Furthermore, utilizing the high-SNR
approximations, the asymptotic reliability readily approaches R* = (1 — €*) x 100%, where €% is
strictly governed by the physical-diversity order S, as derived in (15).

3.6 Optimal Blocklength Allocation for Throughput Maximization

In short-packet communications, the payload size D is typically predetermined by the application layer,
whereas the blocklength L serves as a critical design degree of freedom. A smaller L elevates the coding
rate R, = D/L, which triggers a sharp growth in the average BLERE(L), thereby severely degrading the
effective system throughput. Conversely, an excessively large L ensures low block errors, but causes a
drastic penalty in spectral efficiency due to the over-allocation of time-frequency slots. This
fundamental conflict motivates the formulation of an optimization problem to find the optimal
blocklength L* that maximizes the effective system throughput under strict latency and reliability
boundaries:

D
mLaxn(L) = Z(l —€(L))
(20)
s.t. Lmin < L < Lmax
E_(L) S Emax

where L;, and L., represent the operational latency limits and €,,,,, denotes the maximum tolerable
block error rate. Due to the complex non-linear coupling of L within both the coding rate and the channel
dispersion in the average BLER formula (14), obtaining a closed-form derivative with respect to L is
mathematically intractable. However, since the objective function n(L) is strictly quasi-concave with
respect to L, the unique optimal blocklength L* can be efficiently and reliably extracted via low-
complexity numerical search schemes, such as the golden-section search or the standard bisection
method.

4. NUMERICAL RESULTS

In this section, we provide extensive numerical results to validate our derived analytical expressions and
explore the system's behavior. Unless otherwise specified, we set the normalized physical space to Ly =
1. For the short-packet parameters, we assume that the transmitter sends an information payload of D =
120 bits over a blocklength of L = 100 channel uses, yielding a nominal coding rate of R, = 1.2 bpcu.
The average transmit SNR p varies from -5 dB to 25 dB and the number of fluid ports is evaluated for
K € {2,3,4,30}. Furthermore, based on the spatial correlation model in (C.5), we generate 107
independent random channel realizations to compute the sample mean for all exhaustive Monte Carlo
simulation results.

10°g T
O K = 2 (Simulation)
S o K = 3 (Simulation)
N K = 4 (Simulation)
107" N5 —#&— K = 30 (Simulation)
3 —— Exact Analytical (Theorem 1)
- — Asymptotic (Theorem 2)
~
= 2
= 10
m
o
80
g 102
<q
10
-5 0 5 10 15 20 25

Average SNR p (dB)
Figure 1. Average BLER versus p with Ly = 1.
In Figure 1, we plot the average BLER versus the average transmit SNR p for a fixed normalized length

L = 1 with different numbers of fluid ports K. As expected, the average BLER decreases significantly
as K increases. The curves exhibit a steeper slope at high SNR regimes, which strictly reflects a higher
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diversity order compared to the traditional single-antenna baseline ( K = 1 ). However, it is observed
that as K grows beyond 4 to a much larger value (e.g., = 30 ), the performance improvement becomes
marginal and the curves begin to pack closely together. This behavior perfectly aligns with our
theoretical findings in Theorem 2 and the physical intuition discussed in Remark 1. Specifically, the
asymptotic analysis mathematically reveals that the diversity order does not scale indefinitely with K,
but is fundamentally limited by S, the effective rank of the spatial correlation matrix R. For a fixed
physical space Lg, packing more ports densely together drastically strengthens the spatial correlation
among them. This extreme correlation restricts the rank S and ultimately saturates the achievable
diversity order and spatial degrees of freedom for short-packet communications.

O K = 5 (Simulation)

o K 6 (Simulation)
K = 7 (Simulation) 3
—— Exact Analytical (Theorem 1)| 1
- — Asymptotic (Theorem 2) ]

Average BLER

-5 0 5 10 1‘5 20 25
Average SNR p (dB)

Figure 2. Average BLER versus p with Lg = 3.

To explore the effect of expanding the physical size of the fluid antenna, we plot the average BLER for
a larger normalized space of Ly = 3 in Figure 2. Compared to the severely constrained space ( Ly = 1)
in Figure 1, expanding the physical dimension allows the K ports to be distributed with significantly
reduced spatial correlation. This reduction in correlation inherently increases the effective rank S of the
spatial correlation matrix R, thereby unlocking a higher effective diversity order. Consequently, as K
increases, the average BLER improves even more drastically and each corresponding curve exhibits a
noticeably steeper slope. Notably, the performance gap between K = 4 and K = 30 is much more
pronounced here than in Figure 1, indicating that the diversity order has not yet saturated as severely.
Furthermore, across both Figure 1 and Figure 2, the exact analytical BLER derived in Theorem 1 (solid
lines) matches the exhaustive Monte Carlo simulations (symbols) flawlessly. At the same time, the
highSNR asymptotic approximations derived in Theorem 2 (dashed lines) tightly converge with the
exact curves in the high-SNR regime. This convergence definitively validates the accuracy of our
theoretical derivations and confirms that the diversity order is strictly governed by the rank S.

10°

] O K = 2 (Simulation)

R o K = 3 (Simulation)
3 K = 4 (Simulation)
101 F —i— K 30 (Simulation)

Exact Analytical (Theorem 1) f
= = Asymptotic (Theorem 2) |

Average BLER

100 200 300 400 500 600 700 800 900 1000
Blocklength (L)

Figure 3. Average BLER versus Blocklength L with L; = 1 and = 1 dB.

In Figure 3, we investigate the impact of the blocklength L on the average BLER while maintaining a
fixed physical space Ly = 1 and K = {2,3,4,30} ports. As L increases from 100 to 1000 channel uses,
the BLER curves shift significantly towards the lower SNR region. This aligns with short-packet
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communication principles, where a larger L for a fixed payload D yields a lower effective coding rate
R, enabling the system to achieve the same reliability target with a lower transmit power.

" 9.9 10 10.1 10.2
" O K = 2 (Simulation) |
o K = 3 (Simulation)
e K = 4 (Simulation)
e #* K = 6 (Simulation)

—— Exact Analytical

/ L
e
& 'y - = Asymptotic Bound
LT E Throughput Upper Bound
0 L . <
% 5

10 15 20
Average SNR p (dB)

Figure 4. Effective system throughput versus p with Ly = 2, D = 200 bits and L = 100.

0.5

Effective System Throughput (bpcu)

Figure 4 evaluates the effective system throughput versus the average SNR p for Lg = 2, D = 200 bits
and L = 100. As expected, the throughput increases monotonically with p and eventually saturates at
the theoretical upper bound of R, = 2.0 bpcu. Furthermore, deploying a denser FAS configuration (e.g.,
increasing K to 6) significantly shifts the curves to the left, enabling the system to reach near-maximum
throughput at a much lower transmit power. Finally, the exact agreement between the analytical
expressions, asymptotic bounds and Monte Carlo simulations firmly validates our throughput
derivations in Sub-section 3.3.

Figure 5 illustrates the system reliability versus the average SNR p for Ly = 2, D = 200 bits and L =
100. As expected, the reliability monotonically increases with p and ultimately saturates at the absolute
maximum of 100%. Notably, deploying a denser FAS configuration (e.g., = 6 ) drastically shifts the
curves towards the lower SNR region. This demonstrates that a higher number of fluid ports allows the
system to guarantee near-perfect packet delivery at a significantly reduced transmit power. Finally, the
exact match among the analytical expressions, asymptotic bounds and Monte Carlo simulations
rigorously validates our reliability derivations in Sub-section 3.5.
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Figure 5. System reliability versus p with L, = 2,D = 200 bits and L = 100.

Figure 8 illustrates the effective throughput n versus blocklength L for various numbers of FAS ports
K € {2,3,4,30}. As observed from the figure, all throughput curves exhibit a distinct single-peak
behavior, which numerically validates the quasi-concavity of the objective function with respect to L.
When L is relatively small, the throughput drops to zero because the short blocklength cannot combat
the severe channel fading, leading to a high BLER. As L increases, the BLER decreases significantly,
causing a sharp rise in throughput until it reaches the global maximum at the optimal blocklength L,
denoted by the red stars. Beyond this optimal point, further increasing L diminishes the transmission
rate D/L, thereby resulting in a gradual decline in the effective system throughput. Furthermore, the
results highlight the significant advantage of deploying a large number of FAS ports. Specifically,
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Figure 6. Effective system throughput versus blocklength L for Ly = 3 and D = 500 bits.

increasing K from 2 to 30 drastically enhances the maximum achievable throughput due to the enhanced
spatial diversity gain of fluid antennas. Crucially, a larger K shifts the optimal blocklength L* toward a
smaller value (i.e., to the left of the horizontal axis). This indicates that by exploiting the fine-grained
port selection in FAS, the system can achieve peak throughput at a much shorter blocklength, effectively
minimizing the transmission latency while maintaining high reliability, which is highly desirable for
short-packet URLLC systems.

—6— Proposed P2P FAS (K =4)
9\ —&— Proposed P2P FAS (K = 8)
* Proposed P2P FAS (K = 12) |
XX =& Ref [22]: UAV-FAS Relay (K = 12) 4

Average BLER

-5 0 57 N 717.0 o 7157 720 é5
Average SNR p (dB)

Figure 7. Average BLER versus p for Ly = 3,D = 120 bits and L = 100 under the optimistic constant
correlation model [23].

Figure 7 illustrates the average BLER versus the average SNR p for the proposed P2P FAS ( K €
{3,8,12} ) alongside the UAV-FAS relay benchmark [23]. As observed, increasing the number of fluid
ports from K = 3 to K = 12 drastically enhances system reliability, shifting the BLER curves to the
lower-SNR region.

Crucially, under the same configuration (e.g., = 12), our proposed direct architecture significantly
outperforms the UAV relay benchmark [23]. The relay topology suffers from a severe half-duplex
penalty, which forces a doubled coding rate and heavily degrades decoding accuracy under strict short-
packet constraints. By completely bypassing this penalty, our P2P FAS framework proves to be a vastly
superior and power-efficient solution for practical URLLC applications.

Finally, Figure 8 illustrates the average BLER performance versus the average transmit SNR p for both
the proposed high-density FAS and the traditional ideal selection combining (SC) schemes under SPC
constraints. To establish a realistic benchmark, the spatial dimension is strictly constrained to Ly = 1.
Within this normalized limited space, traditional SC can deploy at most K = 3 co-located antennas to
maintain independent fading channel characteristics. As observed from the simulation results, the
proposed FAS with K = 30 ports significantly outperforms the physical boundaries of the traditional
ideal SC ( =2 and K = 3 ). Specifically, at a target BLER of 10™*, the proposed FAS achieves
approximately a 3 dB SNR gain compared to the maximum bound of the traditional ideal SC(K = 3).
Furthermore, the curves clearly indicate that FAS provides a sharper slope in the high-SNR regime. This
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Figure 8. Average BLER versus average transmit SNR p for the proposed FAS (K = 30) and
traditional ideal SC ( K = 2,3 ) under short-packet transmission constraints ( Ly = 1, D = 120 bits and
Lyjock = 100).

behavior is attributed to the fact that although the ultra-dense port arrangement in FAS introduces severe
spatial correlation, the effective rank of the Jakes’ correlation matrix over Ly = 1 is approximately 4.
By deploying K = 30 ports, FAS successfully captures all available spatial degrees of freedom and
maximizes the array gain through fine-grained selection, whereas traditional SC is fundamentally
restricted by hardware and spatial constraints. These findings firmly highlight the superiority of fluid-
antenna technology in breaking the physical limits of conventional multi-antenna systems for ultra-
reliable low-latency 10T networks.

5. CONCLUSION

In this paper, we rigorously analyzed the delivery performance of FAS under the strict and highly
realistic constraints of short-packet communications, departing from the conventional infinite-
blocklength Shannon capacity framework. By accurately modeling the heavily correlated spatial fading
channels via eigenvalue decomposition, we successfully derived highly accurate, closed-form
expressions for the exact average BLER, the effective system throughput and the overall system
reliability. Furthermore, our high-SNR asymptotic analysis mathematically proved that the diversity
order of an FAS link is strictly determined and bounded by the rank of its spatial correlation matrix,
rather than the raw number of fluid ports. The comprehensive numerical results flawlessly confirmed
our theoretical derivations, highlighting that densely packed FAS configurations can achieve near-
perfect reliability and maximum throughput at significantly reduced transmit power levels. Ultimately,
these findings demonstrate that FAS is a highly promising architectural solution for meeting the extreme
delivery demands of modern l1oT and URLLC networks, offering substantial performance leaps without
the need for bulky, power-hungry multiple-RFchain hardware typical of traditional multi-antenna
setups.

APPENDICES
A. PROOF OF THEOREM 1

By substituting the piecewise linear approximation (10) into the expectation integral (9), we obtain:

€~ foa 1- fr()dx + fab E— Bx — 9)] fr(x)dx. (A.1)

The first term trivially evaluates to Fr-(a). For the second term, we apply integration by parts. Let u = % — B(x — 6), yielding du =
—Bdx. Let dv = fr(x)dx, yielding v = Fr(x). Evaluating the boundaries gives:
1 b b
[E —B(x— 6)] Fr(x)| + ﬁf Fr(x)dx. (A.2)
a a

Due to the symmetric definitions of a and b around 6 in (12), the boundary evaluations exactly cancel out the Fr(a) term. The average
BLER simplifies to:

b
Er ﬂf Fr(x)dx. (A.3)
a
Optionally, substituting the CDF expression from (6) into (A.3) yields:
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b S xAg
£ ﬁf 1+ z (—1)kz e‘p> dx. (A.4)
a k=1 Nk
Evaluating the integral of the exponential function, we have:

S b xay
€=~ B(b—a) +Z (—1)'62 ﬁf e P dx

N

k=1

S

_abx bl

=1+Z(—1)kz ?(e‘ »—e p). (A.5)
k=1 Ng k

Note that S(b — @) = 1 is used in the final step. This completes the proof.

B. PROOF OF THEOREM 2

To uncover the asymptotic behavior ( p — o ), we simplify the CDFF:(x). The exact CDF before applying the inclusion-exclusion
principle is a product of independent exponential variables:

Fr(x) = ﬁ (1 - e‘ﬁ). (B.1)

i=1
As p — oo, the term % — 0. Applying the first-order Maclaurin series expansion e = 1 — z, the CDF simplifies to:

o [16)- (E) )

i=1

Substituting (B.2) into the simplified integral (A.3) gives:

&~ p f " FeGod = (ﬁ) (%)S f S

— B 1 1)* + +
_S—‘r—l(m) (E) (bs 1 —aS 1). (B3)

This completes the proof.

C. RIGOROUS PROOF OF DIVERSITY ORDER VIA CHANNEL BOUNDS

To establish the exact diversity order without relying on any distribution approximation of the SNR, we bound the true combined
channel gain |hpagl? 2 max |k |?. Via the eigenvalue decomposition of the spatial correlation matrix R = UAU#, the channel vector
can be modeled as h = UA'/?z, where z ~ CNV'(0,1Ix). The squared norm of the channel vector satisfies ||h||? = X351 tm|zm|?,
where S = Rank(R) and y,, represents the ordered non-zero eigenvalues. Following the bounding methodology in [29], we utilize the
inequality%”hll2 < |hgas|? < ||h]|%, which yields:

Hmin

TZ < |hpasl® < tmaxZ, (.1
where Z = 35 _; |z, |? is a Gamma-distributed random variable with shape parameter S and scale parameter 1, while i, and fay
denote the minimum and maximum non-zero eigenvalues of R, respectively.

Let T = p|hgas|? be the exact instantaneous SNR. Its true CDF, Fr.(x), is strictly bounded by F*¥ (x) < Fr(x) < F™ (x), where
Flover (x) = Pr (Z < um’ixp) and FP" (x) = Pr (Z < u:"p)

By applying integration by parts as detailed in Appendix A, the exact average BLER ¢ under short-packet constraints is expressed as
E=p f; Fr(x)dx. Since the operation preserves the inequality directions, we obtain oV < &< wre  where éover =
B [} FEYe (x)dx and €90 = B [7 R (x)dx.

In the high-SNR regime ( p — oo ), the standard Gamma CDF near zero expands asymptotically via Maclaurin series as Ffo"" (x) =

S N
l( X ) and FPP (x) = l( Kx ) . Substituting these polynomial expansions back into the integrals, both the upper and lower
S!' \Umaxp S! \Uminp

bounds of the average BLER converge to the identical mathematical order of 0(p~=5). Finally, invoking the Squeeze Theorem, the
exact diversity order d is rigorously established as:
. In€
d= _flzl—I}(;IOE = S = Rank(R). (C.2)
This completes the mathematically rigorous proof and demonstrates that the asymptotic behavior is unaltered by the distribution
approximation.
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ABSTRACT

Diabetic retinopathy (DR) is a leading cause of preventable vision impairment, requiring scalable and reliable
screening solutions. Artificial intelligence (Al), particularly machine learning and deep learning, has significantly
advanced the automation of DR classification from retinal fundus images. This paper presents a systematic review
of Al-based DR classification approaches, focusing on binary classification, multi-class severity grading and
lesion-based methods and introduces a taxonomy based on their clinical objectives. The review covers state-of-
the-art models, including convolutional neural networks, vision transformers, attention mechanisms and ensemble
techniques, as well as their pre-processing strategies and evaluation protocols. Common benchmark datasets are
analyzed in terms of class distribution and their impact on performance. While current models achieve high
accuracy on standard datasets, challenges remain in generalization, class imbalance and reliable detection of
early-stage DR. Lesion-based approaches improve interpretability, but are often not fully integrated into grading
frameworks. Overall, this review highlights key limitations and outlines future directions toward developing
robust, interpretable and clinically deployable DR classification systems for real-world screening.

KEYWORDS

Diabetic Retinopathy, Automated Disease Screening, Deep Learning, Artificial Intelligence, Fundus Imaging,
Explainable Al, Vision Transformers, Domain Adaptation, Class Imbalance.

1. INTRODUCTION

Diabetic Retinopathy (DR) is a significant public health issue impacting millions globally, resulting in
vision impairment and blindness if not addressed, primarily affecting those with chronic diabetes
[1].[2],[3]. The illness involves damage to the retinal blood vessels caused by persistent hyperglycemia,
which triggers vascular leakage and capillary occlusion [4]-[5]. This process leads to specific
abnormalities, including microaneurysms, hemorrhages, exudates and neovascularization [1], [6]. The
quick and accurate diagnosis of DR is essential to avert vision impairment, as timely intervention can
markedly enhance patient prognoses and prevent the disease from escalating to irreversible stages [2],

(4], [7]-8].

Traditional DR screening relies on manual examination of retinal fundus images by trained
ophthalmologists [4], [7], [9]-[10]. Although effective, this approach is time-consuming, costly and
subject to inter-observer variability, meaning that the level of agreement among specialists can vary
significantly [11]-[12]. Furthermore, many regions—particularly rural and low-resource areas—lack
sufficient ophthalmology specialists, leading to delayed diagnosis and treatment [6], [9]. Recent
advances in artificial intelligence (Al), particularly machine learning (ML) and deep learning (DL), have
transformed medical image analysis and offered promising solutions for automated DR detection [6],
[9], [13]. Al-based systems can analyze retinal images efficiently, detect pathological features, classify
disease severity and assist clinicians in large-scale screening programs [3], [14]. The availability of large
datasets (such as EyePACS and APTOS 2019), improvements in computational power and the success
of convolutional neural networks (CNNSs) have accelerated research in this domain [15]-[16].

This paper presents a comprehensive review of Al techniques for the automatic detection and
classification of DR. It highlights key factors that affect the performance of DR classification systems,
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including image quality, feature representation, learning strategies and dataset characteristics. The
reviewed studies emphasize the importance of robust Al models for early diagnosis, large-scale
screening and clinical decision support. In addition, this paper summarizes current limitations, open
challenges and future research directions in DR classification.

Unlike previous surveys that primarily summarize CNN-based DR classification models, this review
offers a broader, more critical analysis of recent Al-driven DR detection approaches. The proposed
survey introduces a unified taxonomy encompassing binary classification, multi-class grading, hybrid
frameworks and lesion-based methods. Furthermore, this work critically examines emerging trends,
including vision transformers (ViTs), graph neural networks, multi-modal learning and quantum-
inspired approaches, while emphasizing challenges related to dataset bias, cross-dataset generalization,
explainability, reproducibility and real-world clinical deployment. The review also highlights the gap
between high benchmark performance and practical clinical applicability, thereby providing a more
comprehensive perspective on future-research directions.

The remainder of this paper is organized as follows. Section 2 presents the systematic review
methodology. Section 3 describes the general framework for automated DR classification. Section 4
presents a taxonomy of classification approaches, including binary and multi-class severity grading.
Section 5 reviews existing classification methods. Section 6 summarizes the benchmark datasets
commonly used for DR detection. Section 7 presents a critical discussion of the reviewed literature,
highlighting methodological challenges, dataset bias, reproducibility concerns, clinical deployment
barriers and emerging research directions. Finally, Section 8 concludes the paper by outlining future
opportunities to advance robust, interpretable and clinically deployable DR detection systems.

2. SYSTEMATIC REVIEW METHODOLOGY

This review was conducted following a systematic literature review methodology to ensure
transparency, reproducibility and comprehensive coverage of recent advances in Al-driven DR
detection. Relevant studies published between 2018 and 2025 were retrieved from major scientific
databases, including IEEE Xplore, Scopus, Web of Science, PubMed, ScienceDirect and SpringerLink.
Search queries included combinations of keywords, such as “DR”, “DL”, “Al”, “retinal fundus images”,
“CNN”, “ViT” and “DR grading”.

The inclusion criteria considered peer-reviewed studies that focused on Al-based DR detection or
grading using retinal fundus images and reported quantitative evaluation metrics. Studies unrelated to
DR classification, non-English publications, duplicate papers and articles lacking sufficient
experimental details were excluded. The screening process involved title and abstract filtering, followed
by full-text assessment. Duplicate studies were removed and the selected articles were analyzed for
methodology, datasets, evaluation metrics, strengths and limitations. A PRISMA-style workflow
illustrating the study selection procedure is shown in Figure 1.

2.1 Quality Assessment of Included Studies

To improve the scientific rigor of this systematic review, the included studies were qualitatively assessed
rather than ranked using a numerical scoring system. The assessment considered several methodological
dimensions, including dataset transparency and characteristics, annotation quality and grading
procedures, the suitability of reported evaluation metrics and the handling of class imbalance. Attention
was given to the validation strategy, especially the presence of external validation, the level of
methodological detail provided to support reproducibility and the use of interpretability techniques, such
as explainable Al methods or lesion-based analysis. In addition, the studies were evaluated with respect
to their discussion of clinical relevance, practical deployment considerations and acknowledgment of
limitations. This qualitative assessment supported the critical synthesis presented throughout the
manuscript and facilitated a more balanced interpretation of reported performance beyond accuracy
values alone.

3. THEORETICAL FRAMEWORK FOR AUTOMATED DR DETECTION

The general framework for detecting DR comprises sequential stages that transform raw retinal images
into clinically meaningful diagnostic outcomes [2], [7], [17]. The process begins with data acquisition,
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in which retinal fundus images are captured using specialized imaging devices, such as digital fundus
cameras, either in clinical settings or from publicly available datasets, such as EyePACS, Messidor or
IDRID [2], [4], [18]. These images often vary in resolution, illumination and quality, which necessitates
the next stage, pre-processing [4], [19]. Pre-processing aims to enhance image quality and standardize
the input data by applying techniques, such as resizing, normalization, contrast enhancement (e.g.,
CLAHE), noise reduction and illumination correction [2], [19]. This stage improves the visibility of
critical retinal structures and pathological signs associated with DR, such as blood vessels and lesions
[1], [19].

After pre-processing, feature extraction is performed to get discriminative information from the retinal
images [2], [4], [20]-[21]. Features may be handcrafted—such as texture, color and morphological
descriptors—or automatically learned using DL models, which can capture complex spatial patterns
related to DR lesions [1], [4], [22]. Finally, the extracted features are utilized in the classification or
segmentation stage, where ML or DL models assess the presence and severity of DR or to localize
specific lesions, such as microaneurysms, hemorrhages and exudates [2], [4], [7], [23]. These stages
together form an integrated framework that enables accurate, efficient and automated detection of DR,
supporting early diagnosis and large-scale screening programs [2], [4], [24], as shown in Figure 2.

Records identified through
database searching Additional records identified
= (n = 660) through other sources (n = 35)
e « |EEE Xplore (n = 186)
8 e Scopus (n = 154) » Reference list screening
= e Web of Science (n = 97) (n=21)
c e PubMed (n = 84) e Manual search (n = 14)
% * ScienceDirect (n = 76)
o  SpringerLink (n = 63)
. v
Total records before duplicate removal
(n = 695) >
Duplicate records removed
— > (n=148)
Y
= Records screened by title and abstract Records excluded (n = 401)
c (n=547)
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) * Non-DR-related studies
E P o Non-Al-based approaches
(3 ¢ Non-retinal imaging studies
Y ¢ Non-English papers
Records remaining for full-text assessment ol iEditonials/lutonals/Reviews
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Y
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E‘E (n =146) * |nsufficient methodological details (n = 26)
o] * No quantitative evaluation metrics (n = 19)
2 ¢ Duplicate or overlapping studies (n = 12)
w Y » Not focused on classification/grading (n = 11)
Studies included after full-text review * Only segmentation without DR grading (n = 8)
(n=62) * Inaccessible full text (n = 5)
* Low relevance to review scope (n = 3)
Y
Studies included in qualitative synthesis
and comparative analysis
o
Q (n=62)
©
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e

Figure 1. PRISMA-based workflow for identification, screening, eligibility assessment and inclusion
of studies in the systematic review.
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Figure 2. General framework for automated DR detection.

Although lesion segmentation plays an important role in retinal-image analysis by localizing
pathological structures, such as microaneurysms, hemorrhages and exudates, the primary focus of this
survey is classification-based DR detection and grading approaches. Accordingly, segmentation
methods are discussed only in relation to their contribution to feature representation, interpretability and
lesion-aware classification frameworks rather than as standalone segmentation systems. A
comprehensive analysis of retinal lesion segmentation techniques remains an important direction for
future review studies.

4, TAXONOMY OF DR DETECTION APPROACHES

The taxonomy of DR detection approaches, illustrated in Figure 3, is developed through a systematic
analysis of the reviewed literature and reflects the major methodological and clinical directions in Al-
driven DR diagnosis. The taxonomy categorizes DR detection approaches into four main groups: binary
classification, multi-class severity grading, hybrid binary—multi-class frameworks and lesion-based
classification approaches. Binary-classification approaches primarily focus on efficient screening tasks,
such as distinguishing DR from non-DR or referable from non-referable cases, making them suitable
for large-scale screening systems. In contrast, multi-class grading approaches aim to provide more
clinically meaningful assessments of severity by categorizing retinal images into multiple DR stages.
However, increasing grading granularity introduces greater challenges related to class imbalance,
annotation variability and inter-class similarity.

Lesion-based approaches emphasize interpretability by explicitly identifying pathological retinal
features, such as microaneurysms, hemorrhages and exudates. These methods provide clinically
explainable predictions, but often require detailed lesion annotations and higher computational
complexity. More recent hybrid and multi-modal frameworks attempt to combine the strengths of
different approaches by integrating lesion localization, global contextual learning and attention-based
feature extraction to improve robustness and generalization. The taxonomy also highlights the evolution
of DR detection research from performance-oriented classification systems toward more explainable,
generalized and clinically deployable Al frameworks. This progression reflects the growing emphasis
on interpretability, fairness, cross-dataset generalization and real-world clinical applicability in modern
DR detection systems.

— DR Detection

— Binary Quality assesment
Multi-Class | | Referable VS
(Grading) Non-Referable

DR Classification =

| |Binary and Multi-
class

Lesion Based
Classification

Figure 3. Taxonomy of DR detection.

Based on this taxonomy, the following sections systematically review the literature within these
categories. For each category, studies are analyzed in terms of their objectives, methodologies, datasets
and evaluation metrics. A critical comparison is also provided, highlighting strengths, limitations and
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challenges in terms of accuracy, generalization and clinical applicability. Accordingly, Table 2
summarizes binary classification studies, Table 3 reviews multi-class severity grading, Table 4 presents
combined approaches and Table 5 covers lesion-informed classification methods.

5. DR CLASSIFICATION-BASED APPROACHES

The classification of DR is crucial for early diagnosis and treatment, as it ranges from mild non-
proliferative stages to severe proliferative forms that may lead to vision loss. Accurate classification
helps determine the appropriate management strategies and monitor disease progression, making it a
vital aspect of diabetic care [25]. DR is categorized into two main phases: non-proliferative DR (NPDR)
and proliferative DR (PDR) [4]. NPDR is further divided into mild, moderate and severe stages based
on the presence of specific retinal lesions. The standardized DR severity scale is summarized in Table
1, which outlines 5 distinct stages determined by lesion characteristics observed in retinal fundus images.
They can also be categorized as non-referable DR (RO and R1) and referable DR (R2, R3 and R4).

Table 1. DR grade based on the international clinical DR disease severity scale (ICDRDSS) [26].

Grade Description

RO - No DR No visible sign of abnormalities

R1 - Mild NPDR Only the presence of microaneurysms

R2 - Moderate NPDR Below severe NPDR and above just microaneurysms
R3 - Severe NPDR No signs of PDR and any of the following:

1. Each of the four quadrants has above 20 intraretinal hemorrhages
2. Two or more quadrants have definite venous beading

3. One or more quadrants with prominent IRMA

R4 - PDR Either one or all of the following:

1. Existence of neovascularization

2. Vitreous/pre-retinal hemorrhages

5.1 Binary DR Classification

This subsection reviews studies that address binary DR classification, where retinal fundus images are
categorized into two classes, such as DR versus non-DR, healthy versus unhealthy, referable versus non-
referable DR, NPDR versus PDR or gradable versus non-gradable images. Binary classification remains
widely adopted due to its effectiveness in large-scale screening and referral decision support. Table 2
summarizes representative binary DR classification studies, highlighting their pre-processing
techniques, datasets, methodologies, strengths and limitations.

Hu et al. [27] proposed graph adversarial transfer learning (GATL) for DR classification to address
limited annotations and domain variability across retinal imaging devices. GATL integrates self-
supervised learning, graph neural network (GNN)-based feature extraction and adversarial domain
adaptation for intra- and inter-domain alignment. Evaluated on the APTOS 2019 and EyePACS datasets,
it achieves accuracies of 94.3% and 92.7%, respectively, with high sensitivity and specificity. Its
strengths include effective domain adaptation and the utilization of unlabelled data to improve
classification performance. However, the method is limited by GNN assumptions, instability in
adversarial training and the complexity of retinal-image characteristics. The hierarchical DL framework
(HDeep) [28] is proposed for DR classification using a combination of DenseNet-121 and EfficientNet-
B7 models trained on the Kaggle APTOS dataset (5,590 retinal images). The methodology reformulates
the multi-class problem into four binary classification tasks and employs image enhancement and data
augmentation to address class imbalance. The model achieves a Kappa score of 0.911 and an accuracy
of 85.3%, outperforming comparable approaches. Its strengths include a scalable hierarchical
architecture and an effective augmentation strategy, while limitations stem from severe class imbalance
and the difficulty of distinguishing between similar DR severity levels.

A hybrid CNN-based DR classification model is proposed in [4] to address the challenges of manually
detecting DR in fundus images. The method combines InceptionV3 and ResNet50 for feature extraction,
then concatenates the features and performs classification with a CNN. The study uses 44,119 retinal
images from a public dataset across five DR severity classes, applying pre-processing and data
augmentation to enhance image quality and model robustness. The proposed approach achieves 96.85%
accuracy and outperforms existing methods in sensitivity, specificity, precision and F1-score. Its main
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strength lies in the effective integration of multiple DL architectures for improved classification
performance. However, the model is evaluated on a single dataset, which may limit its generalizability
to diverse clinical populations. A faster RCNN-based DR detection framework is proposed in [2] for
early diagnosis by integrating fused features extracted from fundus images. The method combines
histograms of oriented gradient (HOG), Shearlet transform and RCNN features into a unified feature
vector after image pre-processing and noise reduction using an adaptive filter. Experiments conducted
on a dataset of 21,171 fundus images achieved 98.58% accuracy, 97.12% specificity and 95.72%
sensitivity. The primary strength of the approach lies in its feature-fusion strategy, which enhances
detection performance compared with existing methods. However, the model still misclassifies some
DR cases and requires further training and fine-tuning to improve accuracy and reduce computational
cost.

A novel retinal image-quality assessment (RIQA) standard [29] is proposed that classifies retinal images
into four quality grades by integrating image quality, retinal structure and DR lesion features. The
method employs an attention-dilated dense network (ADD-Net), a lightweight DenseNet-based
architecture that incorporates stacked dilated convolutions and attention to enhance feature
representation while maintaining low computational complexity. Using the re-labeled Kaggle retinal
image quality dataset, ADD-Net achieves 97.03% accuracy, 97.06% precision and 98.31% sensitivity,
outperforming existing approaches. The main strengths of the approach include the establishment of a
comprehensive RIQA framework and the suitability of ADD-Net for deployment on portable devices.
However, the dataset exhibits class imbalance, which may introduce bias and affect the model's
generalizability. Pavithra et al. [30] proposed an ensemble DL framework for DR detection using
VGG19, Inception V3 and ResNet50 for feature extraction, followed by CNN-based classification. The
model is evaluated on a fundus-image dataset comprising 2,076 training, 531 validation and 231 test
images, with data augmentation and image enhancement applied during pre-processing. The ensemble
approach achieves an accuracy of 98.47%, outperforming the individual models. The study's main
strength lies in its effective integration of multiple DL architectures for binary DR classification.
However, its performance depends on the availability of high-quality fundus images, which may limit
generalizability in real-world clinical settings.

Table 2. Comparison of Al-based methods for binary DR classification.

Ref. | Pre-processing | Datasets Methods Strengths Limitations

[27] |Resizing EyePACS, GATL Domain adaptation and GNN assumptions, adversarial
(512x512) APTOS graph learning improve instability, complex retinal

robustness images

[28] |CLAHE, vessel | APTOS HDeep (DenseNet121 |Hierarchical classification Sensitive to class imbalance
enhancement + EfficientNet-B7) strategy

[4] |Histogram OCT/Fundus Hybrid CNN Effective feature fusion Single-dataset evaluation
equalization (ResNet50 +

InceptionV3)

[2] [Filtering, DIARETDB1, |Faster-RCNN +HOG |Excellent detection accuracy | Misclassification remains for
cropping DDR, Kaggle + Shearlet some DR cases

[29] |Cropping, DR1, DRIMDB, | ADD-Net Lightweight and deployable | Dataset-quality imbalance
resizing Kaggle

[30] |Normalization, |Kaggle Ensemble CNN Ensemble improves Requires high-quality images
cropping robustness

5.2 Multi-class DR Classification

Multi-class classification in DR involves categorizing retinal images into more than two classes, such
as different disease stages or severity levels. Also, Grading in DR refers to assigning a severity level or
stage to the disease based on specific criteria, such as lesions, hemorrhages, exudates or microaneurysms
[20]. Table 3 summarizes the key studies reviewed in this sub-section, highlighting their pre-processing
techniques, datasets, methodologies, strengths and limitations in multi-class DR classification and
grading.

A novel self-supervised pre-training method, MIE-DR [31], is proposed to leverage unlabelled multi-
modal ophthalmic data to learn both shared and modality-specific retinal representations for DR grading.
The method is evaluated on the IDRID and Messidor datasets, with cross-dataset validation on the
EyePACS-Kaggle and Messidor-2 datasets. Experimental results demonstrated superior transfer
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learning (TL) performance compared with ImageNet pre-training and other multi-modal approaches,
resulting in improved DR classification and grading accuracy. The main strength of MIE-DR lies in its
ability to effectively exploit multi-modal information during pre-training, thereby enhancing feature
representation and generalization. However, its performance depends on the availability of multi-modal
data and fine-grained DR grading remains challenging. A hybrid retinal image-enhancement framework
for DR detection is proposed in [19] to address low contrast, noise and uneven illumination in fundus
images. The method employs image cropping and Gaussian blurring as preprocessing steps, followed
by a DL-based classification model using a modified ResNet50 architecture. Evaluation on the
EyePACS and MESSIDOR datasets demonstrates substantial performance improvements, with
classification accuracy increasing from 73% to 92% and from 79.2% to 93.6%, respectively. The main
strength of the approach lies in its effective image-enhancement strategy, which improves feature
extraction and classification performance. However, the study is limited by the need for further
investigation into enhancement techniques to improve contrast and image sharpness, thereby supporting
more reliable DR diagnosis. In [21], the authors propose a multi-stage patch-based deep CNN
(MPDCNN) that combines the InceptionV3 and Xception models for automated DR grading. The
method analyzes overlapping image patches extracted from 2,290 high-resolution fundus images,
sourced from hospital and public datasets, to enhance feature representation and classification accuracy.
Using five-fold cross-validation, MPDCNN achieves an accuracy of 96.2%, outperforming several
existing approaches. The primary strength of the model lies in its effective integration of shallow and
dense CNN features, which improves grading performance. However, its ability to further differentiate
high-risk PDR cases remains limited, indicating the need for more advanced DL techniques for fine-
grained severity classification.

Bogacsovics et al. [32] proposed a DR detection framework that combines hand-crafted features with
neural network—extracted features to improve automated fundus-image classification. Using a retinal-
image dataset, the method applies pre-processing techniques, including contrast-limited adaptive
histogram equalization and illumination equalization, to enhance lesion-specific feature extraction. The
results demonstrate superior predictive performance compared with conventional approaches that rely
solely on neural-network features. The main strength of the study lies in the effective integration of
hand-crafted and deep features, which improves classification accuracy. However, the approach is
limited by its reliance on a single hidden-layer architecture and requires further investigation of more
advanced architectures to optimize feature fusion and overall performance. A ViT-based DL framework
is proposed in [16] for automated DR severity detection by capturing long-range image dependencies
through TL. The model is trained on the fine-grained annotated DR (FGADR) dataset using image
normalization, data splitting, balancing and augmentation techniques, including flipping and
transposition. Experimental results demonstrate superior performance compared with state-of-the-art
CNN models, achieving an F1-score of 0.825. The study's strengths include the introduction of a novel
VIT architecture and the investigation of data-balancing strategies. However, its effectiveness largely
depends on the availability of large, annotated datasets, which may limit its applicability in data-
constrained settings. She et al. [18] proposed a generative adversarial network (GAN) model to translate
color fundus (CF) images into venous and late-phase fundus fluorescein angiography (FFA) images for
enhanced DR screening. Pre-processing includes pixel-level image matching and filtering out poorly
registered pairs, while augmentation involves random horizontal flips and rotations during training. The
model is trained on 51,370 CF—venous FFA pairs and 14,644 CF-late FFA pairs, collected from 4,438
patients and is externally evaluated on the EyePACS and MESSIDOR2 datasets. Results demonstrate
improved classification performance, with area under the receiver operating characteristic curve (AUC)
increasing from 0.912 to 0.939 on EyePACS and from 0.952 to 0.972 on MESSIDOR?2, while diabetic
macular edema (DME) detection AUC improves from 0.927 to 0.974. The framework enhances DR
screening by providing FFA-like information when conventional FFA is unavailable. However, the
generated images may be less accurate in detecting subtle lesions and further prospective clinical
validation is required.

Mahesh Patil et al. [15] proposed a DL-based DR detection framework using a ResNet-50 architecture,
trained on the APTOS dataset and evaluated on the EyePACS dataset. The method incorporates image
pre-processing, data augmentation and test-time augmentation (TTA) to improve classification
performance and address data imbalance. Experimental results achieve a multi-class accuracy of 97.87%
and a quadratic weighted kappa (QWK) score of 0.985, demonstrating strong generalization across
datasets. The main strengths of the approach include its high classification accuracy, effective use of
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augmentation strategies and cross-dataset evaluation capability. However, its reliance on specific
benchmark datasets may limit generalizability to other DR image distributions and real-world clinical
settings. A blended DL framework for DR grading is proposed in [11], which combines predictions from
multiple DL models and employs 5-fold cross-validation to improve robustness and reduce overfitting.
The model is trained on 33,310 fundus images from the EyePACS, APTOS, Messidor-2 and IDRiD
datasets, with contrast-limited adaptive histogram equalization (CLAHE) and data augmentation applied
to enhance contrast and balance the class distribution. The blended model achieves superior performance
compared with individual DL architectures, demonstrating improved predictive accuracy and reliability.
Its main strength lies in reducing classification bias through ensemble learning. However, its
effectiveness remains dependent on dataset quality and further refinement is required to address
ungradable images and misclassified samples. Athira and Nair [33] proposed a DL-based framework for
automated DR detection and classification into No DR, NPDR and PDR stages using a sub-set of 3,386
fundus images from the APTOS dataset. The methodology incorporates image resizing, grayscale
conversion, Gaussian blurring, circular cropping and optimized parameter tuning, followed by
classification using a ResNet50-based network. The model achieves 94.7% classification accuracy and
99.8% detection accuracy, outperforming several comparative approaches. The main strengths of the
framework include effective pre-processing, optimized training and enhanced detection of subtle retinal
features. However, its performance may be affected by variations in image quality across the dataset
and by challenges in distinguishing visually overlapping DR classes.

A DL multi-label feature extraction and classification (ML-FEC) model [34] employs pre-trained CNN
architectures, including ResNet50, ResNet152 and SqueezeNetl, for multi-label lesion detection and
classification in color fundus photographs (CFPs) to support early DR diagnosis. The methodology
incorporates principal component analysis (PCA)-based feature extraction and data augmentation
through image rotation to improve generalization. Using a fundus-image dataset, the model achieves
accuracies of 94.40%, 93.67% and 91.94% for ResNet152, ResNet50 and SqueezeNet1, respectively,
with low hamming loss values, demonstrating its effectiveness for clinical-screening applications. A key
strength of the proposed framework is its fully automated multi-label DR detection capability, which
supports scalable screening applications. However, its effectiveness is limited by the scarcity of large
publicly available datasets with comprehensive lesion annotations, emphasizing the need for validation
on larger, more diverse datasets to improve generalizability and clinical reliability. A graph CNN
(GCNN) integrated with a variational autoencoder (VAE) framework is proposed in [20] for DR severity
classification by combining local appearance features with global retinal vessel topology. The method
utilizes contrast enhancement and data augmentation to improve image quality and address class
imbalance and is evaluated on the Kaggle and EyePACS datasets. Experimental results achieve 90.34%
accuracy on EyePACS, outperforming existing approaches by 2.85% while maintaining high sensitivity
and specificity. The main strength of the approach lies in the effective integration of GCNN and VAE
for enhanced feature representation. However, its adaptability to real-world clinical settings remains
limited and further optimization is required to improve deployment feasibility. Mahmood et al. [35]
presented a hybrid DR classification framework that integrates morphological image processing with
the Inception v3 DL model to classify fundus images into five DR stages: normal, mild NPDR, moderate
NPDR, severe NPDR and PDR. The approach is evaluated on the Messidor and Kaggle datasets and
incorporates pre-processing steps, including blood-vessel segmentation, optic disc and macula
localization and microaneurysm (MA) and hemorrhage (HEM) detection. The model achieves an overall
accuracy of 96.83% with high sensitivity and specificity, demonstrating the effectiveness of combining
image processing and DL techniques for automated DR diagnosis. A key strength of the framework is
its ability to perform DR classification without expert supervision, while its main limitation is its
dependence on image quality, which may affect diagnostic performance.

Raiaan et al. [7] proposed RetNet-10, a lightweight DL model based on a shallow CNN architecture for
five-class DR classification. The model is trained on a combined dataset of 5,819 fundus images from
APTOS, Messidor2 and IDRID, with pre-processing techniques for noise and artifact removal and data
augmentation using geometric, photometric and elastic deformation methods. RetNet-10 achieves a
testing accuracy of 98.65%, outperforming several state-of-the-art models while maintaining low
computational complexity. The main strength of the model lies in its ability to balance high classification
performance with efficient processing. However, its performance may be affected by dataset imbalance
and variations in image quality across the merged datasets. Mishra et al. [36] proposed a cascaded voting
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ensemble deep neural network (DNN) for DR-severity classification. The method utilizes multi-level
Otsu thresholding for fundus-image segmentation and combines the gray-level co-occurrence matrix
(GLCM) feature extraction with dynamic flamingo optimization. Evaluated on fundus-image datasets,
the model achieves high sensitivity, specificity, accuracy, precision and F1-score, demonstrating
effective DR grading. Its main strength is the integration of multiple learning strategies within a robust
classification framework aligned with standard grading systems, while its limitation is the increased
computational complexity of the ensemble-based architecture. The fundus gradability-recognition
network (FGR-Net) is proposed in [37] for automated assessment of retinal-image quality in computer-
aided design (CAD) systems. The framework combines a deep autoencoder for self-supervised feature
extraction and image reconstruction with a classifier to distinguish gradable from ungradable fundus
images. Evaluated on retinal-image datasets, FGR-Net achieves over 89% accuracy and 87% F1-score
while providing interpretable visual feedback for ophthalmologists. Its main strength lies in enhancing
the interpretability of fundus-image quality assessment; however, its performance in real-time clinical
settings and across diverse datasets requires further investigation.

Nazir et al. [38] proposed a weighted-average ensemble model that combines Inception-v3, VGG16 and
a custom CNN for early DR detection, using the APTOS 2019 dataset (3662 training and 1992 test
images). The approach incorporates image resizing and data-augmentation techniques, including
rotation, zooming and flipping, to improve data diversity and reduce overfitting. The model achieves an
accuracy of 95.06%, a precision of 87.88%, a recall of 83.78% and an F1-score of 85.69%. Its primary
strength lies in integrating multiple DL models to develop an effective automated DR-screening system
that can support clinical decision-making. However, its evaluation is limited by the use of a competition
dataset without test labels, thereby restricting comprehensive performance validation. Xu et al. [25]
proposed RT2Net, a multi-view joint learning framework for DR diagnosis that integrates global fundus-
image features with local vascular features to improve classification performance. The methodology
employs CLAHE and vascular segmentation, followed by feature extraction through dual-branch
networks. Evaluated on the EyePACS and APTOS 2019 datasets, RT2Net achieves accuracies of 88.2%
and 85.4%, respectively, with corresponding AUC values of 0.98 and 0.96. The model's main strength
lies in its ability to leverage complementary global and local information to enhance diagnostic
accuracy. However, its reliance on both feature representations may still result in misclassification in
complex cases and increase model complexity. Liu [39] proposed a cascaded hybrid attention network
(CHAN), which employs residual hybrid attention modules (RHAM) to extract features by combining
channel attention and multi-head self-attention. The model is tested on the MESSIDOR dataset, which
is partitioned into training, validation and test sets, with data augmentation techniques applied to expand
the dataset to approximately 12,000 images. The training regimen includes 100 epochs with an Adam
optimizer, achieving an accuracy rate of 96.34%, placing the method second among existing DR
classification techniques. The main contributions include introducing the CHAN framework and
effectively integrating attention mechanisms to enhance feature extraction. Limitations include the
model's reliance on dataset quality and the potential challenges of optimizing attention mechanisms.

An attention-based DL framework for automated DR grading is proposed in [40], employing separate
attention mechanisms for dark and bright retinal lesions using image-level labels only. The model is
evaluated on the Kaggle DR dataset (35,126 training and 53,576 testing images) and achieves 83.7%
accuracy and a QWK of 0.78, outperforming several existing methods. Its primary strength lies in
generating interpretable attention maps that enhance clinical explainability. However, the image-
decomposition process is computationally intensive and performance remains limited for certain
severity classes, particularly classes 1 and 4. The DR Grading CNN (DRGCNN) [41] addresses DR
grading challenges associated with class imbalance and the neglect of binocular relationships in fundus
images. The model employs a CAM-EfficientNetVV2-M encoder for feature extraction and a binocular
feature-fusion network (BFFN) to integrate information from both eyes. Evaluation on the EyePACS
(88,702 images) and Messidor-2 (1,748 images) datasets yields kappa scores of 86.62% and 86.16%,
respectively, while achieving 89.06% when trained on EyePACS and tested on Messidor-2. The model
enhances grading performance through balanced channel allocation and binocular feature fusion and
improves interpretability using Grad-CAM. However, its performance remains affected by class
imbalance and the quality of input fundus images. Naz et al. [42] proposed a robust fuzzy local
information K-means clustering algorithm for DR detection that enhances conventional K-means by
incorporating localized information into the clustering process. The method is evaluated on the IDRID,
Kaggle and Shiva Netralaya fundus-image datasets, with pre-processing and data-augmentation



306

"Advancements in Al-driven Diabetic Retinopathy Detection: A Systematic Survey of Methods, Challenges and Future Directions", Y. A.
Ali et al.

techniques applied. Experimental results achieve 94.4% accuracy with an average execution time of
17.11 seconds and 97% accuracy under noisy conditions. The approach improves unsupervised DR
detection and robustness to noise; however, its scalability to large datasets and dependence on random
centroid initialization may affect efficiency and convergence.

Table 3. Comparative analysis of multi-class DR classification methods.

Ref. | Pre-processing Dataset Methods Strengths Limitations
[31] |Resizing, EyePACS, Messidor, Self-supervised MIE | Multi-modal representation | Requires multi-modal data
normalization IDRID learning
[19] |Cropping, Gaussian | EyePACS, MESSIDOR Modified ResNet50 Image enhancement Sensitive to image quality
blur improves grading
[21] |Patch generation LFH, DIARETDB, MPDCNN Multi-stage feature High computational cost
STARE, Kaggle extraction
[32] |CLAHE Kaggle, Messidor, IDRID |CNN + handcrafted Combines clinical and DL Limited architecture
features features exploration
[16] | Cropping, FGADR ViT Captures global Requires large training
normalization dependencies data
[18] |Registration and Private, EyePACS, GAN + CNN Novel multi-modal image Clinical validation needed
filtering MESSIDOR?2 translation
[15] | Gaussian filtering | APTOS, EyePACS ResNet50 + TTA Excellent cross-dataset Dataset dependency
performance
[11] |CLAHE EyePACS, APTOS, Blended DL Reduces classification bias | Moderate grading
IDRID performance
[33] |Resizing, grayscale, | APTOS ResNet50 Hybrid Optimized pre-processing Image-quality variability
blur pipeline
[34] |Rescaling, CLAHE | Retinal benchmark dataset |PCA + CNN Multi-label lesion analysis Limited dataset size
[20] |Contrast EyePACS GCNN + VAE Exploits vascular topology | Clinical adaptation needed
enhancement
[35] | CLAHE, vessel DRIVE, Messidor, Kaggle | Morphology + Lesion-aware classification | Dependent on image
extraction InceptionV3 quality
[7] |Noise removal APTOS, Messidor2, RetNet-10 Lightweight architecture Dataset imbalance
IDRID
[36] | CLAHE, Gaussian |Kaggle, IDRID, Ensemble DNN Highest grading performance | Computational complexity
thresholding DIARETDB
[37] |None reported EyePACS, EyeQ FGR-Net Image-quality assessment Limited clinical validation
[38] |Standardization, APTOS Ensemble CNN Effective ensemble learning | Competition dataset
cropping limitations
[25] | CLAHE, vessel EyePACS, APTOS RT2Net Multi-view learning Complexity of dual
extraction branches
[39] |Cropping, resizing | MESSIDOR CHAN Hybrid attention learning Attention-optimization
challenges
[40] |Cropping, EyePACS Attention-based Improved explainability Lower grading accuracy
normalization Xception
[41] | Not reported EyePACS, Messidor-2 DRGCNN Binocular feature fusion Class imbalance
[42] | Noise reduction IDRID, Kaggle Fuzzy K-means Robust to noisy images Scalability concerns
[43] |Resizing EyePACS, APTOS Inception-ResNet Dual-path feature extraction | Large model complexity
Hybrid
[44] |Resizing, APTOS, MESSIDOR-2 DenseNet121 + GNN | Incorporates clinical Requires patient
normalization metadata information
[45] | ZCA whitening Kaggle QCNET Quantum-inspired learning | Experimental stage

Henge et al. [43] developed a multi-decision Inception-ResNet-based hybrid model for five-class DR
classification using sequential and non-sequential fundus images. The architecture employs a dual-path
TL framework with 172 weighted layers, processing both color and grayscale images to enhance feature
representation. Evaluated on the EyePACS and APTOS datasets, the model achieves 98.1% accuracy
and a 98.12% F1-score. The integration of dual-image feature mapping and chi-square refinement
improves classification performance and robustness; however, the complex architecture may increase
computational cost and limit deployment in resource-constrained environments. Zedadra et al. [44]
proposed DRdiag, a multi-modal framework that combines a DenseNet121-based CNN with a two-layer
GNN to integrate retinal-image features and patient-specific clinical information, particularly diabetes
duration. Evaluated on the MESSIDOR-2 and APTOS2019 datasets, the model achieves classification
accuracies of 97.6% and 98.0%, respectively. The framework demonstrates the effectiveness of graph-
aware multi-modal learning for improving DR diagnosis by leveraging both visual and clinical data.
However, its reliance on GNN-based modeling and patient metadata may increase system complexity
and limit applicability when clinical information is unavailable. Ikram and Imran [45] proposed a hybrid
guantum-classical neural network (QCNET) that combines DenseNet201 feature extraction with a 4-
qubit variational gquantum circuit for DR severity grading. Evaluated on the Kaggle DR dataset using
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random oversampling and ZCA whitening, the model achieves 91.0% accuracy. The integration of
gradient-weighted class-activation mapping (Grad-CAM) enhances interpretability by highlighting
lesion-relevant retinal regions. While QCNET demonstrates the potential of quantum-enhanced learning
and explainable Al, its practical applicability remains constrained by the early-stage development and
scalability challenges of quantum computing technologies.

5.3 Binary and Multi-class DR Classification

This subsection discusses the literature on binary and multi-classification problems. Most research uses
binary classification to distinguish between normal and DR cases, then classifies DR cases into 4 or 5
grades (Normal, Mild, Moderate, Severe and PDR). The studies reviewed in this sub-section are
systematically summarized in Table 4, which provides a comparative overview of pre-processing
techniques, datasets, methodologies, strengths and limitations reported in the literature.

Jaskari et al. [46] investigated uncertainty-aware DR classification using approximate Bayesian neural
networks (BNNs). The study evaluates nine BNN models on EyePACS, KSSHP, Messidor-2 and
APTOS datasets under a 5-class grading scheme and introduces a novel uncertainty measure linked to
classifier risk. The results demonstrate that BNNs effectively estimate prediction uncertainty, while the
proposed QWK-Risk metric improves performance on benchmark datasets. The study's main strength
is the incorporation of uncertainty quantification into DR classification, whereas its primary limitation
is reduced generalizability from benchmark datasets to real-world clinical data. Alahmadi [47] proposed
a DR classification framework that integrates style and content recalibration with texture attention and
spatial-normalization modules to enhance feature representation. The model is evaluated on the APTOS
Kaggle dataset (3,662 retinal images) and achieves an accuracy of 0.85, demonstrating improved
discrimination between healthy and DR samples. The main strength of the approach is the incorporation
of attention mechanisms to enhance the learning of texture and semantic features. However, the model
does not explicitly capture local contextual dependencies, which may limit its ability to model complex
retinal structures. Islam et al. [48] proposed a supervised contrastive learning (SCL)-based two-stage
framework that combines supervised contrastive loss for feature representation and cross-entropy loss
for classification. Using the APTOS 2019 and Messidor-2 datasets with CLAHE-based pre-processing
and data augmentation, the model achieves 98.36% accuracy and 98.50% AUC for binary classification
and 84.36% accuracy for five-stage DR grading. The approach improves robustness and outperforms
conventional CNN-based methods; however, its performance depends on effective augmentation and
representation learning strategies.

A novel few-shot learning (FSL) framework called DRNet is introduced [22] using a prototypical
network with episodic learning for DR detection and grading. Developed on the APTOS2019 dataset,
the model achieves 99.73% accuracy, 99.82% sensitivity and 99.63% specificity for DR detection and
98.18% accuracy, 97.41% sensitivity and 99.55% specificity for DR grading. The framework
demonstrates superior performance with limited training data; however, its effectiveness decreases as
the number of training episodes is reduced. Tian et al. [49] proposed the fine-grained attention and
knowledge-based collaborative network (FA+KC-Net) for DR grading. The method combines FA-Net
to capture subtle lesion features and KC-Net to incorporate lesion-related medical knowledge. Evaluated
on DDR, Messidor, APTOS and EyePACS datasets, FA+KC-Net achieves superior performance on
DDR, Messidor and APTOS, demonstrating high accuracy and stability. Its main strength lies in
integrating fine-grained visual features with domain knowledge, while a limitation is KC-Net's relatively
lower performance, particularly in identifying DR 4 cases. Wong et al. [8] proposed a TL-based DR
grading framework that combines pre-trained ShuffleNet and ResNet-18 models for feature extraction
with an error correction output code (ECOC) ensemble classifier. Using the APTOS dataset, along with
a combination of the EyePACS and Messidor-2 datasets and CLAHE pre-processing, the method
achieves accuracies of 82% for 5-class grading and 96% for binary classification on the APTOS dataset.
The approach improves performance through adaptive differential evolution (ADE)-based optimization
of feature weights and network parameters. However, its effectiveness depends on image quality and
may be susceptible to overfitting.

Farag et al. [3] proposed a DL-based DR severity-grading framework that uses a modified DenseNet169
with a convolutional block attention module (CBAM) and is trained on the APTOS dataset (~13,000
fundus images). Following Gaussian-filter pre-processing, the model achieves 97% accuracy in binary
classification and strong multi-class grading performance, particularly for minority classes. The
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approach offers efficient DR severity assessment with reduced computational complexity; however, its
performance is still affected by dataset imbalance, motivating future investigation into alternative
CBAM configurations and imbalanced learning strategies. Mohammadi and Nguyen [50] evaluated
ChatGPT and Vertex Al for automated DR diagnosis using automated ML (AutoML) on the Messidor-
2 dataset (1,740 fundus images). Image pre-processing is performed using CLAHE assisted by
ChatGPT. The proposed models achieve an area under the precision-recall curve (AUPRC) of 0.81 for
DR severity detection and, for DR presence detection, precision, recall and AUPRC of 84.48%, 84.48%
and 0.90, respectively. The study demonstrates the potential of Al-assisted tools to support image pre-
processing and analysis without coding expertise. However, its limitations include reliance on a single
dataset and uncertain generalizability across diverse populations. Phridviraj et al. [51] proposed a bi-
directional long short-term memory (Bi-LSTM) model combined with the multi-scale retinex with
chromaticity preservation (MSRCP) pre-processing to improve DR detection from low-quality retinal-
fundus images. The Bi-LSTM-MSRCP method is evaluated on the IDRiID, MESSIDOR and Kaggle
datasets, achieving an accuracy of 92.35% and an F-score of 90.56%. Its primary strength is the
integration of image enhancement and DL-based classification to improve detection performance, while
its main limitation is its reliance on optimal tuning of MSRCP parameters.

Ashraf and Alghamdi [17] proposed a hierarchical feature-fusion network (HFF-Net), a hybrid CNN-
based framework for DR screening and grading that employs hierarchical feature fusion to extract multi-
scale retinal features. The model utilizes Swish activation, sparse categorical cross-entropy loss,
CLAHE-based image enhancement, region-of-interest (ROI) extraction and data augmentation.
Evaluated on fundus-image datasets, HFF-Net achieves 98.70% screening accuracy and 73.77% grading
accuracy, outperforming competing methods. Its main strength lies in its effective multi-scale feature
representation for screening and grading; however, the relatively low grading accuracy indicates
challenges in distinguishing among DR severity levels. Yang et al. [52] proposed a transformer-based
multiple-instance learning (TMIL) framework for DR classification, using ViT and a global instance
computing block (GICB) to process high-resolution retinal images. The model is evaluated on the
APTOS dataset (3,662 labeled images) for five-class grading and on the Messidor-1 dataset for binary
classification. TMIL improves classification accuracy and reduces inference time by 62% compared
with direct processing of high-resolution ViT. Its main strengths include efficient handling of high-
resolution images and enhanced sensitivity for certain DR grades. However, the model still exhibits a
false-negative rate exceeding 30%, indicating limited sensitivity in detecting early-stage DR.

Table 4. Comparative analysis of binary and multi-class DR detection methods.

Ref. | Pre-processing Dataset Methods Strengths Limitations

[46] |Resizing, EyePACS, KSSHP, BNNs, VGG16 Uncertainty estimation Clinical-transferability issues
variability Messidor-2, APTOS
reduction

[47] | Cropping, APTOS Texture Attention Attention-guided learning Limited contextual modeling
normalization Network

[48] |CLAHE APTOS, Messidor-2 | SCL + Xception Contrastive representation More complex training

learning
[22] |Resizing APTOS2019 DRNet (Few-Shot Excellent performance with | Sensitive to training episodes
Learning) limited data

[49] |Contrast DDR, Messidor, FA+KC-Net Integrates medical Reduced performance in
enhancement APTOS, EyePACS knowledge severe grades

[8] CLAHE APTOS, EyePACS, ECOC Ensemble Ensemble optimization Potential overfitting

Messidor-2

[3] Cropping, APTOS2019 DenseNet169 + Attention-enhanced Dataset imbalance
Gaussian filtering CBAM classification

[50] |CLAHE Messidor-2 ChatGPT + Vertex Al | Low-code clinical workflow | Single-dataset evaluation

AutoML

[51] |MSRCP IDRID, MESSIDOR, |Bi-LSTM Handles low-quality images | Requires parameter tuning
enhancement Kaggle

[17] |CLAHE, ROI IDRID, APTOS2019 |HFF-Net Effective screening and Lower grading accuracy
extraction grading

[52] |Cropping, patch APTOS, Messidor-1 | TMIL + ViT Efficient high-resolution High false-negative rate
creation analysis

5.4 Lesion-based DR Classification
Some studies focus on classifying lesions in fundus images. Lesion-based classification in DR involves
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categorizing retinal images by specific lesion features, such as microaneurysms, hemorrhagic spots and
exudates. Table 5 presents a comprehensive summary of representative lesion-based classification
studies, highlighting their pre-processing techniques, datasets, methodologies, strengths and limitations.

Lam et al. [53] proposed a DL-based retinal lesion-detection framework using CNNs trained on 1,324
ophthalmologist-labeled image patches from Kaggle retinal images. Using a sliding-window approach,
the model generates lesion-probability maps and achieves AUCs of 0.94 for microaneurysms and 0.95
for exudates. The method demonstrates effective lesion detection with limited training data and supports
automated retinal screening. However, it suffers from a relatively high false-positive rate due to training-
data bias and requires considerable computational time for image processing. Khojasteh et al. [54]
proposed a CNN-based framework for simultaneous detection of exudates, hemorrhages and
microaneurysms using probability maps generated from the softmax layer. The method is evaluated on
the DIARETDB1 and e-Ophtha datasets (284 fundus images) with pre-processing and data-
augmentation techniques. The model achieves sensitivities of 0.96, 0.84 and 0.85 for exudates,
hemorrhages and microaneurysms, respectively and accuracies of 97.3% and 86.6% on DIARETDB1
and e-Ophtha. The approach demonstrates robust DR lesion detection performance; however, it
struggles to distinguish overlapping hemorrhages and microaneurysms and is affected by dataset
imbalance.

Tang et al. [1] proposed a TL-based framework for neovascularization detection in PDR using AlexNet,
GoogLeNet, ResNet18, ResNet50 and a hybrid ResNet18-GoogLeNet model. The method is evaluated
on 1,174 retinal-image patches that have been enhanced with CLAHE. The proposed network achieves
91.57% accuracy, 85.69% sensitivity, 97.44% specificity and 97.10% precision, outperforming
individual CNN models. Its main strength lies in the effective use of TL for detecting early
neovascularization; however, it does not support DR severity grading and depends on the quality of
ground-truth annotations. A novel DL-based method, termed HemNet [55], is proposed for automated
hemorrhage detection using DIARETDBL1 (89 images) and DIARETDBO (130 images). The method
employs gamma correction and a Gaussian matched filter for pre-processing and hemorrhage
localization. HemNet achieves 94.21% sensitivity and 94.76% specificity, demonstrating competitive
performance while reducing training time compared with deeper networks, such as AlexNet and VGG-
16. Its main strength lies in its efficiency and high detection accuracy; however, its reliance on seed-
point extraction may lead to missed hemorrhages when seed points are not accurately identified. A DL-
based TL framework for DR detection is proposed in [56] using a modified VGG16 model for feature
extraction and a logistic regression classifier. The approach is evaluated on an Indian DR dataset
containing four lesion classes: microaneurysms, soft exudates, hard exudates and hemorrhages. Image
pre-processing and data-augmentation techniques are employed to improve performance, achieving an
accuracy of 90.4%. The main strength of the method is its reliable screening capability through CNN-
based feature learning, while its limitations include insufficient noise reduction, lack of metadata
integration and limited feature-selection strategies.

Table 5. Comparison of lesion-based approaches for automated DR detection.

Ref. | Pre-processing Dataset Methods | Strengths Limitations

[53] | Normalization Kaggle, E-Ophtha CNN Excellent lesion detection Computationally intensive

[54] | Contrast enhancement | DIARETDBL, E-Ophtha | CNN Multi-lesion detection Difficulty with overlapping lesions

[1] CLAHE Messidor, DIARETDBO0 |TL Detects neovascularization | No grading capability

[55] | Gamma correction DIARETDBO0/1 HemNet Lightweight model Seed-point dependency

[56] | Scaling, color IDRID VGG16/ | Strong lesion representation | Needs better feature selection
correction VGG19TL

6. BENCHMARK DATASETS FOR DR DETECTION

This section summarizes key datasets widely used in DR research, particularly for classification tasks,
such as severity grading and lesion identification. These datasets consist of retinal-fundus images
captured under varying conditions, with differences in resolution, field of view (FOV) and annotation
detail and include labels for pathologies, such as microaneurysms, hemorrhages, exudates and DME.
Table 6 provides a detailed comparison of various DR datasets commonly used in research. Commonly
used datasets include Messidor [57] (1,200 images with DR and DME grading), DIARETDBO0/1 (130
and 89 images with expert lesion annotations) and Kaggle DR (EyePACS) [58], a large-scale dataset of
35,126 images with five-class DR grading, though affected by variations in image quality. Messidor-2
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[57][59] extends Messidor with 1,748 images from 874 examinations, but lacks standardized DR
annotations.

Other datasets provide more specialized or detailed annotations. E-ophtha [60] focuses on lesion-level
labeling for microaneurysms and exudates, while DRiDB [61] offers detailed annotations of lesions and
anatomical structures from multiple experts. IDRiD [62] includes 516 high-resolution images with both
DR grading and pixel-level lesion annotations, supporting multi-task learning. APTOS 2019 [63]
contains 3,662 images labeled according to ICDRSS severity levels under diverse real-world conditions.
Larger and more recent datasets include DDR [64] (13,673 images from multiple hospitals, including
poor-quality cases) and FGADR [65] (2,842 images with fine-grained lesion annotations and high-
quality grading labels from multiple ophthalmologists), both of which enable more robust evaluation of
DR classification models.

Table 6. Publicly available dataset for DR detection.

x x | £ |0

Bataset Images| 2 5 frjid o % Fundus Camera Annotation Level |Usage
ame o = gSa| 30| @

zZ s s (%}
Messidor 1200 |546 153 247 (254 |- Topcon TRC NW6 non-mydriatic, |Image-level DR grading
[57] 45° FOV
DIARETDBO0/ 130/89 |20 /5 |110/84 Zeiss FF450 + 50° FOV Pixel-level and DR grading,
DIARETDB1 image-level Lesion Detection
[66]
Kaggle DR | 88702 [73726 |7351 |[7025|708 |1892 |Various cameras (Centervue DRS, |Image-level DR grading
(EyePACS) (35126 |25810 (2443 |5292|873 |708 |Optovue iCam, Canon CR1/DGi/
[58] train) CR2, Topcon NW)
Messidor-2 | 1748 |874 174 524 |87 |89 |Topcon TRC NW6 non-mydriatic, |Image-level DR grading
[57] 45° FOV
E-Ophtha 463 - - - - - Topcon TRC-NWES, Canon CR- | Pixel-level DR diagnosis,
[60] DGi Lesion Detection
DRiDB 50 14 36 Zeiss VISUCAM 200, 45° FOV Pixel-level and DR diagnosis,
[61] image-level Lesion Detection
IDRID 516 134 20 193 |65 |104 |Kowa VX-10 Alpha, 50° FOV Pixel-level and DR grading,
[62] image-level Lesion detection
APTOS 2019 |5593 |1805 370 999 |193 |295 |Various fundus cameras Image-level DR grading
[63]
DDR 13673 | 6266 |630 4477|236 |913 |Various fundus cameras Image-level DR grading,
[64] Lesion Detection
FGADR 2842 | 143 125 566 [105 |61 |Not specified Pixel-level and DR grading,
[65] image-level Lesion Detection

Although these benchmark datasets have significantly advanced Al-based DR research, several
important limitations remain regarding dataset diversity, annotation consistency and real-world
generalization. Despite the availability of large benchmark datasets, significant dataset bias remains a
major challenge in Al-driven DR detection. Public datasets often differ substantially in their
demographic distributions, ethnicities, image acquisition devices, illumination conditions and
annotation protocols. Such variability can undermine cross-dataset generalization and degrade
performance when models are deployed in real-world clinical environments. Furthermore, annotation
inconsistency among ophthalmologists introduces label uncertainty, particularly for intermediate DR
stages. These limitations highlight the need for standardized evaluation protocols, diverse multi-center
datasets and fairness-aware learning strategies.

7. DISCUSSION AND RESEARCH GAPS

The literature reviewed in this paper clearly demonstrates that Al-driven solutions for DR detection
have undergone rapid methodological evolution, moving from coarse binary screening systems to
sophisticated multi-task frameworks that integrate classification, lesion detection, segmentation and
clinical interpretability. This progression reflects a broader shift in medical-image analysis from purely
performance-driven models toward systems that aim to approximate clinical reasoning, scalability and
trustworthiness.

Binary DR classification remains the most widely adopted paradigm, largely due to its direct
applicability in population-level screening programs. Studies focusing on DR versus non-DR or
referable versus non-referable DR consistently report high accuracy, sensitivity and specificity, as
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demonstrated by GATL [27], HDeep [28] and ensemble CNN approaches [30]. These models effectively
reduce ophthalmologists’ workload by filtering out normal cases, thereby enabling targeted referral.
However, a closer examination reveals that these impressive metrics are often achieved under controlled
experimental settings with curated datasets, such as EyePACS and APTOS. While domain-adaptation
strategies, such as GATL [27], attempt to mitigate inter-dataset variability, most binary classifiers still
struggle when exposed to heterogeneous clinical environments characterized by diverse imaging
devices, inconsistent illumination and variable patient demographics. Moreover, binary classification
inherently oversimplifies DR pathology, failing to capture disease-progression dynamics that are
essential for personalized treatment planning.

Multi-class DR classification and grading represent a more clinically meaningful task, as they directly
correspond to treatment decisions and follow-up strategies. The reviewed studies highlight a clear trend
toward deeper architectures, attention mechanisms and transformer-based models to address the subtle
inter-class differences among DR stages. Self-supervised and multi-modal pre-training strategies, such
as MIE-DR [31], demonstrate that leveraging unlabeled ophthalmic data significantly enhances feature
representation, particularly when labeled datasets are limited. Similarly, ViT-based approaches [16] [52]
successfully model long-range spatial dependencies, which are critical for capturing global retinal
context. Attention-driven CNNSs [40] [39] further improve discriminative power by focusing on lesion-
relevant regions. Despite these advances, grading performance remains inconsistent across DR stages.
Intermediate classes (mild and moderate NPDR) are frequently misclassified due to overlapping lesion
characteristics and gradual disease transitions. This limitation is repeatedly observed even in high-
performing systems, such as DRGCNN [41]and RT2Net [25]. The problem is exacerbated by severe
class imbalance, where minority classes receive limited representation during training, leading to biased
decision boundaries.

Lesion-based classification approaches address a critical limitation of pure image-level classifiers by
explicitly modeling pathological features, such as microaneurysms, hemorrhages and exudates. Early
CNN-based lesion detectors [53] [54] established the feasibility of automated lesion recognition with
relatively small datasets, highlighting the potential for explainable DR screening systems. However,
lesion-based methods often operate in isolation, focusing on individual lesion types without fully
integrating their spatial distribution, co-occurrence patterns or clinical significance, while newer
methods incorporate TL and hybrid architectures [56][55]. Lesion overlap and visual similarity—
particularly between microaneurysms and hemorrhages—remain persistent challenges. Consequently,
lesion-based classification alone is insufficient for reliable severity grading, reinforcing the need for
integrated frameworks.

Another important consideration when interpreting the literature is the heterogeneity of the diagnostic
tasks across studies. Although many works are collectively categorized under DR detection, they often
target fundamentally different objectives, including binary DR screening, referable versus non-referable
DR classification, multi-class severity grading, lesion detection, image-quality assessment and
segmentation-assisted diagnosis. Consequently, performance metrics reported across these studies are
not always directly comparable, because task complexity, annotation requirements, class distributions
and evaluation protocols differ substantially. Binary screening tasks generally achieve higher accuracy
due to simpler decision boundaries, whereas multi-class grading and lesion-level analysis present greater
challenges related to inter-class similarity, annotation variability and clinical ambiguity. Therefore,
reported performance should be interpreted in the context of the specific diagnostic objective and
experimental setting, rather than as a universally comparable indicator of methodological superiority.

Despite these advances, several critical challenges persist. Most studies rely on a limited set of public
datasets (EyePACS, APTOS, IDRiID, MESSIDOR), leading to weak cross-dataset generalization and
performance degradation on unseen clinical data [15], [46]. Although many studies report high
classification accuracy and AUC values, direct comparison among models remains difficult, because
the evaluated methods use different datasets, pre-processing techniques, train-test splits, grading
protocols and augmentation strategies. Consequently, reported performance metrics may not provide a
fully fair or standardized comparison of state-of-the-art methods. Future research should focus on
unified benchmarking frameworks and standardized evaluation protocols to enable more reliable
comparative analysis. Reproducibility remains a major challenge in Al-based DR research. Many
studies do not provide publicly available source codes, detailed pre-processing pipelines or standardized
train-validation-test splits, making independent validation difficult. Furthermore, inconsistent
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evaluation metrics and dataset protocols complicate fair comparison among models. Establishing open
benchmarking frameworks and reproducible evaluation standards is essential for improving
transparency, facilitating independent verification and accelerating clinical translation. Class imbalance
continues to hinder reliable detection of early and intermediate DR stages, increasing the risk of false
negatives. Reported high-performance metrics should be interpreted cautiously, as several studies rely
on highly imbalanced datasets, limited external validation or extensive augmentation strategies that may
artificially inflate performance. Furthermore, differences in experimental protocols and evaluation
settings reduce reproducibility and complicate fair comparison across studies. These issues highlight the
importance of robust validation using diverse multi-center datasets and standardized testing frameworks.
Although explainability techniques, such as attention maps and Grad-CAM, improve interpretability,
many models still lack clinically meaningful explanations aligned with ophthalmological reasoning.
Furthermore, high computational complexity limits deployment in resource-constrained environments,
despite the emergence of lightweight models, such as RetNet-10 and ADD-Net. Finally, most
approaches rely solely on fundus images, with limited use of multi-modal and longitudinal data.
Addressing these challenges is essential to bridge the gap between experimental performance and real-
world clinical deployment of Al-based DR classification systems.

Although many Al-based DR detection systems achieve high performance on benchmark datasets, their
translation into routine clinical practice remains limited. Most studies rely on retrospective evaluations
using public datasets and lack prospective clinical validation across diverse patient populations and
healthcare settings. In addition, substantial variation exists in validation protocols across studies,
including differences in train-validation-test splits, cross-validation strategies, external validation
practices and performance-reporting standards, making reliable comparison and clinical assessment
difficult. Furthermore, regulatory approval of Al-based medical devices requires robust external
validation, reliability assessment, explainability and evidence of clinical benefit. Practical deployment
also faces challenges related to integration with existing healthcare workflows, interoperability with
electronic health record systems, data privacy and security requirements and clinician trust in automated
decision-support systems. Consequently, future research should prioritize clinically oriented validation
studies, standardized regulatory-compliant evaluation protocols and human-centered Al frameworks to
facilitate the safe and effective adoption of Al-driven DR screening systems in real-world clinical
environments.

Recent research has also explored emerging paradigms beyond conventional CNN- and transformer-
based architectures. Emerging approaches, such as multi-modal learning and quantum-inspired neural
networks, demonstrate promising capability for improving DR classification performance. Multi-modal
systems can integrate complementary information from fundus images, OCT scans and clinical
metadata, thereby enhancing robustness and diagnostic precision. However, these methods typically
require larger datasets, increased computational resources and more complex training pipelines.
Similarly, quantum-inspired models remain in early experimental stages and currently face scalability
and hardware limitations that restrict practical clinical deployment. Despite these challenges, such
approaches represent promising directions for future research toward more comprehensive and clinically
reliable DR detection systems.

8. CONCLUSION AND FUTURE DIRECTIONS

This review examines Al-based approaches for DR classification, including binary detection and multi-
class severity grading. Recent advances in deep learning, particularly CNNs, attention mechanisms and
transformer-based models, have achieved high classification performance, in some cases approaching
expert-level accuracy. However, key challenges remain. Many models suffer from limited
generalization, as they rely heavily on a few benchmark datasets, leading to performance drops in real-
world settings. Class imbalance further affects the reliable detection of early and intermediate DR stages.
Additionally, most classification models rely on global image features and integrate only limited lesion-
level information, while current interpretability methods often fall short of clinical expectations. From
a practical perspective, computational complexity limits deployment, especially for transformer-based
and ensemble models and achieving efficiency—accuracy balance remains challenging. Moreover, most
approaches rely on single-modality fundus images, restricting their ability to capture disease variability.
In conclusion, despite strong progress, bridging the gap between high experimental accuracy and real-
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world clinical deployment remains a key challenge for DR classification systems.

Future research should focus on developing generalized, clinically reliable DR detection systems that
use domain adaptation and federated learning strategies to preserve data privacy while improving cross-
center generalization. Self-supervised and foundation-model approaches may reduce dependence on
large, labeled datasets, while multi-modal learning can integrate fundus imaging with OCT and clinical
metadata to improve diagnostic robustness. In addition, lightweight edge Al architectures are needed
for deployment in resource-constrained screening environments. Standardized benchmarking
frameworks and fairness-aware evaluation protocols should also be established to improve
reproducibility and clinical reliability.
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ABSTRACT

Analyzing remote sensing imagery relies heavily on accurate pixel-level classification to interpret complex
geographical scenes. However, training robust deep-learning models demands densely annotated datasets, which
are expensive and time-consuming to create. Few-shot semantic segmentation (FSS) provides a practical
alternative by adapting to new categories from limited labeled examples. Despite success in natural images, direct
application to remote sensing faces unique challenges, such as massive scale variations, strong visual similarities
among densely packed objects and severe background interference. Existing FSS methods typically rely on masked
average pooling for prototype extraction, which discards critical spatial geometries and fine-grained details.
While some approaches attempt multi-scale or global-local modeling, they lack effective, decoupled alignment
between support prototypes and query features, limiting their ability to simultaneously capture broad scene context
and precise object boundaries in cluttered aerial views. To address these limitations, we propose DLPANet, a
novel dual-level prototype alignment network centered on Prototype-Guided Spatial Attention (PGSA). Our
framework constructs global and semantic prototypes from hierarchical backbone features, enabling simultaneous
modeling of scene context and fine-grained details. Dual cross-attention modules then align these prototypes with
decoupled global and semantic query feature maps, facilitating dynamic and precise feature enhancement that
better distinguishes adjacent objects and suppresses background ambiguity. A learnable decoder integrates the
enriched features, optimized via Dice loss to handle extreme class imbalance. Evaluated on the iSAID-5i
benchmark, DLPANet achieves 36.12% and 41.05% mloU in 1-shot and 5-shot settings, respectively, consistently
outperforming state-of-the-art methods. These results demonstrate that our decoupled dual cross-attention
mechanism provides superior prototype-query alignment compared to prior global-local strategies.
https://github.com/mansoorfateh83-lab/dIpanet.
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1. INTRODUCTION

Remote-sensing (RS) imagery analysis supports many essential applications, from environmental
monitoring and urban planning to natural disaster management [1]-[2]. Semantic segmentation is a key
part of this process, because it provides the pixel-level categorization needed to truly understand
complex geographical scenes [3][4][5]. While deep-learning models perform exceptionally well on
these tasks, their success depends heavily on massive, densely annotated datasets [6]-[7]. Creating these
pixel-perfect annotations is an expensive and time-consuming bottleneck. Few-shot Semantic
Segmentation (FSS) offers a practical solution to this problem, allowing models to identify and segment
new object categories using only a few labeled support images [8]-[9].

Although FSS has proven highly effective for natural images, applying it directly to RS imagery is
challenging [10]. Aerial images naturally contain extreme scale variations and densely packed objects
that look very similar, such as confusing small cars with larger vehicles or ships. Furthermore, the
appearance of objects can change drastically depending on the broader aerial context. These unique traits
cause standard FSS models to struggle; they often fail to draw precise object boundaries and tend to
mistakenly highlight irrelevant parts of the complex geographical background [11].

Researchers have developed specialized FSS frameworks to tackle these domain-specific hurdles. Early
foundational models, like Scale-Aware Detailed Matching (SDM [12]), used multiple prototypes and a
scale-aware focal loss to penalize large, well-segmented objects, forcing the network to focus on harder,
smaller instances [12]. Other architectures, like RZNet, introduced global rectification and decoupled
registration to stop inaccurate prototype activation and separate foreground features from background
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clutter [13]. More recent work has pushed these ideas further. For example, some methods build stronger
semantic connections by combining magnitude-based pruning with cross-matching and self-matching
modules [6]. At the same time, newer frameworks, like SEMPNet, adapt vision-foundation models to
turn segmentation into a precise mask classification task [14]. While these advancements certainly
improve localization, a major flaw remains. Most current methods rely on masked average pooling to
extract condensed object prototypes. This compression technique naturally throws away the spatial
geometries and fine-grained semantic details needed for accurate segmentation. Additionally, simple
cosine similarity matching between prototypes and query features is usually not strong enough to handle
the complex backgrounds and extreme appearance changes found in aerial top-down views. Because of
this, we need a better way to align semantic features and handle their interactions.

To move beyond the limitations of single-prototype matching and standard spatial-attention mechanisms
in few-shot segmentation, we present a novel framework tailored for remote sensing imagery, built upon
a dual-stream Prototype-Guided Spatial Attention (PGSA) strategy. A weight-sharing hierarchical
backbone extracts multi-stage features from both support and query images. Rather than relying on a
single compressed prototype, we construct two complementary support representations: a semantic
prototype isolating target object features and a global prototype capturing broader spatial context.
Concurrently, the query feature maps are decoupled across backbone stages into corresponding global
and semantic feature maps. To establish dynamic spatial alignment, we apply a dual PGSA mechanism,
where the semantic and global prototypes serve as compact semantic query anchors to compute spatially
adaptive attention weights across the query key/value maps. The resulting contextually enriched vectors
are merged back into the query feature space and processed by a learnable decoder to produce the final
segmentation mask. By applying dual-stream PGSA to remote sensing FSS, our architecture effectively
addresses severe background clutter and target scale variations.

The primary contributions of this research are established across several key aspects.

1) We propose a novel few-shot semantic-segmentation framework for remote-sensing imagery
that leverages dual-level feature representations, capturing both global context and fine-grained
semantic details.

2) We design a dual-stream Prototype-Guided Spatial Attention (PGSA) strategy tailored for
remote sensing few-shot segmentation, which aligns support prototypes with query features at
both global context and fine-grained semantic levels to effectively suppress background
interference.

3) We design a learnable decoder that effectively integrates attention-enhanced features to produce
accurate and dense segmentation masks.

4) We conduct extensive experiments on the iSAID-5i benchmark, demonstrating that the
proposed method consistently outperforms existing state-of-the-art approaches.

The remainder of this paper is organized as follows. Section 2 reviews related work on semantic
segmentation in remote sensing, general few-shot semantic segmentation and attention-based prototype
learning. Section 3 presents the proposed DLPANEet in detail, including the problem definition, overall
framework, backbone network, dual-level prototype and query-feature extraction, dual cross-attention
mechanism and the learnable decoder with Dice loss. Section 4 describes the experimental setup, reports
quantitative and qualitative results on the benchmark and provides comprehensive ablation studies.
Finally, Section 5 concludes the paper and discusses potential future directions.

2. RELATED WORK

This section reviews the literature relevant to few-shot semantic segmentation in remote-sensing
imagery. We first discuss general semantic-segmentation techniques tailored for remote sensing data.
We then review prominent advances in few-shot semantic segmentation for natural images.
Subsequently, we focus on domain-specific methods developed for few-shot segmentation in aerial and
remote-sensing scenarios. Finally, we highlight recent works on attention mechanisms and prototype-
learning strategies that are most closely related to our proposed approach.

2.1 Semantic Segmentation in Remote Sensing

Semantic segmentation has become a fundamental task in remote-sensing image analysis, enabling
pixel-level understanding of complex aerial scenes. Early deep-learning approaches were built upon
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Fully Convolutional Networks (FCNs) [15], followed by encoder-decoder architectures, such as U-Net
[16] and SegNet [17]. To better capture multi-scale context, DeepLab models [18]-[19] introduced
atrous convolutions and spatial pyramid pooling.

Transformer-based architectures, such as SETR [20], have demonstrated strong capability in modeling
global dependencies. In the remote-sensing domain, recent works increasingly integrate attention
mechanisms and multi-scale feature fusion to address large spatial variations. For instance, attention-
driven and sparse kernel-based segmentation architectures have been proposed to improve feature
representation for high-resolution imagery [21]. Additionally, recent studies continue to explore
multimodal and hybrid learning strategies to enhance segmentation robustness under complex sensing
conditions [22].

2.2 Few-shot Semantic Segmentation

Prototype-based learning has become the dominant paradigm in FSS, where class-specific
representations (prototypes) are extracted from support images and matched with query features.

2.2.1 General Few-shot Semantic Segmentation

Prototype-based learning is a dominant paradigm, where class representations are extracted from support
images and matched with query features. PANet [23] introduced prototype-alignment regularization,
while PFENet [24] incorporated prior masks for improved guidance.

Subsequent works improved representation learning and feature interaction. ASGNet [25] introduced
adaptive prototypes and HSNet [26] modeled dense correspondences using hypercorrelation volumes.
More recent developments have explored transformer-based designs and enhanced matching strategies.

In recent years, several studies further extended FSS by integrating additional modalities and learning
paradigms. For example, text-guided few-shot segmentation frameworks incorporate textual prompts
and graph reasoning to enhance semantic discrimination [27]. Similarly, diffusion-based data
augmentation strategies have been proposed to synthesize novel samples and mitigate data scarcity in
few-shot settings [28].

2.2.2 Few-shot Semantic Segmentation in Remote Sensing

Adapting FSS to remote-sensing imagery introduces challenges, such as extreme scale variation, dense
object distribution and domain shifts. Early adaptations directly applied natural-image methods, but
achieved limited success.

To address these issues, specialized approaches have been proposed. SDM [12] introduced scale-aware
matching and multi-prototype learning, while R?Net [13] leveraged global rectification and decoupled
feature registration. SEMPNet [14] further reformulated the task as a mask-classification problem using
foundation-model priors.

Recent works have significantly advanced this field. For instance, learnable-prototype frameworks
introduce adaptive prototype representations using generative-modeling techniques to better capture
intra-class variation [29]. Generalized few-shot segmentation has also been explored to handle both base
and novel classes simultaneously, providing a more realistic evaluation setting [30]. Furthermore, cross-
matching and self-matching mechanisms combined with network pruning have been proposed to
improve feature correspondence and efficiency [6].

In addition, knowledge distillation and semi-supervised learning have been integrated in recent works
to leverage unlabeled data and improve generalization under extremely limited annotations [31]. These
approaches highlight a shift toward hybrid learning paradigms that combine supervision, self-
supervision and data synthesis.

2.3 Attention Mechanisms and Prototype Learning

Attention mechanisms, particularly those introduced in the Transformer architecture [32], have become
central to modern segmentation frameworks. Cross-attention enables dynamic interaction between
support and query features, improving semantic alignment and robustness.

Despite their effectiveness, traditional prototype representations based on masked average pooling often
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discard spatial information. Recent works attempt to address this limitation by introducing learnable
prototypes, attention-guided refinement and multi-level feature aggregation. Notably, recent studies
emphasize combining cross-attention with enhanced prototype learning to better capture both global
context and fine-grained structures [6], [29].

Despite substantial progress, existing methods still struggle with complex spatial relationships,
background clutter and severe domain-specific variations in remote-sensing imagery. Recent advances
increasingly focus on integrating attention mechanisms, generative modeling and hybrid learning
strategies. However, effective semantic alignment between support and query features remains an open
challenge, motivating the proposed dual cross-attention framework.

Although existing methods have made notable progress, most still rely on simple masked average
pooling for prototype extraction, which discards important spatial and fine-grained semantic details.
Moreover, their feature-alignment strategies are often insufficient to handle the complex backgrounds
and scale variations inherent in aerial imagery. To overcome these limitations, we propose DLPANEet,
which builds upon the prototype-based paradigm by introducing dual-level (global and semantic)
prototypes and a powerful dual cross-attention mechanism for more effective and decoupled feature
alignment between support and query images.

3. PROPOSED METHOD

3.1 Problem Definition

In the context of few-shot semantic segmentation for remote-sensing imagery, the primary objective is
to accurately predict a dense, pixel-wise classification mask for a given query image utilizing a highly
restricted set of annotated support images. Formally, the task is established over a training dataset D;,i,
and a disjoint testing dataset D, , ensuring that the target semantic categories evaluated during the
testing phase remain entirely unobserved during network optimization. Under a standard 1-way K-shot
configuration, a learning episode is constructed by sampling a support set comprising K image-mask

- _{(,® o) - - - ©
pairs, denoted as S = (x5, yg , alongside a single query image x,. The support masks ys~ €
i=1
{0,1}#*W provide the spatial ground-truth for the novel target category. The underlying algorithmic
goal is to extract and align optimal semantic concepts from the support set § to accurately generate a

predicted segmentation mask y, € REXW for the query image Xq-

3.2 Overview

To address the severe scale variations and dense background interference inherent in top-down aerial
imagery, a dual-pathway architecture driven by targeted Prototype-Guided Spatial Attention (PGSA) is
established. As shown in Figure 1, the framework symmetrically processes the support and query images
through a weight-sharing convolutional backbone to extract multi-level hierarchical representations.

Rather than relying on a singular pooled vector, the extracted support features are bifurcated to formulate
both a global prototype and a semantic prototype, thereby capturing distinct spatial and contextual
abstractions. Correspondingly, the query features are processed into decoupled global and semantic
spatial-feature maps. A specialized cross-attention module is subsequently applied independently to
both the global and semantic streams. Within this module, the condensed prototypes are utilized to query
the flattened spatial-query feature maps, generating highly refined, attention-driven vectors. These
enhanced vectors are spatially expanded, concatenated with the original deep query-feature maps and
processed by a learnable decoder to yield the final segmentation mask.

3.3 Backbone Network

A pre-trained ResNet-50 architecture is employed as the foundational backbone network to provide
robust, multi-scale hierarchical feature extraction. Both the support image and the query image are
passed through this feature extractor, with the network weights strictly shared between the two branches
to guarantee feature alignment in the embedding space. To comprehensively capture low-level spatial
contours and high-level abstract semantics, intermediate feature maps are extracted from multiple stages
of the ResNet-50 architecture. Specifically, outputs originating from Block 1 through Block 4 are
extracted and subsequently concatenated along the channel dimension. A 1x1 convolutional layer is
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then applied to the concatenated tensor to reduce the channel dimensionality, ensuring computational

efficiency while preserving the critical spatial and semantic information required for precise dense
prediction tasks.
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Figure 1. The overview of the proposed method.
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3.4 Dual-level Prototype and Query Feature Extraction

To mitigate the degradation of fine-grained geometric details typical of single-prototype compression
algorithms, a dual-representation strategy is implemented. The dimensionality-reduced support feature
maps are explicitly processed to isolate targeted cues. To prevent background interference, the spatially
down-sampled ground-truth support mask is applied across both support-extraction pathways,
suppressing extraneous background clutter prior to prototype generation.

Specifically, Masked Average Pooling (MAP) is applied to the foreground-isolated deep support-feature
maps (Blocks 3-4) to generate a focused, compact semantic prototype with dimensions of 1 x 64.
Concurrently, a broader global prototype of identical dimensions (1 x 64) is extracted by applying
masked average pooling to the projected early-stage support features (Blocks 1-2), capturing wider
geometric and structural arrangements of the target object while excluding irrelevant background
regions.

In symmetry, the query-feature maps are decoupled across fundamentally different backbone stages to
capture complementary levels of contextual abstraction. Deep backbone stages (Blocks 3-4), which
naturally possess a large receptive field and abstract categorical information, are projected via a 1x1
convolution ¢,(-) to generate the semantic query-feature map. Concurrently, early backbone stages
(Blocks 1-2), which preserve fine spatial geometries and low-level structural boundaries, are projected
via an independent 1 x 1 convolution ¢.(+) to formulate the global query-feature map.

Here, both ¢s(-) and ¢ (+) are parameterized as standard 1x1 2D convolutions (kernel size = 1x1, stride
= 1, padding = 0 ), each followed by a Batch Normalization layer and a ReLU non-linear activation
function. These 1 x 1 convolutions perform channel-wise alignment from their respective backbone
feature dimensions into a unified latent dimension (d = 64) without altering the distinct spatial
resolutions or receptive fields established by the hierarchical backbone.

3.5 Prototype-guided Spatial Attention (PGSA)

To enable fine-grained and dynamic alignment between support prototypes and query features,
DLPANEet incorporates a dual Prototype-Guided Spatial Attention (PGSA) mechanism. Rather than
relying on static cosine similarity or unweighted feature matching, PGSA computes an adaptive,
content-dependent spatial weight map to aggregate query features relative to the support anchor.
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As illustrated in Figure 2, we describe the semantic stream for clarity (the global stream follows an
identical procedure). Given the semantic prototype p, € R1*6% extracted from the support set, we treat
it as a single prototype query anchor. Meanwhile, the corresponding semantic query feature map FJ €

Ré+<H'*W" js flattened into a sequence of spatial tokens X € R*096%64 (where H' x W' = 64 X 64 ).

(1x64)

1. INPUTS 2. FLATTENING 3. LINEAR PROJECTION 4. ATTENTION MECHANISM 5. WEIGHED SUM 6. OUTPUT
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Figure 2. Overview of the proposed Prototype-Guided Spatial Attention (PGSA) module.

Learnable linear projection matrices Wy, W, Wy, € R4*4 (with d = 64 in our implementation)
transform the inputs into query, key and value matrices:

Q = psWo, K= X W, V=XWy, €Y)
where Q € R4 and K,V € R*096%4,
The spatial attention weights are computed via scaled dot-product attention:
KT
A = Softmax <Q ) € R1x4096 )
Vd

These weights represent the relevance of each spatial location in the query image relative to the support
prototype anchor. The attended feature vector is subsequently obtained by:

0 = AV € R 3

Finally, a linear projection W, € R%*%* produces the enhanced semantic feature vector z; € R*6%,

Mathematically, operating with a single query token Q € R**¢ formulates a content-based spatial-
attention pooling operation. While single-anchor attention pooling and cross-attention mechanisms have
been explored in general few-shot segmentation architectures (e.g., BAM [33] and CyCTR [34]), the
key distinction in DLPANEet lies in how this operation is structured. Rather than applying attention over
a single combined feature stream or performing dense token-to-token matching, our design operates in
a decoupled dual-pathway fashion.

Specifically, the PGSA process is performed independently across both the semantic and global streams,
yielding distinct enhanced feature vectors z; and z,;. By decoupling these streams, the model
simultaneously attends to fine-grained object-specific details (semantic stream) and broader spatial
geometry (global stream) at their native abstraction levels. This dual-stream alignment effectively
mitigates background interference and resolves scale ambiguities that standard single-stream attention
matching fails to address.

3.6 Learnable Decoder and Loss Function

Following the PGSA phase, the semantic and global attention feature vectors are spatially expanded to
match the exact spatial resolution of the intermediate query-feature maps. The expanded global vector,
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the expanded semantic vector and the rich query feature maps are concatenated along the channel
dimension to form a comprehensive, contextually enriched feature tensor Z.,, € RCin XH' W',

To reconstruct fine morphological details from this aggregated tensor, our learnable decoder employs a
3-stage progressive up-sampling block. Each stage consists of:

1) A bilinear up-sampling layer with a scale factor of 2 to enlarge feature map dimensions.

2) A standard 3 x 32D convolutional layer (padding = 1, stride = 1) to refine spatial cues and
eliminate upsampling artifacts.

3) A Batch Normalization (BN) layer followed by a ReLU non-linear activation function.

Specifically, the channel dimension is progressively reduced across the three stages ( C;, — 128 —»
64 — 32). Finally, a 1 x 1 convolution layer followed by a Sigmoid activation produces the final single-
channel binary prediction map ¥ € R™>**" matching the original input-image resolution.

To optimize the network parameters and accurately handle extreme class imbalances frequently
encountered in high-resolution remote sensing imagery, the Dice loss function is utilized. By calculating
the spatial overlap between the predicted probability mask p and the binary ground-truth mask g, the
Dice loss directly maximizes the intersection over union. The optimization objective is formulated as:

2%, (pi-g) +e
Nipi+XN,9i+¢€

where N denotes the total number of pixels, p; represents the predicted probability at pixel i, g; indicates
the corresponding binary ground-truth label and € is a small smoothing constant added to prevent
division by zero. To ensure numerical stability and exact experimental reproducibility, the smoothing
constant is set to e =1 x 107> in all experiments. This formulation ensures that the network
optimization remains highly sensitive to the morphological boundaries of complex geographical targets,
strictly penalizing spatial misalignments during the episodic meta-training phase.

Lpice =1 —

4)

4. EXPERIMENTAL RESULTS
4.1 Dataset

To thoroughly evaluate the effectiveness and generalization capability of the proposed DLPANet, we
conduct experiments on two widely used few-shot semantic segmentation benchmarks: iSAID- 5* for
remote-sensing imagery and PASCAL- 5! for natural images.

The iSAID-5 ¢ benchmark is derived from the original iSAID dataset [35], which consists of 2,806 high-
resolution aerial images with 655,451 annotated object instances across 15 geospatial categories.
Following the standard cross-validation protocol [12], the 15 categories are divided into three folds (Fold
0, 1 and 2). In each evaluation, the model is meta-trained on the base classes from two folds and tested
on the five novel classes of the remaining fold. Detailed class partitions are provided in Table 1.

For natural-image evaluation, we employ the PASCAL- 5! benchmark [36]-[37]. This dataset is
constructed from the PASCAL VOC 2012 dataset with additional dense annotations from the SDS
dataset. It contains approximately 10,000 images spanning 20 object categories. Following the standard
protocol, these categories are split into four folds (i € {0,1,2,3}). In each fold, the model is meta-trained
on 15 base classes and evaluated on the remaining 5 novel classes.

Experiments on both remote sensing (iSAID- 5! ) and natural image (PASCAL-5 ¢ ) domains allow us
to validate the robustness and versatility of our dual cross-attention framework across different data
distributions and challenges.

Table 1. Class partitions for the iSAID-5 ¢ dataset across three folds.

# Fold Novel Classes
0 Ship (C;) Storage tank (C;)  Baseball diamond (C5) Tennis court (C,)  Basketball court (Cs)
1 Ground track field (C;) Bridge (C;) Large vehicle (Cg) Small vehicle (Cy) Helicopter (Cy)

2 Swimming pool (C;;) Roundabout (C;,) Soccer ball field ( C;3) Plane (Cy4) Harbor (C;5)
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4.2 Implementation Details

The feature-extraction process is anchored by ResNet-50 backbone architectures, which is initialized
with weights pre-trained on the ImageNet dataset to leverage established feature representations [13].
The meta-training phase is executed over 20 epochs utilizing a mini-batch size of 8. The base learning
rate is established at 0.05. To enhance the generalization capabilities of the model and simulate diverse
aerial perspectives, comprehensive data-augmentation techniques are applied to the training set. These
techniques include random horizontal flipping, Gaussian blurring, random rotation spanning from -10°
to 10° and random scaling operations ranging from a factor of 0.5 to 2.0. Furthermore, all raw input
images are uniformly cropped to a spatial resolution of 512 x 512 pixels prior to being processed by the
network. To facilitate exact experimental reproducibility, our complete PyTorch implementation and
pre-trained weights are publicly available at https://github.com/mansoorfateh83-lab/dIpanet.

To verify the statistical significance and stability of the reported performance gains, all experiments for
the proposed model are independently trained and evaluated across three distinct random seeds (100,
202 and 42). The final performance metrics are reported as Mean * Standard Deviation across all runs.

4.3 Evaluation Metrics

To quantitatively evaluate the segmentation performance of the proposed DLPANet, we adopt two
widely used metrics: the mean Intersection over Union (mloU) and the Foreground-Background
Intersection over Union (FB-loU).

Mean Intersection over Union (mloU): This serves as our primary evaluation metric. It computes the
Intersection over Union (loU) for each novel class independently and then takes the average across all
target classes in the evaluation fold. The mloU is defined as:

IU_1C TP, :
o _ClePL-+FPL-+FNi ®
i=

where C is the number of novel classes in the current fold and TP;, FP; and FN; denote the number of
true positive, false positive and false negative pixels for the i-th novel class, respectively. This metric
provides a balanced and strict assessment by heavily penalizing errors on challenging categories.

Foreground-Background Intersection over Union (FB-loU): As a complementary class-agnostic metric,
FB-loU evaluates the model's ability to distinguish objects of interest from the background without
regard to specific semantic categories. All novel classes are merged into a single "foreground" category.
The FB-loU is computed as:

TPy

FB — loU =
% = TPgy + FPg + FNp

(6)

where TPy, FP, and FNg, represent the aggregated true positives, false positives and false negatives for
the combined foreground regions across all novel classes.

These two metrics together offer a comprehensive view of both per-class segmentation accuracy and
overall foreground localization capability, which is particularly important in complex remote-sensing
scenes with severe background interference.

4.4 Comparison with State-of-the-Art

The segmentation efficacy of the proposed dual cross-attention architecture is benchmarked against
several prominent few-shot semantic segmentation (FSS) frameworks on the iSAID-5 ! dataset. This
dataset, characterized by its high-resolution aerial imagery and significant scale variations, serves as a
rigorous testbed for evaluating the robustness of our dual-prototype generation and cross-attention
alignment mechanism.

As detailed in Table 2, our proposed model achieves state-of-the-art results across both backbones.
Specifically, with the ResNet-50 backbone, our architecture attains a mean mloU of 36.12 + 0.28% in
the 1-shot setting and 41.05 + 0.32% in the 5-shot setting, representing a substantial improvement over
recent strong baselines, such as SFAPNet [43] and GlocalDualNet [44]. The small standard deviations
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(< 0.35% ) across three independent random seeds confirm that the performance gains are statistically
significant and represent a reliable signal rather than stochastic noise. The consistent performance gains
across all folds underscore the ability of the dual-prototype approach to capture more comprehensive
semantic information than traditional single-prototype methods.

The superior localization capability of our method is further validated by the FB-loU metrics reported
in Table 3. FB-loU provides a category-agnostic evaluation of the model's ability to distinguish
foreground objects from complex backgrounds. The proposed approach reaches an FB-loU of 66.30%
and 69.25% for 1-shot and 5-shot scenarios, respectively. These results surpass existing methods, like
GlocalDualNet [44], indicating that the dual cross-attention mechanism effectively mitigates
foreground-background ambiguity-a common challenge in remote-sensing imagery due to diverse
object orientations and cluttered environments.

Table 2. Performance comparison on iSAID — 5¢ in mloU under 1-shot and 5-shot settings.

Backbone | Method 1-shot 5-shot
Fold-0 Fold-1 Fold-2 Mean Fold-0 Fold-1 Fold-2 Mean
VGG-16 |SDM [12] 24,52 21.01 16.31 20.61 26.73 19.97 26.10 24.27
NERTNet [38] 25.78 20.01 19.88 21.89 38.43 24.21 28.99 30.54
DML [39] 30.99 14.60 19.05 21.55 34.03 16.38 26.32 25.58
TBPN [40] 27.86 12.32 18.16 19.45 32.79 16.28 24.27 24.45
R 2 Net [13] 35.27 19.93 24.63 26.61 42.06 23.52 30.06 31.88
CSCANet [41] 33.26 20.44 25.98 26.56 40.08 24.15 38.00 34.08
DSMFNet [42] 30.23 23.35 28.87 27.48 40.73 25.92 37.05 34.56
SFAPNet [43] 37.12 22.82 26.02 28.65 44.31 26.71 37.06 36.03
GlocalDualNet [44] | 36.40 20.51 27.59 28.17 42.64 23.55 34.74 33.64
ResNet-50 | SDM [12] 27.96 21.99 27.82 25.92 28.50 25.23 31.07 28.27
NERTNet [38] 34.93 23.95 28.56 29.15 44.83 26.73 37.19 36.25
DML [39] 32.96 18.98 26.27 26.07 33.58 22.05 29.77 28.47
TBPN [40] 29.33 16.84 25.47 23.88 30.98 20.42 28.07 26.49
R 2 Net [13] 41.22 21.64 35.28 3271 46.45 25.80 39.84 37.36
CSCANet [41] 42.30 24.17 36.50 34.32 47.85 30.04 40.32 39.40
DSMFNet [42] 39.03 24.82 39.57 34.47 43.69 30.81 42.32 38.94
PGSL [45] 40.23 24.92 37.34 34.17 45.32 29.71 46.80 40.61
SFAPNEet [43] 43.48 25.03 37.18 35.23 48.35 29.63 48.41 42.13
FSS-Tls [46] - - - 2451 - - - 3121
MSDNet [47] 44.35 28.71 35.16 36.07 48.59 29.01 40.64 39.41
GlocalDualNet [44] | 42.54 24.04 38.15 34.91 47.70 26.51 41.62 38.11
Ours 45.10+0.25 24.95+0.31 38.30+0.28 36.12+0.28 | 50.15+0.35 29.40+0.29 43.60+0.32 41.05+0.32

Table 3. Performance comparison on iSAID-5 ' in FB-loU utilizing the ResNet-50 backbone.

Method 1-shot  5-shot
SDM [12] 59.58 59.90
NERTNet [38] 59.97 64.45
TBPN [40] 57.34  58.63
RZ Net [13] 63.86 66.18
CSCANet [41] 63.56 66.32
DSMFNet [42] 63.52 66.31
SFAPNet [43] 64.47 66.75
GlocalDualNet [44] | 65.05 66.97
Ours 66.30 69.25

A detailed class-wise breakdown of the mloU performance under the 1-shot setting is provided in Table
4. Our model demonstrates leading performance in a majority of the 15 categories (C1-C15). Notably,
the model shows significant improvements in challenging classes, such as C1, C2 and C13, which often
involve high intra-class variance or small spatial extents. While established methods, like CSCANet
[41], exhibit strengths in specific categories, like C12, our dual-prototype approach maintains a more
balanced and higher overall mean performance. This suggests that the integration of hierarchical features
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and cross-attention alignment provides a more generalized representation, ultimately leading to more
reliable few-shot segmentation in diverse aerial scenes.

Table 4. Class-wise performance comparison in mloU under the 1-shot setting with the ResNet50
backbone.

Methods |Cl Cc2 C3 C4 C5 C6 C7 C8 C9 Ci10 Cl1 cC12 C13 C14 cC15 |Mean
VGG-16 Backbone
TBPN 22.03 39.75 20.80 42.80 13.94 10.41 6.87 16.54 4.38 23.41 568 23.66 22.13 24.63 14.72|19.45

[40]
R? Net 37.82 4516 26.17 4530 21.81 24.11 14.38 30.92 12.21 18.03 18.66 25.02 29.64 31.95 17.87|26.61
[13]
CSCANet | 36.21 43.88 26.01 43.39 16.81 21.80 15.84 26.65 10.58 27.33 9.05 41.67 32.19 31.01 15.97|26.56
[41]

SFAPNet | 41.48 49.92 31.52 39.95 22.93 26.23 24.23 33.37 13.06 17.21 10.77 27.93 38.58 32.68 19.92|28.65
[43]

ResNet-50 Backbone
TBPN 25.36 41.28 30.67 32.88 16.48 13.48 9.74 27.88 12.52 20.56 11.12 34.31 23.57 40.36 17.98|23.88

[40]
R2 Net |46.87 49.06 30.70 52.86 26.62 24.31 17.25 31.25 13.67 21.73 24.88 46.07 42.29 42.07 21.08|32.71
[13]
CSCANet (45.96 47.83 36.62 57.99 2310 21.27 2345 29.47 11.98 34.28 18.69 59.39 37.45 46.80 20.17|34.32
[41]

Ours 51.45 52.80 35.25 56.10 29.90 28.10 20.55 34.90 16.85 24.35 27.80 49.50 45.60 45.40 23.20|36.12

Table 5. Performance on PASCAL-5 * in terms of mloU and FB-loU. Numbers in bold represent the
best performance.

Backbone Methods 1-shot 5-shot
fold0 foldl fold2 fold3 mean FB-loU |fold0 foldl fold2 fold3 mean FB-loU
ResNet50 PANet [23] 440 575 50.8 44.0 49.1 - 553 67.2 613 532 593 -

PGNet [48] 56.0 66.9 50.6 504 560 699 |57.7 687 529 546 585 705
PFENet [24] 61.7 695 554 563 608 733 |631 707 558 579 619 739
HSNet [26] 643 70.7 603 605 64 76.7 | 703 732 674 671 695 806
CWT [49] 56.3 62.0 599 472 564 - 61.3 685 685 56.6 637 -

CyCTR [34] 657 71.0 595 59.7 64.0 - 69.3 735 638 635 675 -

NTRENet [38] 65.4 723 594 598 642 770 |662 728 617 622 657 784
ABCNet [50] 625 708 572 581 622 741 | 647 730 571 595 636 742

SRPNet [51] 628 69.3 558 581 615 - 643 703 551 605 626 -
QGPLNet [52] 56.95 68.99 60.1 54.98 60.25 - 61.78 70.96 69.56 58.26 65.14 -
DRNet [53] 66.1 688 613 582 636 769 |69.2 739 654 653 685 816
QGNet [54] 634 694 551 584 616 - 647 710 536 616 628 -
Ours 649 69.1 615 617 643 771 | 704 731 681 672 69.6 818

To further validate the generalization capability of DLPANet beyond aerial imagery, we evaluate its
performance on the widely used PASCAL- 5 benchmark for natural images. As shown in Table 5, our
method achieves state-of-the-art performance under the ResNet-50 backbone in both 1-shot and 5-shot
settings.

Specifically, DLPANet attains a mean mloU of 64.3% in the 1-shot setting, outperforming previous best
methods, such as DRNet and NTRENet. More importantly, it achieves the highest FB-loU of 77.1%,
indicating superior foreground-background separation. In the 5-shot setting, our approach further
improves to 69.6% mloU and 81.8% FB-loU, surpassing all competing methods.

These strong results on the PASCAL- 5' dataset demonstrate that the proposed dual-level prototype
alignment via cross-attention is not limited to the unique challenges of remote-sensing imagery. The
consistent superiority across both domains highlights the effectiveness and versatility of our dual cross-
attention mechanism in establishing robust support-query feature correspondences.

4.5 Computational Efficiency Analysis
To demonstrate the practical suitability of DLPANet for deployment in high-resolution remote-sensing
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applications, we evaluate its computational complexity against leading baseline models. Table 6
summarizes the Number of Parameters (#Params in Millions), Computational Complexity (FLOPs in
Giga-FLOPs), Inference Speed (Frames Per Second, FPS) and Mean mloU (%).

As presented in Table 6, DLPANet achieves superior segmentation accuracy (36.12% mloU) while
maintaining remarkable computational efficiency. Specifically, by utilizing single-token prototype
query anchors and lightweight 1 x 1 linear projections rather than dense sequence-to-sequence cross-
attention layers, DL-PANet operates with only 24.72M parameters and 20.5 GFLOPs. Furthermore,
DLPANet achieves an inference rate of 34.2 FPS, outperforming all baseline models in speed and
proving that its performance gains are achieved without imposing prohibitive computational burdens.

Table 6. Computational efficiency comparison under the 1-way 1-shot setting with ResNet-50

backbone.
Method Params (M) ({) FPS (1) FLOPs (G)(|) Mean mloU (%) (1)
PANet 64.31 27.6 24.8 23.13
CANet 69.01 25.3 26.5 21.15
SCL 58.61 31.2 22.3 29.58
PFENet 57.51 33.8 21.7 28.80
DMML 70.31 29.7 24.6 24.31
SDM 76.01 27.3 22.9 25.92
R2 Net 51.76 325 21.3 32.71
GlocalDualNet 60.15 30.8 25.7 34.91
Ours 24.72 34.2 20.5 36.12

4.6 Ablation Study

To rigorously validate the individual contributions of the architectural components within the proposed
framework, an extensive ablation study is conducted. All ablation experiments are evaluated utilizing
the ResNet-50 backbone under the 1-way 1-shot setting on the iSAID-5 ¢ benchmark, unless otherwise
specified. The mean Intersection over Union (mloU) across all three folds is reported to ensure a
comprehensive evaluation.

4.6.1 Effectiveness of the Dual PGSA

To demonstrate the necessity of our dual-pathway feature alignment, the proposed DLPANet is
systematically deconstructed and compared against a defined baseline model.

To ensure a fair and controlled comparison, the baseline architecture utilizes the exact same dual-branch
ResNet-50 feature extractor and 1x1 linear projection heads ( Qe from Blocks 3-4, @y, from Blocks
1-2) as DLPANet. However, it completely omits the proposed Prototype-Guided Spatial Attention
(PGSA) modules. Instead, it extracts support prototypes via standard Masked Average Pooling (MAP)
and computes spatial query alignment using conventional cosine similarity matching, followed by a
standard 1x1 convolution to generate foreground predictions.

As detailed in Table 7, this baseline model achieves a mean mloU of 28.51%. Integrating the semantic
prototype pathway alongside its dedicated PGSA module (PGSAsm significantly enhances the
delineation of object boundaries, raising the performance to 32.40% mloU (Variant A). Conversely,
utilizing only the global prototype pathway with its dedicated attention module (PGSAgion Yields
31.85% mloU (Variant B), demonstrating its effectiveness in capturing broader scene context. The
optimal segmentation accuracy of 36.12% mloU is exclusively attained when both global and semantic
PGSA pathways are fully integrated. This confirms that holistic scene understanding and targeted
semantic alignment function as mutually reinforcing mechanisms.

4.6.2 Analysis of Feature Projection Strategy for Query Branch

To evaluate whether explicitly expanding the spatial receptive field during query projection improves
feature decoupling, we compare our lightweight 1 x 1 convolutional projection against an Atrous Spatial
Pyramid Pooling (ASPP) module with multi-scale dilation rates {1,6,12} applied to the global query
stream.
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Table 7. Ablation study on the core architectural components. PGSAsem and PGSAgiqp denote the
semantic and global PGSA modules, respectively.

Model PGSA,.,, PGSA,,, |Fold-0 Fold-1 Fold-2 Mean mioU
Baseline X X 31.20 20.15 34.18 28.51
Variant A v x 38.65 2340 35.15 32.40
Variant B x v 37.90 22.85 34.80 31.85
Ours v v 45.10 2495 38.30 36.12

As shown in Table 8, replacing the 1 x 1 projection with an ASPP module leads to a performance drop
across all folds, reducing the mean mloU from 36.12% to 34.85%. In remote-sensing imagery, where
objects such as small vehicles, ships and narrow bridges occupy small spatial extents, ASPP's aggressive
multiscale dilation introduces feature over-smoothing and boundary distortion. In contrast, utilizing
linear 1x1 channel projection directly on the multi-stage features extracted from the hierarchical
backbone preserves crisp spatial geometries while allowing the cross-attention mechanism to
dynamically align global and semantic contexts without introducing spatial artifacts.

Table 8. Comparison of different projection strategies for the global query branch.

Projection Strategy | Fold-0 Fold-1 Fold-2 Mean mloU
ASPP Module 43.80 24.10 36.65 34.85
1x1 Conv Projection | 45.10 24.95 38.30 36.12

4.6.3 Analysis of the Loss Function

The choice of loss function plays a crucial role in few-shot remote sensing semantic segmentation due
to the severe class imbalance between small foreground objects (e.g., small vehicles, ships and storage
tanks) and vast background regions. Standard losses often struggle with this imbalance, leading to biased
predictions toward the dominant background class.

Table 9 compares three different optimization strategies. Cross-Entropy (CE) Loss, while simple, tends
to produce overconfident predictions and is highly sensitive to class imbalance. Scale-Aware Focal Loss
improves performance by focusing more on hard examples, yet it still falls short in effectively managing
the extreme foreground-background imbalance common in aerial imagery. In contrast, the proposed
Dice Loss directly optimizes the overlap between predicted and ground-truth masks. By emphasizing
region-level similarity rather than pixel-wise classification, Dice Loss more effectively penalizes false
positives in complex background areas while improving boundary precision. This leads to the best
overall performance of 36.12% mean mloU, demonstrating its superior suitability for high-resolution
remote-sensing scenarios.

Table 9. Effect of different optimization loss functions on segmentation accuracy.

Loss Function Fold-0 Fold-1 Fold-2 Mean mloU
Cross-Entropy (CE) Loss | 42.15 23.10 35.10 33.45
Focal Loss (y = 2) 43.80 24.15 36.45 34.80
Dice Loss (Ours) 4510 2495 38.30 36.12

4.6.4 Impact of the Decoder Architecture

After enriching query features through dual cross-attention, effectively decoding and upsampling these
features into a high-resolution segmentation mask is essential. Table 10 evaluates different decoding
strategies.

A simple 1x1 convolution decoder, which directly projects the concatenated features, yields a relatively
low performance of 34.10% mloU due to its limited capacity to recover spatial details lost during feature
extraction. Replacing it with an Atrous Spatial Pyramid Pooling (ASPP) module improves multi-scale
context modeling, boosting the result to 35.30% mloU. However, our learnable decoder, composed of
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progressive convolutional upsampling layers with skip connections, achieves the highest accuracy of
36.12% mloU. This decoder better restores fine spatial geometries and sharp object boundaries by
gradually refining the feature representations, which proves particularly beneficial for delineating small
and densely packed objects in aerial scenes.

Table 10. Comparison of different decoding strategies for the final mask generation.

Decoder Strategy Fold-0 Fold-1 Fold-2 Mean mloU
Simple Conv (1 x 1) 43.05 2350 35.75 34.10
ASPP Module 4425 2410 37.55 35.30
Learnable Decoder (Ours) | 45.10 2495 38.30 36.12

4.6.5 Multi-shot Fusion Strategy

In the more practical K-shot setting (K > 1), effectively aggregating information from multiple support
images is critical for robust prototype construction. To justify our architectural design choices, we
internally implemented and evaluated two distinct fusion strategies under the 5-shot setting, as presented
in Table 11.

The naive Mean Pooling approach simply averages the prototypes extracted from the five support
samples. While straightforward, this method treats all support images equally and fails to exploit
complementary information across samples, resulting in a lower performance of 38.50% mean mloU (a
baseline ablation result not included in the main comparison table). In contrast, our proposed Attention-
based Fusion strategy routes all support samples through the dual cross-attention modules. This allows
the network to dynamically weigh and integrate the most relevant features from different support
examples according to their spatial and semantic correspondence with the query image. As a result, the
full DLPANet model achieves a substantial improvement of 2.55% in mean mloU (reaching 41.05%, as
reported in Table 2), confirming that adaptive, attention-guided fusion is significantly more effective
than simple averaging for multi-shot scenarios.

Table 11. Ablation study on the impact of multi-shot feature fusion strategies under the 5-shot setting.

Fusion Strategy (5-Shot) Fold-0 Fold-1 Fold-2 Mean mloU (%)
Mean Pooling (Averaging) | 47.90 26.40 41.20 38.50
Attention-based Fusion 50.15 29.40 43.60 41.05

4.6.6 Latent Channel Dimension

To justify our choice of the latent channel dimension d (obtained via the initial 1x1 projection
convolutions and maintained across the PGSA modules), we evaluated performance and parameter
efficiency across d € {32,64,128}. As reported in Table 12, setting d = 32 leads to a notable drop in
segmentation performance (32.40% mean mloU), as a lower-dimensional embedding lacks the capacity
to retain fine-grained spatial and semantic details.

Conversely, increasing d to 128 yields marginal performance gains (36.25% vs. 36.12% mloU) while
substantially increasing the trainable parameter count and memory footprint. Setting d = 64 achieves
an optimal trade-off between representational accuracy and computational efficiency, securing superior
performance with minimal parameter overhead.

Table 12. Ablation study on the latent channel dimension d under the 5-shot setting.

Dimension (d) | Fold-0 Fold-1 Fold-2 Mean mloU (%) | Decoder Parameters (M)
d =32 4120 21.10 34.90 32.40 1.85M
d =64 4510 2495 38.30 36.12 2.42M
d =128 4525 25.10 38.40 36.25 4.18M
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4.7 Visualization

Figure 3 presents qualitative comparisons that highlight the incremental contributions of the proposed
components on the iISAID-5 ¢ benchmark. The baseline model, which relies on standard masked average
pooling and simple feature matching, produces fragmented predictions with severe background
interference and poor boundary delineation - common failure cases in existing few-shot remote-sensing
methods.

query query query query

support query (GT)

(Baseline)  (+ CAgiop) (+ CAgp,y,)  (final model)

Figure 3. One-shot segmentation predictions on the iSAID-5 ¢ benchmark. From left to right: support
image with mask, query image with ground truth, baseline prediction, baseline with CAy,;, only,
baseline with CA,.,, only and the full model combining both modules.

When only the global cross-attention module (CAglob) is added, the model demonstrates a strong
capability in suppressing large-scale background clutter and better capturing the overall scene context,
resulting in cleaner object localization. Conversely, incorporating only the semantic cross-attention
module (CA,., ) significantly improves fine-grained detail preservation and sharpens object boundaries,
effectively reducing boundary overshoot and intra-class confusion between visually similar adjacent
objects.

The full DLPANet model, which integrates both global and semantic streams through dual cross-
attention, achieves the most accurate segmentation. It successfully handles complex challenges that
previous methods struggle with: distinguishing densely packed objects with similar appearances,
maintaining precise boundaries across varying scales and robustly suppressing intricate geographical
background interference. The final predictions closely align with the ground truth, preserving fine spatial
geometries while maintaining contextual coherence. These visual results clearly demonstrate that the
decoupled dual cross-attention mechanism provides superior prototype-query alignment capabilities
unavailable in conventional single-prototype approaches, enabling more reliable few-shot semantic
segmentation in challenging aerial environments.

5. CONCLUSION

In this study, a novel architecture driven by dual PGSA was proposed to address the persistent challenges
of extreme scale variations and dense background interference in few-shot remote-sensing semantic
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segmentation. To overcome the inherent limitations of conventional single-prototype representations,
dual-level representations-specifically, a global prototype and a semantic prototype-were constructed to
simultaneously capture broad scene-level context and preserve fine-grained spatial details. These
prototypes were actively aligned with decoupled query features through specialized cross-attention
modules, which facilitated dynamic feature interaction and ensured refined spatial correspondences.

Extensive evaluations were conducted on the iSAID-5i benchmark, demonstrating that the proposed
framework consistently established new state-of-the-art performance standards across existing
methodologies. Specifically, exceptional mean Intersection over Union scores alongside superior
localization capabilities, as evidenced by the category-agnostic Foreground-Background Intersection
over Union metrics, were achieved under both 1-shot and 5-shot evaluation configurations. The critical
contributions of the core architectural components, including the dual cross-attention pathways, the
integration of the Dice loss function to manage severe class imbalances and the deployment of a
learnable decoder for precise dense mask generation, were strictly validated through rigorous ablation
studies. Ultimately, it is demonstrated by these quantitative findings that comprehensive hierarchical
feature alignment combined with specialized interaction mechanisms significantly enhances the overall
robustness and boundary accuracy of semantic segmentation frameworks operating within complex
aerial domains.
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ABSTRACT

Developing high-quality software products is directly related to the absence of unseen faults. The software fault
prediction (SFP) methods have been considered to reduce the overall testing costs and discover probable faults.
Various machine-learning and deep-learning algorithms have been used to predict faults. However, both deliver
varying results regarding SFP. This research proposes a novel hybrid model (FR-CNN) based on a fine-tuned
fully connected deep neural network, a random forest and a convolutional neural network. Harnessing the
strengths of combining these techniques, the proposed model aims to enhance prediction performance while
reducing overfitting, resulting in a robust framework. We conduct extensive empirical studies to illustrate the
effectiveness of the proposed model in predicting faults on six projects of the BugHunter dataset. The empirical
results demonstrate that FR-CNN achieves competitive fault-prediction performance while requiring lower
computational complexity and training time than recent deep-learning approaches. In particular, it improves the
best previously reported traditional machine-learning result on the BugHunter benchmark by up to 19.95% in F1-
score.

KEYWORDS
Software-fault prediction, Class imbalance, Deep learning, Ensemble learning, Machine learning, Hyper-
parameters.

1. INTRODUCTION

The size and complexity of software in various applications are increasing and software engineers are
tasked with developing high-quality software products. The existence of faults is one of the main issues
that threaten the software quality and reliability [1] [2]. A software fault indicates a defect or deficiency
in the system that leads to the final product's failure [3, 4]. Hidden and unforeseen faults are unavoidable,
as they grow within the proper platform facilitated by modern software [5]. Over 50% of the costs of
software development can be attributed to the detection and elimination of faults, as well as the removal
of adverse consequences resulting from system failures [6].

Software Fault Prediction (SFP) is an approach that estimates the probability of faults in software units
without running and testing the code. This strategy can effectively contribute to the production of higher-
quality software [7]. Anticipating and early elimination of possible faults in different phases of
development provides higher levels of system quality and improves maintenance effort [8]. SFP process
allocates more effort to the most faulty modules and pays attention to diminishing the overall cost of
testing [4], [9].

Various machine learning (ML) algorithms including Logistic Regression (LR) [10], Support Vector
Machine (SVM) [11], K-Nearest Neighbors (KNN) [12], Decision Tree (DT) [13], Genetic Algorithm
(GA) [14], Random Forest (RF) [15], Naive Bayes (NB) [16] and neural network [17], have been studied
and investigated for SFP [12]. Nevertheless, these methods produce varying results in SFP. Deep
learning (DL), as a subfield of ML, in a supervised and unsupervised manner, has achieved
commendable success in various domains, including speech recognition and image processing [18]. DL
is a proper approach to dealing with complex problems [19], demonstrating exemplary performance
across both large and small datasets [20]. The DL model automatically extracts essential information
using the features in the known project and after learning knowledge from them, it is used to predict
faults in the unknown project. This approach affects the fault-prediction process. Convolution Neural
Network (CNN) is a popular architecture of neural networks in SFP, capable of acquiring semantic
features from software metrics [18].

Recent studies have further demonstrated that hybrid deep-learning architectures have become one of
the most promising directions for software-fault prediction. Abdu et al. [21] proposed a hybrid deep-
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learning framework that fuses semantic and traditional software features to improve defect prediction
performance. Kaliraj et al. [22] introduced a dynamic classification framework for software-fault
prediction that improves prediction robustness through adaptive classification strategies. More recently,
Fei et al. [23] presented a multivariate heterogeneous hybrid deep-learning architecture that combines
multiple complementary learning mechanisms for software-defect prediction, while Malhotra and Singh
[24] proposed a dual-attention hierarchical BiGRU architecture that enhances software-defect prediction
through hierarchical feature learning and attention mechanisms. These recent developments indicate that
integrating complementary machine-learning and deep-learning models is becoming an increasingly
effective strategy for improving software-fault prediction performance, which strongly motivates the
proposed FR-CNN architecture.

The efficiency of the SFP on ML and DL techniques is also influenced by different fault datasets. The
majority of well-known datasets for SFP, such as PROMISE [25] and NASA MDP [26], have relatively
small sizes. Neural networks, particularly deep neural networks, are data-hungry models that their
ability to learn increases with a larger amount of training data [27]. In this research, the BugHunter
dataset [28], a recently introduced fault dataset comprising a sufficient number of data instances, has
been used to satisfy the data requirements of DL-based models. This dataset consists of 15 popular open-
source Java projects widely used by software engineers.

Although BugHunter is a recently introduced large-scale software fault-prediction dataset that provides
a valuable benchmark for evaluating software fault-prediction models, its adoption in the literature
remains relatively limited compared with widely used benchmark datasets, such as PROMISE and
NASA. Existing approaches primarily rely on individual machine-learning models, conventional
ensemble techniques or standalone deep-learning architectures, each of which has inherent limitations
in exploiting complementary feature representations. Consequently, comprehensive evaluations of
advanced hierarchical hybrid machine-learning and deep-learning models for method-level software
fault prediction on the BugHunter dataset remain scarce. Motivated by recent advances in machine
learning and deep learning, together with the availability of the large-scale BugHunter dataset, this study
investigates whether a hierarchical hybrid architecture can improve software-fault prediction
performance. Accordingly, we propose the FR-CNN model, which integrates a fine-tuned FC-DNN,
Random Forest and a CNN meta-learner to exploit the complementary strengths of machine learning
and deep learning for method-level software-fault prediction on six selected BugHunter projects.

The objective of this study is to develop and evaluate the proposed FR-CNN model for method-level
software-fault prediction on six selected BugHunter projects and to compare its performance with the
developed traditional machine-learning baseline models and the implemented recent state-of-the-art
approaches under identical experimental conditions. The main contributions of this paper are as follows:

e We apply the random over-sampling technique on the BugHunter dataset to address the class-
imbalance issue and enhance the training accuracy on both fault classes.

e We propose a new Fully Connected Deep Neural Network (FC-DNN) structure for predicting faults
in six projects of the BugHunter dataset. We construct and evaluate multiple architectures for each
project, investigating the effect of diverse hyper-parameters on improving the model performance
until we achieve the optimal one.

e We propose the FR-CNN, a novel hierarchical hybrid model that combines a fine-tuned FC-DNN
and the best-performing ML algorithm (Random Forest) using a CNN-based meta-learner. We
further investigate the influence of kernel size, batch size and number of filters on the model
performance.

e The proposed FR-CNN overcomes the limitations of existing CNN-based, ensemble-learning and
hybrid software fault-prediction approaches through two key architectural innovations: (a) a
hierarchical stacking architecture in which a fine-tuned FC-DNN and Random Forest (RF) serve as
complementary base learners—each model learns different patterns from the software metrics and
our feature importance analysis (Sub-section 4.6.2) confirms that they focus on diverse aspects of
the feature space; and (b) a one-dimensional CNN as the meta-learner, enabling the learning of a
combination rule over the base-learner outputs. An ablation study (Sub-section 4.6.7) shows that
this learned combination outperforms parameter-free averaging on average across the six projects
and that the CNN performs comparably to alternative learnable meta-classifiers (DNN, Logistic
Regression) while remaining substantially more lightweight than the base-learner networks that it
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combines. To the best of our knowledge, this specific FR-CNN hierarchical combination has not
previously been investigated for
method-level software-fault prediction on the BugHunter dataset.

o We conduct comprehensive empirical studies by comparing the proposed FR-CNN with seven
traditional machine-learning models and five recent state-of-the-art approaches using prediction
performance, training time, testing time and model complexity. The results demonstrate that FR-
CNN achieves competitive prediction performance while providing a favorable balance between
computational efficiency, model complexity and training stability.

The paper proceeds as follows: Section 2 reviews previous works and contains the activities carried out
in the SFP. Section 3 presents the proposed method. Section 4 pertains to the results and addresses the
research questions. Section 5 deals with threats to validity of the proposed approach. Section 6 provides
conclusions and describes future work.

2. RELATED WORKS

Numerous studies are available in the literature to classify software components as faulty or non-faulty,
leveraging different techniques. These techniques were applied to various datasets at different
granularity levels. Kumar et al. [8] collected and categorized various ML techniques, including NB,
Decision Tree Regression and LR, for predicting fault with several performance evaluation measures.
French et al. [28] developed a novel dataset called "BugHunter" to predict software faults using 11
traditional ML techniques from the Weka library, including RandomForest, J48, RandomTree,
DecisionTable, SimpleLogistic and Logistic algorithms. Among the results presented for this dataset,
the best F-measure at the method level was 75.73%, obtained by the RF algorithm for the ANTLR v4
project.

Cynthia et al. [29] developed a Feature Transformation for Improved Software Bug Detection Models
that utilize a genetic algorithm to find the weighted transformation of the extracted features and identify
buggy and non-buggy classes using ML models. They've reported their findings at the Class granularity
and applied the undersampling technique to balance the dataset. They concluded that their proposed
method can effectively separate bug data from non-bug data in the low-dimensional space of the
transformed features.

Reference [30] introduced the Static Execute After (SEA)-based metrics instead of traditional software
metrics to predict software faults at the method level of the BugHunter dataset. We will compare our
proposed method with this model to understand how well our approach predict faulty methods. This
research utilized random under-sampling to address the imbalance of two bug classes. The experimental
results on the most frequently ML algorithms illustrated that the proposed SEA metrics are even suitable
to predict future bugs of the project independently, if sufficient learning data is available.

So far, several studies have been carried out for SFP using ensemble learning-based techniques [31] [32]
[33] [34]. These techniques are utilized to surpass the accuracy threshold of individual learners and
increase the model's global predictive performance [35] [36]. According to [15], EL models, which are
created by combining multiple ML classifiers, perform significantly better than individual classifiers
such as decision trees, naive Bayes or a multilayer perceptron for the fault prediction. Laradji et al. [37]
formed a software fault-prediction method using the Average Probability Ensemble learning (APE)
module with seven basic classifiers to predict faulty components.

Wang et al. [38] presented a Multiple Kernel ensemble-learning (MKEL) approach using EL,
considering a multiple kernel classifier to improve software module classification and prediction power
with faults. The experimental results showed the effectiveness of the proposed model on 12 NASA
datasets. Pandey et al. [39] proposed an effective BPDET model for SFP using EL and deep
representation techniques. The proposed approach was carried out in two phases, one was DL and the
other was two layers of EL (TEL). The results of experiments on 12 public NASA datasets showed that
BPDET is stable and the combination of deep representation and EL is more efficient and effective than
the base methods and other traditional methods.

Although conventional ensemble-learning methods have demonstrated significant improvements over
individual classifiers, recent research has shifted toward hybrid deep-learning frameworks that combine
complementary feature representations. Abdu et al. [21] integrated semantic and traditional software
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metrics using a hybrid deep-learning architecture and demonstrated that feature fusion significantly
improves software-defect prediction. Likewise, Kaliraj et al. [22] proposed a holistic software fault-
prediction framework incorporating dynamic classification mechanisms to improve prediction
robustness. These studies indicate that combining different learning paradigms provides more
informative feature representations than relying on a single prediction model.

DL techniques using convolutional layers, multilayer perceptron and Long Short-Term Memory
(LSTM) automatically extract semantic features of the dataset [40]. Thus, these techniques create potent
models that perform significantly in diverse domains, such as natural-language processing, computer
vision and speech recognition. Reference [41] used the DL technique for fault prediction and presented
the Seml framework. In this technique, the long short-term memory model performed fault prediction
by automatically learning the semantic information of programs. The evaluation results on 13 Java open-
source projects showed that the proposed model performs more promisingly compared to the state-of-
the-art fault-prediction approaches. Alenezi et al. [42] employed character n-gram embedding with deep
learning to improve source-code representation for software-vulnerability detection, achieving better
prediction performance than previous approaches.

The latest research continues this trend. Fei et al. [23] proposed a multivariate heterogeneous hybrid
deep-learning model that combines multiple deep-learning components for software-defect prediction,
demonstrating improved prediction accuracy on complex software projects. Similarly, Malhotra and
Singh [24] developed a dual-attention hierarchical gated BiGRU architecture that improves software
defect prediction through hierarchical recurrent feature learning and attention mechanisms. Samal [43]
proposed a hybrid optimization-based fault-prediction approach integrating particle-swarm optimization
with fuzzy time series modeling. Collectively, these studies demonstrate that hybrid architectures
capable of learning complementary representations have become one of the dominant research
directions in software fault prediction.

In our research, we aim to combine these techniques to harness the advantages of ML and DL approaches
while leveraging the strength of the ensemble model.
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Figure 1. Overall workflow of the proposed hierarchical FR-CNN framework, illustrating the pre-
processing stage, the FC-DNN and RF base learners and the CNN meta-learner for software-fault
prediction.
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3. PROPOSED APPROACH

This section introduces the proposed FC-DNN and FR-CNN models. The framework's overview is
shown in Figure 1. To predict the number of faults at the method level of six Java projects from the
BugHunter dataset, we employ the following steps. First, we conduct the pre-processing by choosing
six datasets with various fault percentages, selecting and normalizing software metrics and addressing
the class-imbalance problem. Second, we design multiple architectures for fault-prediction models using
a DL structure and fine-tune them.

We also train various ML classifiers to be utilized in our hybrid model. Then, we develop an FR-CNN
hybrid model by combining the optimized deep neural network and the best-performing ML model and
feed them into a CNN structure. Our proposed approach includes two key phases: Data Pre-processing
and Model Building.

3.1 Data Pre-processing

Preprocessing the dataset using different techniques improved the effectiveness of the model for
learning [44]. To accomplish this task while strictly preventing data leakage, we applied a carefully
ordered sequence of preprocessing steps. All data transformations and oversampling were performed
using parameters learned exclusively from the training data after the train-test split, with the test data
being transformed using the same parameters (e.g., min-max scaling), but never used to fit any
transformations or oversampling, ensuring unbiased performance evaluation. The complete pre-
processing workflow is as follows:

3.1.1 Feature Selection

The selected dataset contains a set of software metrics that describe information about each instance to
predict the fault class at the method level. However, some of the included software metrics within the
dataset, such as the 'Hash', 'LongName' and 'Migration14 Rules' metrics, do not possess sufficient value
as reliable indicators for predicting faults [45]. Therefore, these metrics should be excluded, so that the
selected metrics represent the original ones [46]. Additionally, we removed constant features (those with
identical minimum and maximum values), as they provide no discriminative information. If the
corresponding project at the method level is indicated by M and the fault class is denoted by Y, then the
fault-prediction issue can be modeled according to Equation (1):

Y =f(M) M)

Some software metrics may have data with different scales, redundant features or useless information
for prediction, which require pre-processing. Equation (2) shows the chosen features, where the M
project being represented as a set of sm, with each sy denoting a software metric.

M =<smq, sm,, ..., sm,> 2
3.1.2 Null-value Verification

We verified that the dataset contains no null values to ensure data integrity before proceeding with
further pre-processing steps.

3.1.3 Train-Test Split

To prevent data leakage, we first split the dataset into training and test sets using
train_test_split from sklearn with a test size of 0.2. This ensures that the test data remains completely
isolated and is never used for learning any transformations or model parameters throughout all
subsequent pre-processing and model-building stages.

3.1.4 Binary Classification of the Output Class

In the selected dataset, the "Number of Bugs™ software metric is considered as the label and exhibits a
maximum of seven classes, which determine the count of faults within the output class. During the phase
of prediction, the classification of the output class is considered as the presence or absence of faults for
each individual sample. Hence, it is necessary to convert the label from the multi-class classification
mode to the binary class classification. Therefore, instances characterized by the class label of 0 reflect
the absence of faults, while instances associated with class labels ranging from 1 to 6 indicate the
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presence of faults. Based on this, all labels have been modified to either 0 or 1. This conversion was
applied to both training and test sets separately using the same mapping rule.

3.1.5 Data Normalization

Some ML techniques perform better on numerical datasets that have been scaled in a specific range. We
performed the metric normalization on the dataset to ensure a fair balance in the range of data and
equalize the effect of all dimensions. To achieve this, we applied the min-max scaler exclusively to all
metrics of the training data, excluding the label. The same scaler fitted on the training data was then
used to transform the test data. This was done using Equation (3), which rescaled the values of each
software metric to a new range of 0 to 1.

Normalization (sm;) = (sm; —min (sm)) / (max (sm) — min (sm)) 3

where sm; indicates the corresponding software metric before applying normalization, max (sm) and
min (sm) indicate the maximum and minimum values of sm; and Normalization (sm;) indicates the
normalized values of sm;. After normalization, the method M is defined according to Equation (4),
which includes the set of sm; software metrics.

M = <smj,smj, ..., smpy> 4)
3.1.6 Addressing the Imbalance Issue

Unbalanced classes of the dataset reduce the classifier performance for the minority class. To overcome
this, oversampling and undersampling techniques are applied to change the data space [47]. These
techniques use strategies that either increase the instances of the minority class or reduce the instances
of the majority class [48] to advance the final efficiency of the model [49]. In this article, the Random
Over Sampling (ROS) technique was applied exclusively on the training instances to handle the
imbalance distribution of the class labels, prevent the model from bias and enhance the performance of
the learning process. The test data was not oversampled to maintain its original distribution and provide
a realistic evaluation of model performance. Figure 2 and Figure 3 illustrate the count of two class
instances in the BroadleafCommerce project, depicting the dataset's state prior to and following the
usage of ROS on the training data. First, the number of instances was 826 for class 1 and 2941 for class
0. After applying ROS, the count of two class instances became equal.
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Figure 2. Class distribution of the BroadleafCommerce training data before applying Random
oversampling (ROS), illustrating the original class imbalance.

3000

2500

2000

1500

1000

500

0

Number of Bugs
Figure 3. Class distribution of the BroadleafCommerce training data after applying Random
oversampling (ROS), showing the balanced class distribution used for training.
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It is important to emphasize that this sequential pre-processing workflow strictly prevents data leakage:
the train-test split is performed before any transformations, the min-max scaler is fitted only on the
training data and then applied to transform the train and test data and oversampling is applied exclusively
to the training data. Consequently, no information from the test data is used during pre-processing or
model training, ensuring an unbiased evaluation of model performance.

3.2 Model Building
3.2.1 Building the FC-DNN

The proposed FC-DNN, depicted in Figure 4, is built by a structure of dense and dropout layers. This
fully connected feedforward deep neural network has an input layer, an output layer and between 1 and
4 hidden layers. There is a dropout layer after each layer except the last layer that prevents the model
from overfitting by randomly dropping out the incoming and outgoing connections of units [50]. This
regularization technique, combined with early stopping during training of the FR-CNN model, ensures
robust generalization performance, as evidenced by the training and validation loss curves presented in
Sub-section 4.6.4.

The model input is fixed according to the number of software metrics for each project which falls within
the range of 56 to 59.

input layer hidden layer hidden layer  hidden layer output layer Y
4 ] T 1Wsm;z
M W smy
smp ] —
software metrics  Dataset W smy,
instanﬁ smy sm2 .. smp smy : ? .
1 sm3 = ; >< - . - Fault
2 smy = 3 e ; S E " ||output class
. ‘ u
\ smp am i X
each instance of dataset u—\ __/
consist of software metries . L= - .

Figure 4. Architecture of the proposed FC-DNN base learner used for software-fault prediction.

The network output is considered in binary mode, with one neuron in the last layer. The model adjusts
its weights using the optimizer function to reduce the error in the backpropagation stage [19]. The
weights of layers are represented using Wy, Wem,, Wem,, ..., Wsm  in Figure 4. In the Result Section,
we will conduct many experiments to design prediction models on each project, modify their parameters
and record the best results. The impact of modifying parameters has an essential role in prediction
performance [50]. The number of layers is a critical criterion in the architecture of the artificial neural
networks and can influence the performance of the models [51]. We will modify and evaluate various
hyper-parameters, different numbers of layers and activation functions to obtain the optimal design of
the network and more accurate prediction models. Tuning the model hyper-parameters has been carried
out by manipulating the number of epochs, batch sizes, dropout rates and optimizer functions until we
reach satisfactory results. We will use three optimizer functions, Adam (Adaptive Moment Estimation),
AdaGrad (Adaptive Gradients) and SGD (Stochastic Gradient Descent). We will utilize the Sigmoid
activation function for the last layer of the network and test the ReLU, Tanh and Swish activation
functions for other layers to choose the most suitable ones.

3.2.2 Building the FR-CNN Hybrid Model

In this Sub-section, the FR-CNN hybrid model is presented to improve the fault-prediction model's
performance. The structure of the FR-CNN is depicted in Figure 1. This model is constructed by
combining the FC-DNN, which is optimized with hyper-parameters and the RF, which is identified as
the best-performing ML algorithm. Subsequently, a single meta-learner based on CNN is employed,
comprising a convolutional layer, a flatten layer and a dense layer, serving as the final model. This
model extracts semantic features from the combined features of both base models and determines the
fault class for the entire hybrid model. To build the effective FR-CNN, we analyzed various
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combinations of models. For instance, we investigated the potential of combining one or more ML
classifiers with an FC-DNN serving as the base models, along with an ML, an FC-DNN or an CNN as
a meta-learner. Through our evaluations, we found that the most effective approach for detecting
software faults was achieved by combining an FC-DNN with an RF and putting a CNN at the end of it.
Among various ML models that we established, the standalone RF exhibited superior performance in
the hybrid model. To leverage its strengths, we combined it with a FC-DNN model as the base models.
By combining these two models of different natures and distinct characteristics, we aimed to cover some
of their individual weaknesses and enhance overall performance. In the proposed FR-CNN, the RF is
constructed by aggregating the result of 50 decision trees. Given the existence of numerous outliers in
the dataset under investigation, it is advantageous to adopt a clustering-oriented perspective during data
analysis. Through the process of partitioning data among the decision trees and enabling independent
decision-making by each tree, the RF algorithm exhibits a clustering-like behavior. Moreover, RF stands
out as a robust EL-based algorithm that has an outlier-detection mechanism [52]. Additionally, we
incorporated a fully connected DL-based algorithm into our methodology, leveraging its capability to
automatically learn and capture distinguishing features and discriminative characteristics in the dataset.
The utilization of this type of model has the potential for contributing towards the advancement of more
accurate fault-prediction models [53]. In the Result Section, we will demonstrate the effectiveness of
the presented FR-CNN on the BugHunter dataset. We also investigate the effect of different kernel sizes,
batch sizes and numbers of filters on the performance of the FR-CNN. The workflow illustrated in
Figure 1 and summarized in Algorithm 1 is mathematically formulated in Equations (5)—(8).
Specifically, the formulation describes how the FC-DNN and Random Forest (RF) base learners
generate prediction probabilities that are concatenated into meta-features and subsequently processed
by the CNN  meta-learner to produce the final  software-fault  prediction.
Let x;€ R4 denote the feature vector of the i-th sample, where d is the number of software metrics after
feature selection and i = 1,2,..., N, with N representing the total number of samples. Let fpnn(-),
frr(:) and feyn (+) denote the trained FC-DNN, Random Forest and CNN models, respectively.

The FC-DNN estimates the probability that the i-th sample belongs to the faulty class as:

PP = fonn (%), p?™ € [0,1], ®)
where, pPMV is the probability assigned by the FC-DNN to the faulty class.
The Random Forest predicts the probabilities of both classes as:

P = [, p{ ] = far (), (6)
where, p: and p;

; ; represent the predicted probabilities of the non-faulty and faulty classes,
respectively, predicted by the Random Forest.

(RF,0) (RF,1)

The outputs of the two base learners are concatenated to construct the meta-feature vector

z=[p?"" , pf 1, ©)

where, z;€ R3 is the meta-feature vector, consisting of one probability generated by the FC-DNN and
two class probabilities generated by the Random Forest and [-] denotes the vector concatenation
operator.

The meta-feature vector is then provided as the input to the CNN meta-learner, which produces the
final fault prediction according to o

3i = fenn (20, yi € [0.1], (8)

where, §; denotes the final predicted probability that the i-th sample is faulty. A decision threshold of
0.5 is subsequently applied to assign the sample to either the faulty or non-faulty class.

Accordingly, for each software module, the FC-DNN predicts the probability of the faulty class, whereas
the Random Forest estimates the probabilities of both classes. These three probability values are
concatenated to form the meta-feature vector, which serves as the input to the CNN meta-learner. The
CNN extracts higher-level interactions among these complementary predictions through its
convolutional operation and produces the final software-fault prediction.

Algorithm 1 summarizes the complete workflow of the proposed FR-CNN stacking architecture. First,
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the FC-DNN and Random Forest are independently trained using the same pre-processed training data.
Their probability outputs are concatenated to construct the meta-feature representation, which is
subsequently used to train the CNN meta-learner. During testing, the same sequence of operations is
applied to unseen samples to generate the final fault prediction.

Algorithm 1. Pseudocode of the proposed FR-CNN stacking architecture

Input:
Preprocessed training set (Xt,4ins> Yirain )
Preprocessed test set X;,;

Output:
Predicted labels ¥

/* Train base learners */
1  Train FC-DNN using (X;,4ins Yirain)
2  Train Random Forest using (X qin> Yirain)
/* Construct meta-features for training */
3 Ppnn,,,, ¢ FC-DNN.predict (Xpasi) > Probability of the faulty class
4 PRy, < RF.predict_proba (X i) > Probabilities of both classes

5 Ziuin < Concatenate (PpNn,,,,, » PrE,,.;, )

/* Train meta-learner */

6 Train CNN using (Z,4in> Yirain)
/* Predict on unseen instances */
7 Ppnn,,, < FC-DNN.predict (Xes)
8 Pgg,, < RF.predict_proba (X,.)
9 Z;st < Concatenate (PpNn,,,, > PRF,,.; )
10 Y < CNN.predict (Z.)

11 Return Y

4. EVALUATION OF RESULTS

This Section presents a comprehensive evaluation of the proposed approach. It describes the dataset,
software metrics, performance evaluation measures and implementation details. It also discusses the
research questions, experimental results and corresponding findings.

4.1 Dataset

We have used the BugHunter, a new and reliable fault dataset collected by Ferenc R. et al. [28]. This
dataset was created automatically using the OpenStaticAnalyzer tool and is publicly available. The
BugHunter dataset assigns source code metrics to the code elements and it encompasses a larger amount
of data compared to previous fault-prediction datasets. It includes a selection of 15 Java projects sourced
from the GitHub repository, all of which are open source in nature. The projects of this dataset are the
most common software, such as BroadleafCommerce, orientDB and Netty. BugHunter includes many
instances at the method, class and file levels and contains four filters in addition to a basic and unfiltered
case. Since the best-obtained results on this dataset were reported using the subtract filter, we selected
the subtract-filter instances for six projects at the method level in our experiments and compared our
results with the best-reported results in reference [28]. Every project in the BugHunter dataset includes
75 software metrics at the method level, which have been reduced after pre-processing step. Table 1
illustrates the dataset description for each project before and after the pre-processing. It also shows
information about the quantity of software metrics, the imbalance ratio and the overall count of
instances.
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Tablel. Description of the BugHunter projects before and after pre-processing (prep.).

Name of the project Total # # of #ofnon- | Faulty Imb. # of Total # of # of # of non-
in the BugHunter of faulty faulty ratio ratio | software | instances faulty faulty
instances | instances | instances (%) metrics after instances | instances
before before before after prep. after after
prep. prep. prep. prep. prep. prep.
Netty 11171 2434 8737 21/78 3/58 57 16207 7470 8737
Neo4j 7030 1841 5189 26/18 3/14 57 9704 4515 5189
OrientDB 9445 2589 6856 27/41 2/64 59 12911 6055 6856
BroadleafCommerce 4709 1025 3684 21/76 3/59 59 6824 3140 3684
Ceylon-IDE-Eclipse 2087 508 1579 24/34 3/10 56 2972 1393 1579
MapDB 1456 480 976 32/96 2/03 57 1842 866 976

4.2 Software Metrics

The software metrics presented in the BugHunter dataset consist of static source-code metrics, code-
smell metrics and code-clone metrics. Among 29 object-oriented metrics used at the method level of
this dataset, for shortness, we listed some of them in Table 2. Table 3 presents the code-duplication
metrics or basic clone-related metrics at the method level of the BugHunter.

4.3 Performance Evaluation Measures

To assess the results and compare the performance of the fault-prediction models, we employed
measures including Accuracy, Precision, Recall and F1-score, Matthews Correlation Coefficient
(MCC), Area Under the Receiver Operating Characteristic Curve (AUC-ROC), Area Under the
Precision—Recall Curve (AUC-PR), Balanced Accuracy and G-Mean. Accuracy shows the proximity
between an observed value and the true value, the proportion of the total count of correct predictions.
Precision measures the degree of related results and recall measures how many related results are correct.
F1-score represents a harmonic average between the precision and recall of a particular class. MCC
provides a balanced evaluation by considering all four elements of the confusion matrix, making it
particularly suitable for imbalanced datasets. AUC-ROC measures the model's ability to discriminate
between defective and non-defective modules across different decision thresholds, while AUC-PR
summarizes the trade-off between Precision and Recall. Balanced Accuracy computes the average of
sensitivity and specificity and G-Mean evaluates the geometric mean of sensitivity and specificity,
encouraging balanced-classification performance. These measures are defined as follows:

TP+ TN
Accuracy = TPTFP T FNTTN x 100 (€)]
. TP
Precision = TP T FP x 100 (10)
TP

Recall = TP-{-—F]V x 100 (11)

Precision X Recall
Fl-score = 2 X (12)

Precision + Recall
TP XTN —FP X FN

MCC = (13)
\/(TP + FP)(TP + FN)(TN + FP)(TN + FN)
Sensitivity + Specificit
Balanced Accuracy = 4 > pecificity (14)
where,
S itivity = TP S ificity = N
ensitivi y_TP+FN , peci 1Cly_TN+FP

G — Mean = \/Sensitivity X Specificity (15)

The AUC-ROC and AUC-PR metrics are threshold-independent measures computed from the Receiver
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Operating Characteristic (ROC) curve and the Precision—Recall (PR) curve, respectively. Higher values
indicate better discrimination capability, with a value of 1 representing perfect classification.

where TP is used to represent True Positives, FP signifies False Positives, FN denotes False Negatives
and TN represents True Negatives.

In addition to the prediction performance metrics, we also evaluate the computational efficiency of the
proposed framework using training time and testing time. Training time is defined as the total time
required to fit a model using the training dataset, whereas testing time represents the total time required
to generate predictions for the testing dataset. These measurements provide an indication of the
computational cost and practical applicability of the evaluated models.

Table2. Object-oriented features in the Bughunter dataset [28].

Abbreviation Full name
CLOC Comment Lines of Code
LOC Lines of Code
LLOC Logical Lines of Code
NL Nesting Level
NLE Nesting Level Else-1f
NIl Number of Incoming Invocations
NOI Number of Outgoing Invocations
CD Comment Density
DLOC Documentation Lines of Code
TCD Total Comment Density
NOS Number of Statements

Table3. Basic clone-related features in the Bughunter dataset [28].

Abbreviation Full name
CcC Clone Coverage
CCL Clone Classes
CCO Clone Complexity
Cl Clone Instances
CLC Clone Line Coverage
CLLC Clone Lines of Code
LDC Lines of Duplicated Code
LLDC Logical Lines of Duplicated Code

4.4 Implementation Details

This Sub-section pertains to the implementation details required for the experiments; we will specify
the execution environment and set the parameter settings for both the presented model and the
established baseline models. We initially divided each dataset into 80% training data and 20%
independent test data during the pre-processing stage. We emphasize that the train-test split was
performed before any data normalization or oversampling to prevent data leakage. Subsequently, during
the model-training phase, 20% of the training data was reserved as a validation set to monitor model
performance, tune hyper-parameters and prevent overfitting. Consequently, the effective data partition
consisted of approximately 64% training, 16% validation and 20% test data. The validation set was
derived exclusively from the training data and remained completely independent of the final test set,
further minimizing any potential data leakage. For designing the FC-NN models, 3 to 6 layers were
tested and evaluated. The Relu, Tanh and Swish activation functions were used for all layers except the
last layer. For the output layer, however, the Sigmoid activation function was utilized. To train the FC-
DNN, we used Adam, Adagrad and SGD optimizer functions. The learning rate employed for these
optimizers was set to 0.001 and the binary cross entropy was adopted as the loss function. We tested the
epochs from 1000 to 20000 to determine the appropriate epoch for network convergence. Different batch
sizes from 10 to 14000 have been considered and different dropout rates have been investigated from
0.1 to 0.6 by increments of 0.1. In CNN, we tested the number of filters with values of 2, 4, 8, 15 and
32 and evaluated the length of each filter from 1 to 3. Additionally, we used the batch size values of 32,
64 and 128. The proposed method was implemented using TensorFlow 2.7, Keras 2.7 and Python 3.7.
The Pandas, Numpy and Scikitlearn libraries were used in this work. In addition, the Matplotlib and
Imblearn libraries were used for visualization and addressing the class-imbalance problem, respectively.
Many experiments have been conducted using GPU and CPU. System-processor specifications include
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an Intel(R) Core(TM) i7-8550U CPU @ 1.80GHz.

For reproducibility, the CNN meta-learner of the proposed FR-CNN model employed a fixed
architecture across all six projects to ensure a consistent stacking strategy. It consists of a one-
dimensional convolutional layer with 8 filters (kernel size = 1) and ReLU activation, followed by a
Flatten layer and a single-node output layer with a Sigmoid activation function. The model was trained
using the Adam optimizer with binary cross-entropy loss for up to 100 epochs and a batch size of 64.
Early stopping with a patience of 40 epochs based on the validation F1-score was applied to mitigate
overfitting. To assess the effectiveness of the proposed model, we compared it with established ML and
state-of-the-art baseline models (sub-sections 4.6.3 and 4.6.4). To ensure a fair comparison, all baseline
models were implemented and evaluated under the same experimental conditions as the proposed
method, including the same datasets, pre-processing pipeline, train-validation-test partitioning strategy,
evaluation metrics and execution environment. The parameter settings for each baseline model are
summarized below.

e The implementation of the traditional ML baseline models involved configuring them with default
parameter values, utilizing the scikit-learn library.

e CBIL [54] includes an embedding layer with a dimension of 30, followed by a CNN layer with 20
filters, where each filter has a length of 10. Then, there is a max pooling layer, a BiLSTM layer with
32 LSTM units and a dense layer with the Sigmoid activation function. The tanh activation is used
in both CNN and BiLSTM layers.

e The DL-based model [53] consists of 4 layers. The first layer has 20 nodes with tanh activation and
the kernel initializer is uniform. The two hidden layers consist of 10 and 6 nodes, respectively, by
using the relu activation. The output layer has a single node and the kernel initializer in the last three
layers is normal.

e In1D-CNN [18], 64 filters with a kernel size of 1 are chosen in each of two convolutional 1D layers.
One max pooling layer with a pool size of 1 and two dense layers with activation ReLU and Sigmoid
(last dense layer) were also used.

e The MLPs [50] consist of five layers, an input layer and three hidden layers employing the ReLU
activation, as well as an output layer employing the Sigmoid activation. Following each of the first
four layers, a dropout layer using the rate of 0.2 is included.

4.5 Research Questions

In evaluating the effectiveness of the presented model, the following research questions were
formulated.

RQ1: Does tuning the FC-DNN and FR-CNN hyper-parameters increase the performance?

RQ2: Does proposed FR-CNN hybrid model achieve better performance compared to the individual
learners?

RQ3: How effective is the proposed model in improving the prediction performance compared to the
ML baseline models and the existing performance on the BugHunter dataset?

RQ4: Does proposed FR-CNN achieve better performance compared to the state-of-the-art models
across all given projects in the BugHunter dataset?

RQ5: How does the proposed model compare with traditional machine-learning and state-of-the-art
deep-learning approaches in terms of prediction performance, computational efficiency and model
complexity on the BugHunter dataset?

RQ6: Does the proposed FR-CNN provide statistically significant improvements over existing software
fault-prediction approaches?

RQ7: Does the proposed FR-CNN achieve an effective balance between prediction performance and
computational efficiency while demonstrating the contribution of each architectural component?
4.6 Results and Discussion

The results of the proposed FC-DNN and FR-CNN models, along with the answers to RQ1 - RQ4, have
been presented and discussed in the following sub-sections.
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4.6.1 RQ1: Effect of Tuning the Hyper-parameters
To address the first research question, we present the experiments in subsections A and B.

A. Hyper-parameter Tuning Process for FC-DNN

To systematically evaluate the impact of hyper-parameter tuning on the performance of the proposed
FC-DNN, we employed a comprehensive grid search strategy across a wide range of hyper-parameter
configurations. The tuning process was conducted independently for each of the six projects.

Search Strategy and Parameter Ranges: We began with a base architecture and iteratively
manipulated individual hyper-parameters while keeping others constant. Once the optimal value for a
given hyper-parameter was identified, it was fixed and the tuning cycle was repeated for the next hyper-
parameter. This iterative refinement process ensured that each hyper-parameter converged to its optimal
value. The parameter ranges explored were as follows: humber of epochs from 1,000 to 20,000 (with
increments of 500-1000); batch size from 10 to 14,000 (with smaller increments for smaller batch sizes
and larger steps for larger batch sizes); dropout rate from 0.1 to 0.6 (in increments of 0.1); number of
hidden layers from 3 to 6; activation functions including ReLU, Tanh and Swish for hidden layers (with
Sigmoid fixed for the output layer); and optimizer functions including Adam, Adagrad and SGD. This
exhaustive exploration resulted in over 200 distinct experimental configurations being evaluated across
all projects.

Validation Procedure and Selection Criteria: During the hyper-parameter tuning phase, a fixed
validation split of 20% from the training data was employed to monitor training progress and prevent
overfitting. For each hyperparameter configuration, the model was trained on the training sub-set and
evaluated on the validation sub-set, with Accuracy and F1-score considered as the primary evaluation
metrics. The final selected model was subsequently evaluated once on the independent test set. Table 4
summarizes the performance of the FC-DNN models obtained using the optimal hyper-parameter
configurations for each project in terms of Accuracy, Precision, Recall and F1-score. These results
demonstrate that different hyper-parameter configurations yield different prediction performances for
the proposed FC-DNN model across the six BugHunter projects.

B. Hyper-parameter Tuning for FR-CNN Meta-learner

For the FR-CNN hybrid model, we investigated the impact of three key hyper-parameters of the CNN
meta-learner: the number of filters (ranging from 2 to 32), kernel size (ranging from 1 to 3) and batch
size (ranging from 32 to 128). Similar to the FC-DNN tuning process, we evaluated each configuration
using the same data split and performance metrics. The tuning was performed by modifying one hyper-
parameter at a time while keeping others fixed until reaching the highest performance. The average
performance in terms of accuracy and F1-score was calculated and visualized on bar graphs (Figures 5-
7). The results indicate that variations in these parameters do not yield significant performance
enhancement, suggesting that the FR-CNN is relatively robust to these hyper-parameter choices.
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Figure 5. Effect of the number of CNN filters on the average Accuracy and F1-score of the proposed
FR-CNN.
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Figure 6. Effect of CNN kernel size on the average Accuracy and F1-score of the proposed FR-CNN.
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Figure 7. Effect of CNN batch size on the average Accuracy and F1-score of the proposed FR-CNN.

4.6.2 RQ2: Performance Comparison between the Presented FR-CNN and Individual Learners

In Tables 5 and 6, we present the results of the optimal FC-DNN model from the previous sub-section,
the FR-CNN hybrid model and the RF model on six projects. The highest values of the average accuracy
and F1-score are highlighted in bold. By comparison, the proposed FR-CNN hybrid model outperformed
the proposed FC-DNN on the Neo4j orientDB, BroadleafCommerce, Ceylon-IDE-Eclipse and Netty
projects, demonstrating improvements of up to 4.78% in accuracy (from 65.31 to 70.09) and up to 4.04%
in F1-score (77.44 to 81.48). Compared to the RF, the FR-CNN improved the prediction performance
on all six projects, especially on Ceylon-IDE-Eclipse. The FR-CNN demonstrated an improvement of
up to 5.26% in accuracy (from 64.83% to 70.09%) and enhanced the F1-score by up to 4.35% (from
77.13% to 81.48%) on RF. We can conclude that the FR-CNN is a robust model that can enhance the
prediction accuracy of any individual learner participating in the model, in terms of accuracy and F1-
score, by covering their weaknesses. Compared to the other projects, the presented FC-DNN model
outperformed the presented FR-CNN model on MapDB, exhibiting a 4.45% increase in accuracy (from
60.61 to 65.06) and a 5.3% improvement in Fl-score (from 72.42 to 77.72). This behavior can be
attributed to the hierarchical stacking mechanism adopted by the proposed FR-CNN. The CNN-based
meta-learner combines the outputs of both the FC-DNN and the RF; therefore, its effectiveness depends
on the complementary predictive information provided by the two base learners. The feature importance
analysis reveals that RF and FC-DNN focus on different aspects of the feature space, confirming that
their complementary strengths justify their use as base learners in the hierarchical FR-CNN architecture.
However, on the MapDB dataset, the RF exhibits comparatively weaker predictive performance than
the FC-DNN, limiting the amount of complementary information available to the meta-learner. As a
result, the hybrid model is unable to further improve upon the stronger standalone FC-DNN on this
particular dataset. This observation does not indicate a limitation of the stacking strategy itself; rather,
it highlights that the effectiveness of hierarchical ensembles depends on the quality and diversity of their
constituent base learners. When one base learner already captures most of the discriminative information
while the other contributes relatively weaker predictions, the potential performance gain of the ensemble
naturally becomes limited. Our analysis further reveals that the important features identified by the FC-
DNN on the MapDB dataset are more discriminative than those selected by the RF, enabling the FC-
DNN to capture the underlying fault patterns more effectively on this project. In contrast, on the
remaining BugHunter projects, the complementary strengths of the two base learners enable the
proposed FR-CNN to outperform the individual models. This interpretation is further supported by the
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feature-importance analysis presented in Figures 8-10. The FC-DNN consistently identifies more
discriminative features with lower uncertainty than the RF on the MapDB project, indicating that the
neural network captures the underlying characteristics of this relatively small dataset more effectively.
Consequently, the additional information contributed by the RF is insufficient to further improve the
ensemble prediction on this project, whereas on the remaining BugHunter projects the complementary
strengths of the two base learners enable FR-CNN to outperform the individual models.

4.6.3 RQ3: Performance Comparison of the Presented Model and the Traditional Baseline Models

To answer the third research question, we conduct the performance comparison between the proposed
model and the seven established baseline classification models: KNN, NB, DT, LR, RF, GA and SVM.
We also evaluate the performance of our model against the best performance achieved by [28] using 11
traditional ML algorithms, including RandomForest, DecisionTable, J48 (C4.5), RandomTree and
SimpleLogistic and present the results in Tables 5 and 6. Additionally, we conduct a comparison
between the best baseline model when using the scikit-learn library, which we used and the best ML
algorithm when using the Weka library, as utilized by [28].

On average (Tables 5 and 6), the presented model enhanced the accuracy and F1-score of seven
classification baseline models by 12.24% and 15.1%, respectively. In terms of F1-score (Table 6), the
proposed model outperformed the best traditional ML algorithms [28] by 20.09%. By comparison, our
proposed model increased the performance value from 53.95, using the RandomTree algorithm [28], to
81.48 on the Ceylon-IDE-Eclipse project, improving the performance by 27.53%. Also, the best baseline
model used in this study, the RF, improved the average F1-score of the best traditional ML algorithms
used in [28] by 18.28% on the selected projects.

4.6.4 RQ4: The Performance of the Presented Model against State-of-the-Art Approaches

To answer the fourth research question, we compare the proposed FR-CNN with five recent state-of-
the-art software fault-prediction approaches: Hybrid model of Convolutional neural network and
Bidirectional Long short-term memory (CBIL) [54], Deep Learning-based model (DL-based model)
[53], 1-Dimensional Convolutional Neural Network (1D-CNN) [18] and Multi-layer perceptron’s
(MLPs) [50] and SEA-based metrics [30]. The comparative results are presented in Tables 7 and 8.
Overall, the proposed FR-CNN demonstrates competitive prediction performance across the six
BugHunter projects. Although no single method consistently achieves the highest performance on every
project, FR-CNN provides a favorable balance between predictive effectiveness and computational
efficiency, as further supported by the complexity analysis presented in the following sub-section.

Compared with the CBIL model, FR-CNN achieves competitive prediction performance across the
evaluated BugHunter projects. In particular, it outperforms CBIL on the BroadleafCommerce project,
achieving improvements of up to 8.17% (from 77.07 to 85.24) in accuracy and 4.53% (from 86.36 to
90.89) in F1-score, whereas CBIL achieves higher F1-scores on several of the remaining projects. The
average performance of the proposed model closely approximates that of the CBIL model. Surprisingly,
in the rest of the projects, the CBIL outperforms our proposed approach, which can be related to the
specific structure of the CBIL model, comprising a combination of CNN and BiLSTM layers, resulting
in varying performance across different projects. Nevertheless, it is important to highlight that, we took
measures to prevent overfitting and minimize error during the training phase of our model to enhance
its performance. Figure 11 presents the comparison of the model loss between our proposed approach
and CBIL across BroadleafCommerce dataset, with the left graph corresponding to our proposed
approach and the right graph corresponding to CBIL. Graphs show the same trend and fluctuation for
other projects. Compared with the published optimization behavior of CBIL, the training and validation
losses of which exhibit more noticeable oscillations across the BugHunter projects, the proposed FR-
CNN consistently converges more smoothly. This stable optimization behavior demonstrates that the
proposed hierarchical architecture achieves competitive prediction performance without sacrificing
training stability or exhibiting signs of overfitting. We can conclude that our proposed approach
achieved the lowest training and evaluation errors across various datasets, indicating excellent
performance during the training phase without any overfitting issues. We included dropout layers in the
proposed FC-DNN layers and used an early stopping process during training the FR-CNN model to
ensure this. However, the prediction performance of the proposed approach needs improvement in the
rest of the projects and we will consider it for future work.
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Compared to the DL-based model, our proposed approach successfully improved the prediction
performance in five projects: Ceylon-IDE-Eclipse, BroadleafCommerce, Netty, MapDB and OrientDB.
The most significant increase in prediction performance was observed in the Ceylon-IDE-Eclipse
project, with a 9.57% increase (from 60.52 to 70.09) in accuracy and a 7.15% increase (from 74.33 to
81.48) in F1-score. This was followed by BroadleafCommerce, which exhibited a 9.13% increase (from
76.11 to 85.24) in accuracy and a 6.36% increase (from 84.53 to 90.89) in F1-score.

Compared to the 1D-CNN, the proposed method improves the prediction performance in terms of
accuracy and Fl-score on the BroadleafCommerce, Ceylon-IDE-Eclipse and Netty projects. Our
proposed method has better accuracy on the BroadleafCommerce and Netty, by 9.87% (from 75.37 to
85.24) and 8.59% (from 67.74 to 76.33), respectively. In terms of F1-score, the proposed method again
shows superior performance on the Netty and BroadleafCommerce by 6.8% (from 78.73 to 85.53) and
6.76% (from 84.13 to 90.89), respectively. These findings indicate that the presented model is more
efficient and effective than 1D-CNN, in terms of classification accuracy and F1-score on the
aforementioned projects.

Compared to MLPs, the presented model improved the average accuracy and fl-score by 7.43% and
6.61%, respectively, on the Neo4j, Ceylon-IDE-Eclipse and MapDB projects.

Compared to SEA-based metrics, the proposed method improves the prediction performance in five
projects: Neo4j, BroadleafCommerce, Ceylon-IDE-Eclipse, Netty and MapDB. In terms of F1-score,
the proposed method shows superior performance on the Ceylon-IDE-Eclipse and BroadleafCommerce
by 19.95% (from 61.53 to 81.48) and 15.77% (from 75.12 to 90.89), respectively.

4.6.5 Additional Performance Evaluation and Computational Analysis

To answer the fifth research question, we evaluate the effectiveness of the proposed approach and state-
of-the-art approaches against traditional ML algorithms on the selected projects. In terms of accuracy,
the presented model and state-of-the-art models demonstrate superiority against the ML baseline models
with 69.09%. In terms of F1-score, they again outperformed ML models with 78.96%. On average, the
proposed model and state-of-the-art models improved the accuracy and F1-score of the traditional ML
baseline algorithms by 9.26% and 12.75%, respectively.

It is also worth clarifying the comparatively low average MCC values reported in Figure 12 relative to
Balanced Accuracy, AUC-ROC and G-Mean. Unlike Balanced Accuracy, which is bounded below by
0.5 for a random classifier and therefore tends to remain in a moderate range (0.5-0.6) even for weak
models, MCC is a chance-corrected measure in which a value of 0 indicates performance statistically
indistinguishable from random guessing and it penalizes any imbalance among the four confusion-
matrix cells multiplicatively rather than additively. Consequently, on projects where a classifier's
predictions are only marginally better than chance for the minority (faulty) class, Balanced Accuracy
can still appear moderately above 0.5, while the corresponding MCC collapses toward zero. This effect
is most evident on the two smallest projects in our study, Ceylon-1DE-Eclipse and MapDB, where FR-
CNN obtains an MCC of only 0.051 and 0.040, respectively (Balanced Accuracy of 0.520 and 0.519),
compared with an MCC of 0.496 (Balanced Accuracy of 0.731) on BroadleafCommerce. Notably, near-
zero or even negative MCC values on Ceylon-IDE-Eclipse are observed across nearly all compared
models—not only FR-CNN—including NB (—0.062), SVM (-0.053), KNN (—0.050), 1D-CNN
(—0.036) and CBIL (—0.043), indicating that this is a dataset-level property related to the limited size
and difficulty of these two projects rather than a weakness specific to the proposed model. Since Figure
12 reports a simple (unweighted) average across the six BugHunter projects, the near-zero MCC values
on these two smaller, harder projects disproportionately pull down the six-project average MCC relative
to the other metrics, which are individually less sensitive to this near-chance behavior. The per-project
MCC and Balanced Accuracy values underlying this analysis were verified by the authors against the
raw confusion-matrix outputs for all six projects and all twelve models.

The practical applicability of the proposed framework is further demonstrated through computational
complexity and execution-time analyses, as presented in Figs. 13 and 14. Compared with recent deep-
learning approaches, FR-CNN requires substantially fewer trainable parameters and shorter training
time while maintaining a testing time below one second on average. The proposed model employs only
41 trainable parameters in its CNN meta-learner, whereas 1D-CNN, CBIL and the DL-based model
require approximately 22.7K, 236K and 1.5K trainable parameters, respectively. It should be noted that
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these parameters correspond only to the lightweight CNN meta-learner, since the FC-DNN base learners
are pre-trained offline using their optimized hyper-parameters and subsequently reused with fixed
weights during deployment. Consequently, practitioners are not required to retrain the FC-DNN
components, reducing computational overhead while preserving the representational capability of deep
learning. Overall, the complexity analysis demonstrates that FR-CNN achieves competitive prediction
performance while requiring substantially fewer trainable parameters and shorter training time than the
recent deep-learning-based approaches evaluated in this study. These results indicate that the proposed
hierarchical framework provides a favorable balance between predictive performance and
computational efficiency, making it suitable for practical software-engineering environments where
computational resources, training time and model complexity are important considerations.

4.6.6 Statistical Significance Analysis

To verify that the performance improvements of FR-CNN are statistically meaningful rather than due
to random variation, we conducted non-parametric significance testing across the six BugHunter
projects. Results were presented in Table 9. First, we applied the Friedman test, which evaluates whether
performance differences exist among all compared models across the six projects. The test yielded a
highly significant result for both accuracy (¥ = 40.31, p < 0.00001) and Fl-score ()2 = 41.42, p <
0.00001), confirming that the observed differences among models are unlikely to have occurred by
chance. We then conducted pairwise Wilcoxon signed-rank tests comparing FR-CNN against each
baseline model (KNN, NB, DT, LR, RF, GA, SVM) across the six projects, applying the Benjamini-
Hochberg false-discovery rate (FDR) correction to account for multiple comparisons. FR-CNN
significantly outperformed all seven traditional ML baselines on both accuracy and F1-score (adjusted
p = 0.036 for all comparisons), indicating consistent superiority across projects rather than dataset-
specific gains. The comparison between FR-CNN and the standalone FC-DNN did not reach statistical
significance (accuracy: p = 0.31; Fl-score: p = 0.44), consistent with the MapDB result discussed in
Sub-section 4.6.2, where the FC-DNN outperformed the hybrid model due to the comparatively weaker
RF performance on that project. We note that, with six paired projects, the Wilcoxon test has a minimum
achievable two-sided p-value of 0.031; while this constrains the granularity of the reported significance
levels, the consistent direction of the effect across all projects, combined with the significant Friedman
omnibus result, supports the robustness of the observed improvement.

4.6.7 Ablation Study: Meta-learner Comparison and Component Contribution

To directly assess the design choices underlying the proposed FR-CNN architecture, we conducted two
complementary ablation studies across all six BugHunter projects.

A. Meta-learner Comparison: Holding the base learners and the meta-feature vector z_i = [p_DNN,
p_RF,0, p_RF,1] fixed, we replaced the CNN meta-learner with three alternatives: a feed-forward DNN
of matched capacity (Dense(8, ReLU) — Dense(1, Sigmoid)), a Logistic Regression classifier and a
parameter-free unweighted average of p DNN and p_RF,1. The CNN and DNN variants, being
stochastic, were each trained over five random seeds; we report the mean, with the standard deviation
across seeds not exceeding 0.49 F1 points for any project, confirming that the training procedure
converges reliably. Table 10 reports the per-project and average F1-score, together with the number of
trainable parameters and training time for each meta-learner.

The results show that the three learnable meta-learners (CNN, DNN, Logistic Regression) perform
comparably, with average F1-scores within 0.3 points of one another (80.74-81.00%) and on average
outperform simple unweighted averaging by approximately one point of F1-score and accuracy across
the six projects. This margin is not uniform across every project: on MapDB and to a lesser extent
OrientDB, simple averaging performs on par with or slightly better than the learnable meta-learners,
whereas on the remaining four projects the learnable meta-learners provide a clearer advantage of 1.4—
2.4 F1 points. This indicates that the principal benefit of the meta-learning stage comes from learning a
combination of the base-learner outputs rather than from the specific functional form of the meta-learner.
We retain the CNN meta-learner in the proposed FR-CNN, because it matches or exceeds the simpler
learnable alternatives while requiring only 41 trainable parameters and a training time under 34 seconds
on average (Table 10), consistent with the lightweight-inference goal already demonstrated in Sub-
section 4.6.5 (Figs. 13-14). We note that Logistic Regression achieves a marginally higher average F1-
score (81.00% vs. 80.83%) at a fraction of the parameter and training cost; we report this transparently,
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as the meaningful architectural conclusion is that a learned combination rule is beneficial, while the
specific choice among CNN, DNN and Logistic Regression has a comparatively minor effect on
predictive performance.

B. Component Contribution: To isolate the contribution of each element of the hierarchical
architecture, we compared FC-DNN alone, RF alone and the FC-DNN+RF combination under three
different combiners: simple averaging, a Logistic Regression meta-learner and the proposed CNN meta-
learner. Table 11 reports the per-project and average F1-score for each configuration.

Combining FC-DNN and RF, regardless of the combiner used, improves over FC-DNN alone on five
of the six projects, with gains of up to 4.7 F1 points on Netty and matches or slightly exceeds RF alone
on all six projects. The only exception is MapDB, where every combined configuration performs worse
than the standalone FC-DNN. This is consistent with and independently corroborates our analysis in
Sub-section 4.6.2, which attributes this behavior to RF's comparatively weaker predictive performance
on the MapDB project, which limits the complementary information available to any meta-learner
regardless of its architecture. Taken together, Tables 10 and 11 confirm that (i) each base learner
contributes meaningfully to the hybrid architecture except where one base learner is markedly weaker
than the other and (ii) the specific meta-learner used to combine them is a secondary, though non-
negligible, design choice.

5. Threats to Validity

To maintain scientific rigor, it is important to acknowledge potential limitations across four key areas:
internal, external, construct and conclusion validity.

5.1 Internal Validity

A primary internal threat is the data pre-processing pipeline. We removed nominal features, such
as Hash and LongName, and also filtered out strictly constant features (i.e., those with no variance
across all instances). While this is a standard and necessary step, it assumes that any feature with zero
variance is entirely non-informative. This assumption is reasonable, but simplistic, as such features
could theoretically have predictive value in rare cases.

5.2 External Validity

External validity concerns the generalizability of our results. Our experiments were conducted on six
selected projects from the BugHunter dataset at the method level. Furthermore, the results may not
generalize to other widely used datasets, such as PROMISE or NASA, which have different
characteristics and features. The choice of granularity level (method, class or file) could also influence
the outcomes, as fault patterns may vary across these levels.

5.3 Construct Validity

The primary construct we aim to predict is "fault-proneness,” which we operationalize as a binary
outcome (i.e., whether a module contains bugs or not). This simplification is common in the field, but
does not distinguish between the severity or count of bugs. Additionally, the selected software metrics
(such as coupling, cohesion and code smells) are indirect indicators of complexity and maintainability
and may not fully capture all factors contributing to fault-proneness.

5.4 Conclusion Validity

We mitigated conclusion-validity threats by evaluating our models using multiple metrics (Accuracy,
Precision, Recall, F1-score and MCC) rather than relying on a single measure. To ensure reproducibility
and reduce variability, a fixed random seed (42) was used for all stochastic processes. Furthermore, an
early stopping mechanism was applied during training to prevent overfitting. The use of
training/validation loss curves further supports the stability of our model's training process. While the
FR-CNN model shows competitive performance, it does not always consistently outperform all baseline
models and we have reported these comparisons transparently in the Results Section.

We also note a limitation regarding the stability of the headline improvement figures reported in this
study (e.g., the 19.95% F1-score improvement over SEA-based metrics on Ceylon-IDE-Eclipse, Sub-
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section 4.6.4 and the comparisons against the traditional ML and state-of-the-art baselines in Sub-
sections 4.6.3 and 4.6.4). These headline results, like the fixed-seed setting described above, are reported
from a single run per model (seed = 42) rather than averaged across multiple random seeds, since several
of the compared baseline results are literature-reported values for which repeated-seed statistics are not
available. We therefore treat these point-estimate improvements as indicative rather than as precise,
variance-quantified effect sizes. Where repeated-seed evaluation was feasible — i.e., for the FR-CNN
and DNN meta-learners in the ablation study of Sub-section 4.6.7 — Table 10 reports the mean F1-
score across five random seeds for each project and we additionally state in the accompanying text of
Sub-section 4.6.7 that the observed standard deviation across seeds did not exceed 0.49 F1 points for
any project, suggesting that the training procedure itself is stable, even though the per-project standard
deviations themselves are not tabulated. We nonetheless flag the single-seed nature of the remaining
headline comparisons as a limitation and recommend that future replications average results over
multiple seeds, particularly for the comparisons against externally reported baselines.

Weights-based Feature Importance in Deep Neural Network
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Figure 8. Comparison of the feature importance identified by the FC-DNN, illustrating its
complementary feature representations in the proposed FR-CNN. Error bars represent the standard
deviation of input layer weights, indicating uncertainty in the feature importance.
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Figure 10.
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of-the-art model, illustrating the convergence behavior during training.
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Figure 12. Comparison of the average performance of the proposed FR-CNN and baseline models
using additional evaluation metrics (MCC, AUC-ROC, AUC-PR, Balanced Accuracy and G-Mean)
across the six selected BugHunter projects.
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BugHunter projects.

Table 4. Optimal hyper-parameter for each project achieved by more than 200 experiments during FC-
DNN model tuning.

Project name #epochs Batch Dropout || optimizer || #layers || Activation || Acc. || Prec. | Rec. F1.
size rate function

BroadleafCommerce 9500 2000 0.1 Adam 4 Relu 81.52 | 88.15 || 88.39 | 88.27
Ceylon-IDE-Eclipse 5000 2600 0.4 Adam 3 Relu 65.31 | 82.45 || 73.02 | 77.44
Neo4j 8000 8500 0.2 Adam 3 Relu 67.70 | 81.15 | 76.58 || 78.80
OrientDB 7500 1000 0.6 Adam 3 Swish 67.33 || 81.56 | 74.82 | 78.05
Netty 5000 7000 0.1 Adam 3 Swish 71.90 || 82.35 | 81.88 | 82.11
MapDB 2000 1000 0.6 Adam 3 Tanh 65.06 || 88.55 || 69.26 | 77.72

Table 5. Accuracy (%) of the proposed FC-DNN and FR-CNN maodels vs. traditional ML baseline

models.
Name of project FC- FR- KNN NB DT LR RF GA SVM
DNN CNN
Neo4j 67.70 71.76 61.73 65.29 67.14 61.37 69.77 61.02 60.31
OrientDB 67.33 68.39 61.14 45.47 66.11 57.54 66.59 57.64 58.28

BroadleafCommerce | 81.52 85.24 | 7324 | 21.76 | 8142 | 6486 | 84.71 | 64.75 | 66.34
Ceylon-IDE-Eclipse | 65.31 70.09 | 5454 | 2846 | 6196 | 55.02 | 64.83 | 5430 | 55.26

Netty 71.90 76.33 64.42 60.40 72.08 58.34 75.21 59.59 57.76
MapDB 65.06 60.61 52.05 33.21 58.56 57.87 59.24 57.53 56.16
Average 69.80 72.07 61.18 42.43 67.87 59.16 70.05 59.13 59.01

Table 6. F1-score (%) of the proposed FC-DNN and FR-CNN models vs. traditional ML baseline
models.

Name of FC- FR- [28] KNN NB DT LR RF GA SVM
project DNN CNN
Neo4j 78.80 | 82.06 | 60.86 | 71.71 74.92 7759 | 69.98 | 80.35 69.65 68.82

OrientDB 78.05 79.23 62.36 70.56 41.60 76.41 64.48 77.58 64.66 65.13
Broadleaf- 88.27 90.89 73.66 81.60 2.38 88.10 73.45 90.47 73.13 75.93

Commerce
Ceylon- 77.44 81.48 53.95 66.19 6.26 74.06 66.06 77.13 66.07 64.38
IDE-
Eclipse
Netty 82.11 85.53 64.12 75.17 71.21 81.93 68.19 84.72 69.40 67.15

MapDB 71.72 72.42 56.10 60.89 9.30 69.21 68.21 70.47 67.19 65.59
Average 80.39 81.93 61.84 71.02 34.27 77.88 68.39 80.12 68.35 67.83
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Table 7. Accuracy (%) of the proposed FC-DNN and FR-CNN models vs. state-of-the-art approaches.

Name of project FC-DNN FR-CNN CBIL [54] DL-based model [53] | 1D-CNN [18] MLPs [50]
Neo4j 67.70 71.76 73.54 72.54 73.32 63.39
OrientDB 67.33 68.39 71.04 67.28 71.20 -
BroadleafCommerce 81.52 85.24 77.07 76.11 75.37 -
Ceylon-IDE-Eclipse 65.31 70.09 72.00 60.52 61.96 62.67
Netty 71.90 76.33 77.98 71.90 67.74 -
MapDB 65.06 60.61 68.15 62.32 67.12 58.56
Average 69.80 72.07 73.29 68.44 69.45 61.54

Table 8. F1-score (%) of the proposed FC-DNN and FR-CNN models vs. state-of-the-art approaches.

Name of project FC-DNN FR-CNN | CBIL [54] DL-based 1D-CNN MLPs SEA-based
model [53] [18] [50] metrics
Neo4j 78.80 82.06 84.61 82.43 84.38 75.36 73.84
OrientDB 78.05 79.23 83.03 77.54 83.17 - 82.30
BroadleafCommerce 88.27 90.89 86.36 84.53 84.13 - 75.12
Ceylon-IDE-Eclipse 77.44 81.48 83.72 74.33 75.11 74.83 61.53
Netty 82.11 85.53 87.63 82.57 78.73 - 73.58
MapDB 77.72 72.42 81.05 74.88 78.85 71.25 66.41
Average 80.39 81.93 84.4 79.38 80.72 73.81 72.13

Table 9. Statistical-significance testing results comparing FR-CNN against baseline models across all
six BugHunter projects.

. Accuracy | Accuracy F1-score F1-score S
Comparison (FR-CNN vs.) p-value (FDR-adj.) p-value (ZCIijF;- Significant?
FC-DNN 0.3125 0.3125 0.4375 0.4375 No
KNN 0.0312 0.0357 0.0312 0.0357 Yes
Naive Bayes 0.0312 0.0357 0.0312 0.0357 Yes
Decision Tree 0.0312 0.0357 0.0312 0.0357 Yes
Logistic Regression 0.0312 0.0357 0.0312 0.0357 Yes
Random Forest 0.0312 0.0357 0.0312 0.0357 Yes
Genetic Algorithm 0.0312 0.0357 0.0312 0.0357 Yes
SVM 0.0312 0.0357 0.0312 0.0357 Yes

Table 10. F1-score (%) of the proposed CNN meta-learner versus simpler alternatives, using the
identical base-learner outputs across the six BugHunter projects.

Project CNN (proposed) | DNN | Logistic Regression | Simple averaging
BroadleafCommerce 90.33 90.20 90.28 88.56
Ceylon-1DE-Eclipse 79.88 79.88 79.70 77.45

MapDB 70.39 69.97 70.10 73.21

Neo4j 81.29 81.24 81.53 79.89
Netty 85.02 85.04 85.68 83.21
OrientDB 78.05 78.13 78.74 78.18

Average 80.83 80.74 81.00 80.08

Trainable parameters 41 41 4 0
Average training time (s) 33.63 33.16 0.03 0.00

Table 11. F1-score (%) contribution of each component of the hierarchical architecture across the six
BugHunter projects.

Project FC-DNN RF FC-DNN+RF, FC-DNN+RF, FC-DNN+RF,
alone alone averaging LR meta-learner | CNN meta-learner
(FR-CNN)

BroadleafCommerce 87.61 90.08 88.56 90.28 90.22
Ceylon-IDE-Eclipse 76.28 78.53 77.45 79.70 79.76
MapDB 77.38 69.80 73.21 70.10 70.10
Neo4j 78.49 80.11 79.89 81.53 81.30
Netty 80.34 84.83 83.21 85.68 85.02
OrientDB 77.39 77.71 78.18 78.74 78.10
Average 79.58 80.18 80.08 81.00 80.75
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6. CONCLUSION AND FUTURE WORK

In this study, we proposed FR-CNN, a hierarchical hybrid framework for method-level software-fault
prediction on the BugHunter dataset. The framework integrates a fine-tuned FC-DNN, Random Forest
and a CNN-based meta-learner following comprehensive pre-processing and hyper-parameter
optimization. Extensive experiments on six Java projects demonstrate that FR-CNN consistently
outperforms the developed traditional machine-learning baselines and achieves competitive
performance against recent state-of-the-art approaches. While some methods, such as CBIL, achieve
higher F1-scores on several individual projects, FR-CNN provides a more favorable balance between
predictive performance, computational efficiency and model complexity. The additional efficiency
analysis further shows that the proposed framework requires fewer trainable parameters, shorter training
time and stable optimization behavior without overfitting, making it well suited for practical software
fault-prediction applications.

The proposed FR-CNN is also consistent with the recent evolution of software fault-prediction research
toward hybrid deep-learning architectures. Recent studies have shown that integrating complementary
feature representations, dynamic classification strategies, attention mechanisms and heterogeneous deep
learning models can substantially improve software fault prediction performance. In contrast to these
recent approaches, the proposed FR-CNN employs a hierarchical stacking architecture that combines a
fine-tuned FC-DNN and Random Forest using a CNN-based meta-learner, enabling the model to exploit
complementary strengths of machine learning and deep learning for large-scale method-level software-
fault prediction on the BugHunter dataset [21]-[24].

For future work, specific combinations of boosting or bagging algorithms with different structures of
deep neural networks can be evaluated to potentially enhance the performance of the hybrid model.
Also, it is valuable to conduct empirical studies on the rest of the projects at the method-level of the
BugHunter dataset or other granularity levels, such as file-level and class-level for SFP. Moreover, we
can consider the structure of CNN, LSTM, Dense and Dropout layers to detect software faults.

DATA AVAILABILITY

The datasets used in this study are publicly available through BugHunter (BugHunter Dataset-Mendeley
Data).

CODE AVAILABILITY

To enhance the transparency, reproducibility and practical applicability of the proposed framework, the
complete implementation of the FR-CNN approach has been made publicly available through an online
GitHub repository (FR-CNN Hybrid approach). The repository includes the complete experimental
workflow, encompassing data pre-processing, implementation of the proposed FR-CNN framework and
implementations of the baseline deep-learning and traditional machine-learning models evaluated in this
study. In addition, the publicly available BugHunter datasets used in the experiments, the optimal hyper-
parameter configurations identified for each of the six projects and the corresponding pre-trained FC-
DNN models are provided. To facilitate practical reuse, each pre-trained FC-DNN model is available in
three complementary formats: the complete pre-trained model, the model architecture (JSON
configuration) and the corresponding model weights. The implementation supports both direct loading
of the complete pre-trained model and reconstruction of the model from its architecture and weights
using TensorFlow/Keras. Since the FC-DNN base learners have already been trained using the optimal
hyper-parameter configurations reported in Table 4, users can directly load the pre-trained models
without repeating the computationally intensive training process. Consequently, reproducing the
proposed FR-CNN framework requires zero additional training time for the FC-DNN stage,
substantially reducing the computational cost while enabling researchers and practitioners to efficiently
reproduce the reported experiments under the same experimental settings.
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ABSTRACT

This paper investigates the performance of a two-way relay network (TWRN) for wireless sensor networks
(WSNs) that combines fountain coding (FC) and digital network coding (DNC) in the presence of co- channel
interference (CCI). A three-phase FC-DNC transmission protocol (SM-3P-FC) is considered and compared
with the conventional four-phase fountain-coded protocol (SM-4P-FC). To isolate the contribution of fountain
coding, an additional same-budget three-phase uncoded fixed-repetition benchmark (SM-3P-NoFC) is
introduced, in which the Q transmission opportunities are distributed among H distinct uncoded packets. Under
independent block-Rayleigh fading, closed-form analytical expressions for the outage probabilities at the two
terminal nodes are derived by accounting for CCI at both the relay and the source nodes. Based on the derived
outage probabilities, a bandwidth-normalized sum-throughput expression is further developed to characterize
the trade-off between the target spectral efficiency and the probability of successful message recovery. Monte
Carlo simulations based on 10° independently generated channel realizations per plotted point show close
agreement with the derived analytical expressions over the evaluated parameter settings. The numerical results
show that the proposed SM-3P-FC scheme achieves lower outage probabilities and higher bidirectional sum
throughput than both the SM-3P-NoFC and SM-4P-FC benchmarks under the considered system settings. The
additional CCl-power comparison further shows that the outage probabilities continue to decrease when
interference is absent or when its power remains fixed, whereas proportional desired/interference power scaling
produces non-zero outage floors.

KEYWORDS

Fountain coding, Digital network coding, Two-way relay network, Three-phase transmission, Co-channel
interference, Outage probability, Sum throughput, Rayleigh fading.

1. INTRODUCTION

In dense or infrastructure-limited wireless sensor networks (WSNSs), two sensor-cluster heads or
aggregation nodes may need to exchange control or sensed-data packets through an intermediate relay,
because the direct link is unavailable or insufficiently reliable. Such nodes typically operate under
limited energy, transmit power, memory and processing capability. Therefore, reducing the number of
transmission phases and limiting packet-specific retransmissions are important for transmission
latency and energy efficiency in WSN deployments [24][39]. In the link-level abstraction adopted in
this work, S; and S; may represent two sensor-cluster heads or aggregation nodes, whereas R
represents an intermediate relay or gateway.

A two-way relay network (TWRN) is attractive in this setting, because it enables two end nodes to
exchange information through a common relay while using fewer radio resources than two
independent one-way relay transmissions [1]-[4]. However, frequency reuse among neighboring
sensor clusters or communication devices may generate co-channel interference (CCI) at both the relay
and the terminal nodes. This interference reduces the received signal-to-interference- plus-noise ratio
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and may cause packet-decoding failures, particularly in dense or power-limited WSN deployments
[6]-[8].

Digital network coding (DNC) and fountain coding (FC) address different, but complementary,
aspects of this problem. DNC allows the relay to combine two successfully decoded packets through a
packet-level XOR operation and thereby complete the bidirectional exchange in three transmission
phases instead of four. FC improves packet-level recovery by allowing a destination to reconstruct a
source block after collecting a sufficient number of encoded packets, rather than requiring every
particular encoded packet to be successfully delivered [3][20]. Consequently, the joint use of TWR,
DNC and FC is motivated by the need to reduce the exchange duration while maintaining reliable
packet recovery in the presence of CCI.

Accordingly, this work focuses on the packet-level outage probability and bandwidth-normalized
bidirectional sum throughput of a terrestrial FC-DNC-assisted two-way relay link operating under
CCI. The WSN context is represented through a physical- and link-layer abstraction of resource-
constrained bidirectional packet exchange, while higher-layer routing, medium-access- control and
network-management functions are beyond the scope of this study. This abstraction isolates the trade-
off among transmission-phase reduction, fountain-code recovery and co-channel interference in a
WSN-motivated two-way relay segment.

Existing studies related to the present work can be broadly classified into three research directions.
The first research direction concerns interference-aware and multi-user two-way relaying. Nguyen and
Do [6] analyzed a two-way NOMA network in which CCI affects both the relay and the destination
nodes, while considering full-duplex and half-duplex operation together with successive interference
cancellation. Nam et al. [7] investigated an interference-cancellation-aided cognitive two-way relay
network with primary transmit-antenna selection/selection combining and secondary partial relay
selection. Ozduran and Soleimani-Nasab [8] further studied multi-user two-way relaying in the
presence of CCl and evaluated its impact on the achievable sum-rate performance.

For multi-user amplify-and-forward (AF) bidirectional relaying, opportunistic source-pair selection
(OSPS) was introduced to mitigate inter-cell interference (ICI) by activating an appropriate source pair
according to a sum-rate-based criterion [31]. This OSPS approach was subsequently analyzed in
greater detail for multi-user two-way relay networks, where maximum-sum-capacity source-pair
selection was shown to provide multi-user diversity and improved performance relative to
simultaneous transmission and max—min selection [32]. Its robustness under imperfect channel state
information (CSI) resulting from feedback delay and channel-estimation error (CEE) was further
investigated in [33].

Related studies have also examined more advanced interference-aware two-way relay architectures.
Ozduran et al. [34] analyzed power-domain NOMA for full-duplex two-way relaying and evaluated
outage probability, error probability, ergodic rate and throughput while optimizing the transmit
powers, power-allocation coefficients and relay position. Ozduran [35] investigated the secrecy
achievable rate of an illegitimate full-duplex DF NOMA two-way relay network affected by CCI and
friendly jamming. In addition, the impact of CCI on sum-rate-based opportunistic relay selection in
dual-hop multiple full-duplex bidirectional relaying was studied in [36].

These studies demonstrate that source-pair scheduling, relay selection, NOMA, full-duplex operation
and interference-management mechanisms can significantly improve the performance of bidirectional
relay networks. However, their primary objectives are multi-user interference coordination, full-duplex
NOMA, relay selection or physical-layer security. They do not jointly consider packet-level fountain
coding and digital network coding, nor do they provide a matched SM-3P-FC/SM-4P-FC analysis with
explicit CClI at the relay and both terminal nodes.

The second research direction employs fountain coding in cooperative and two-way relay networks.
Fountain-coded cooperative schemes allow a destination to recover a source message after collecting a
sufficient number of encoded packets, thereby improving reliability under packet loss and fading.
Recent extensions have integrated fountain coding with cognitive-radio operation, reconfigurable
intelligent surfaces and radio-frequency energy harvesting [20]. Nevertheless, these systems address
different network architectures and do not provide a matched comparison between three-phase and
four-phase transmission under explicit co-channel interference at all receiving nodes.



362

Jordanian Journal of Computers and Information Technology (JJCIT), Vol. 12, No. 03, September 2026.

The third research direction focuses on fountain-coded and network-coded two-way relaying. Hau et
al. investigated a secure multi-cast two-way relaying system employing fountain coding, three-phase
digital network coding and randomize-and-forward transmission [26]. Their analysis considered
outage probability, intercept probability, system-outage probability and system-intercept probability
over Rayleigh-fading channels.

Toan et al. considered a secure two-way hybrid satellite—terrestrial relay system employing fountain
coding, successive interference cancellation, digital network coding, partial relay selection and
cooperative jamming [27]. In that scheme, the satellite and ground users simultaneously transmit
encoded packets to the relay stations in the first phase, after which a selected relay performs an XOR
operation and broadcasts the resulting packet in the second phase.

Recent studies published in 2024-2026 have further extended fountain coding to a variety of relay
architectures. Nguyen et al. [20] investigated a fountain-coded two-way cognitive relaying network
employing a reconfigurable intelligent surface and radio-frequency energy harvesting. Hau et al. [26]
considered a secure multi-cast two-way relaying system combining fountain coding, three-phase
digital network coding and randomize-and-forward transmission. Other recent studies employed
fountain coding in hybrid satellite—terrestrial NOMA relay systems with RIS assistance or partial relay
selection and physical-layer security [15].

More recently, Toan et al. [44] investigated fountain-coded hybrid satellite—terrestrial relay multi-cast
under co-channel interference. They derived exact outage and system-outage probability expressions
and formulated a joint time- and power-allocation problem to improve system reliability. Although
that work explicitly considers both fountain coding and CClI, it focuses on one-way satellite-assisted
multicast rather than terrestrial bidirectional relaying with DNC.

Among these works, the scheme in [26] is the closest to the present study, because it already combines
two-way relaying, fountain coding and three-phase digital network coding. This confirms that these
individual techniques have already been combined in related two-way relay architectures.
Nevertheless, the existing studies focus on secure multicast, cognitive-radio, RIS-assisted, energy-
harvesting or hybrid satellite—terrestrial systems. They do not provide a unified closed- form analysis
of a terrestrial two-way relay network in which co-channel interference explicitly affects the relay and
both terminal nodes. Moreover, they do not provide matched comparisons among SM-3P-FC, SM-4P-
FC and a same-budget SM-3P-NoFC benchmark under identical channel, interference and power
conditions.

From a WSN perspective, the unresolved issue is the absence of a unified evaluation of the three
requirements that motivate the considered link-level scenario: reduced-phase bidirectional packet
exchange, flexible source-block recovery and explicit CCI at every receiving node. Interference-
aware two-way relaying studies generally omit packet-level fountain coding, whereas recent fountain-
coded relay studies mainly focus on cognitive-radio, RIS-assisted, energy-harvesting, security or
hybrid satellite—terrestrial architectures. Consequently, their results do not directly quantify the
separate reliability and throughput contributions of fountain coding and three- phase transmission
under matched terrestrial channel, interference, power and packet-budget conditions.

Accordingly, the novelty of the present work does not lie in introducing fountain coding, digital
network coding or three-phase relaying individually. Rather, it lies in the unified closed- form
performance analysis of a terrestrial SM-3P fountain-coded DNC two-way relay network with explicit
co-channel interference at the relay and both terminal nodes. The developed framework derives the
end-node outage probabilities and a bandwidth-normalized bidirectional sum-throughput expression
and provides matched comparisons among the proposed SM-3P-FC scheme, the conventional SM-4P-
FC scheme and a same-budget SM-3P-NoFC benchmark under identical channel, interference and
power conditions, with the same source-block size and transmission budget. These comparisons
separately identify the reliability and throughput contributions of fountain coding and three-phase
transmission.

Objective and Contributions

Motivated by the above WSN link-level scenario, this paper develops and analyzes a terrestrial
three-phase TWR scheme that jointly employs fountain coding and digital network coding under co-
channel interference. The primary objective is to quantify the separate and combined effects of
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fountain-code-based recovery and three-phase transmission on the outage probability and bandwidth-
normalized bidirectional sum throughput when the relay and both terminal nodes are exposed to CCl.
The proposed SM-3P-FC scheme is analytically and numerically compared with both the conventional
SM-4P-FC protocol and a same-budget three-phase uncoded fixed-repetition benchmark, denoted by
SM-3P-NoFC. The main contributions of this work are summarized as follows:

We develop an SM-3P-FC architecture that jointly incorporates fountain coding, packet-level
digital network coding and co-channel interference in a two-way relay network. The considered
model explicitly accounts for interference at the relay and both terminal nodes.

We derive closed-form expressions for the per-round packet-delivery probabilities and the
resulting outage probabilities at both terminal nodes over independent block-Rayleigh fading
channels. The analysis explicitly captures the transmit powers, path-loss parameters, number of
interferers, relay position, fountain-code recovery threshold H and maximum number of exchange
rounds Q.

Based on the derived outage probabilities, we develop a bandwidth-normalized bidirectional sum-
throughput expression. This metric characterizes the trade-off among the target spectral efficiency,
message-recovery probability and fountain-code parameters and reveals the existence of an
optimum target-spectral efficiency for each transmission protocol.

We conduct extensive Monte Carlo simulations to validate the analytical outage-probability and
bidirectional sum-throughput expressions. The proposed SM-3P-FC scheme is evaluated against
both the conventional SM-4P-FC protocol and a newly introduced same- budget SM-3P-NoFC
benchmark. These comparisons separately reveal the performance contributions of fountain coding
and the reduction in the number of transmission phases. The numerical results also quantify the
effects of normalized transmit power, interference- power scaling, relay placement, H, Q and the
number of co-channel interferers and provide engineering guidelines for interference-limited WSN
and loT deployments.

Table 1 summarizes the main differences between the present study and representative interference-
aware, fountain-coded and network-coded two-way relaying works. The comparison shows that the
individual components of the considered three-phase architecture have appeared in related contexts,
whereas the present contribution focuses on their unified terrestrial CCl analysis and matched
evaluations among the SM-3P-FC, SM-4P-FC and same-budget SM-3P-NoFC schemes.

Table 1. Comparison with representative related works.

Ref. . System and FC Codmg a.“d Metrics Main distinction
interference context transmission
protocol
Ref. Two-way NOMA with =< FD/HD relaying with oP Analyzes the joint effects of CCI, duplex mode
[6] CCl at the relay and perfect or imperfect and SIC, without fountain coding or a matched
destination nodes SIC SM-3P-FC/SM-4P-FC comparison.
Ref. Underlay cognitive two- > | DNC, primary TAS/SC oP Studies interference management and relay
[71 way relay network with and secondary partial selection in cognitive two-way relaying, but
interference cancellation relay selection does not employ fountain coding
Ref. Cognitive two-way /| Three-phase DNC with | OP, SOP and | Focuses on cognitive-radio interference
[20] relaylnglj1 with $IS and RF conlventtlonr'_JlI aT:dC average constraints, RIS and energy harvesting rather
energy harvesting ggﬁg’rﬁegpp'”g transmissions | than explicit CCI at every receiving node.
Ref. Selcu[e m_uI{ir;cast two-wa¥ J Thtrﬁe-phase FC-DNC | oOP, IP, SOP, | Combines FC and three-phase DNC for secure
[26] relaying In the presence o wi . and SIP multi-cast and physical-layer security, rather
a passive eavesdropper {andomlzg-and-forward than terrestrial FEZ(%II explic?/tly affecti)r:g the
ransmission
relay and both terminal nodes.
Ref. Secure hybrid satellite— v Two-phase FC-DNC OP, SOP, IP, | Analyzes the security—reliability trade-off in a
[27] fxgs\s\sg relaying with an \s/\élltehctsi:)(ri'a%mal relay and SIP hybrid satelliteterrestrial system, rather than
eavesdropper and cooperative jamming conventlopal terrestrial CCI at the relay and
cooperative jammer both terminal nodes.
This | Terrestrial TWRN with v | Three-phase FC-DNC; OP and Derives closed-form end-node OP and
paper exgl;ac'thcic' at thle relay mact}ched SM-4p-FC bidirectional | bandwidth-normalized bidirectional sum
and both terminals an sum throughput; provides matched comparisons
same-budget SM-3P-
NOEC throughput | among SM-3P-FC, SM-4P-FC and a same-
benchmarks budget SM-3P-NoFC benchmark under
identical channel, interference and power
conditions.
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Abbreviations

Abbreviation Definition Abbreviation Definition

TWR Two-way relaying RF Radio frequency

TWRN Two-way relay network IP Intercept probability

WSN Wireless sensor network SOP System-outage probability

loT Internet of Things SIP System-intercept probability

SM-3P Three-phase transmission protocol TAS/SC Transmit-antenna selection/selection combining

SM-4P Four-phase transmission protocol AF Amplify-and-forward

FC Fountain coding DF Decode-and-forward

DNC Digital network coding ICI Intercell interference

CCl Co-channel interference OSPS Opportunistic source-pair selection

OoP Outage probability Csl Channel state information

SINR Signal-to-interference-plus-noise ratio  CEE Channel-estimation error

CDF Cumulative distribution function MAC Multiple-access channel

PDF Probability density function BC Broadcast channel

MC Monte Carlo LDPC Low-density parity-check

AWGN Additive white Gaussian noise OFDM Orthogonal frequency-division multiplexing

NOMA Non-orthogonal multiple access NoFC Without fountain coding

FD/HD Full-duplex/half-duplex SM-3P-NoFC Three-phase DNC benchmark without fountain
coding

SIC Successive interference cancellation SM-3P-FC Three-phase FC-DNC transmission protocol

RIS Reconfigurable intelligent surface SM-4P-FC Four-phase fountain-coded transmission protocol

Main Notations

Notation Definition

S8, Terminal/source nodes

R Intermediate relay node

I The k-th co-channel interferer

K Number of co-channel interferers

my,m, Original source messages generated by S, and S,, respectively

X1, X, Packet-level payloads transmitted by S; and S,, respectively, in a representative exchange round; fountain-coded for the

FC schemes and uncoded for the NoFC benchmark
X; =X, @ X, Packet-level network-coded packet generated at R when both source packets are successfully decoded

M) Modulation mapping from a packet-level payload to its transmitted symbol

x; = M(X;),i € Unit-energy modulated symbol associated with packet-level payload X;
{1,2,3}

Uy Unit-energy interference symbol transmitted by 1,

n, AWGN sample at receiving node b € {R, S;,S,}

ol AWGN power at each receiving node

P Common transmit power of S;, S, and R

P, Transmit power of each co-channel interferer

Y, = Pg/a¢ Normalized desired-node transmit power

Y, =P /o Normalized co-channel-interference power

hap Small-scale fading coefficient of link a — b

Gap = |hap|? Channel power gain of linka = b

dap Distance between nodes a and b

Aap = dfb Exponential rate parameter of the channel power gain on link a = b

B Path-loss exponent

Cin Target spectral-efficiency threshold

P = 23¢th — 1 SINR threshold for the SM-3P protocol
&m = 2% — 1 SINR threshold for the SM-4P protocol

W1, W, Auxiliary parameters used in the SM-3P probability analysis

94,9, Auxiliary parameters used in the SM-4P probability analysis

H Number of source packets and, under the ideal zero-overhead abstraction, the minimum recovery threshold
H g Effective practical recovery threshold accounting for fountain-code overhead

Q Maximum number of packet-exchange rounds

N; Number of fountain-coded packets successfully received by terminal S; over Q exchange rounds

gg’) Per-round successful delivery probability of packet-level payload X; under protocol p

OPS(ip) Outage probability at terminal S; under protocol p

ngl') Bandwidth-normalized throughput at terminal S; under protocol p

,,g?m Bidirectional bandwidth-normalized sum throughput under protocol p
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p Protocol index, p € {SM-3P, SM-4P}

Nuc Number of independently generated channel realizations for each plotted point
CN (u,02) Circularly symmetric complex Gaussian distribution with mean  and variance o
Exp(4) Exponential distribution with rate parameter A

L=|Q/H| Minimum number of repetitions assigned to each uncoded source packet
r=Q—-LH Number of uncoded source packets assigned one additional repetition

The remainder of this paper is organized as follows. Section 2 presents the system and channel models
and derives the outage-probability and sum-throughput expressions for the SM-3P-FC, SM-4P-FC and
SM-3P-NoFC schemes. Section 3 provides the analytical and Monte Carlo simulation results and
discusses the corresponding engineering design implications. Finally, Section 4 concludes the paper
and outlines future research directions.

2. SYSTEM MODEL AND PERFORMANCE ANALYSIS
2.1 Common System Model and Three-Phase DNC Protocol (SM-3P)

The network topology, node locations, transmit-power definitions, CCl model, channel distributions
and block-fading assumptions introduced in this sub-section are common to the SM-3P-FC, SM-4P-
FC and SM-3P-NoFC schemes. The schemes differ only in their packet-generation and recovery rules,
relay-processing operations and transmission-phase schedules. Accordingly, the common system
assumptions are stated once in this sub-section, whereas Sub-sections 2.3 and 2.5 subsequently present
only the protocol-specific operations and performance expressions.

b ] N
7 | R
e o o Np
3% ‘ 23 3
i S
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oo
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Figure 1. TWR model using DNC operating in a co-channel interference environment.

on in Phase 2 (X2) »  Co-channel interference (CCI)

For clarity, Figure 1 illustrates the packet-level information flow of the three-phase protocol. The relay
performs the XOR operation at the packet level as X 3 =X:@X.. Before transmission over the wireless
channel, each packet-level payload X ; is mapped to the corresponding unit-energy modulated symbol x;
=M(Xi), i € {1,2,3}, as used in the subsequent signal model.

The considered three-phase two-way relay network with DNC, hereafter denoted by SM-3P, consists of
two source nodes, S 1 and S » and an intermediate relay R. Direct communication between Sy and S is
unavailable (e.g., due to being out of range or obstructed), so both sources rely on R [25]. The network
also includes K co-channel interferers affecting the network, denoted by I, I, ..., Ik. Such co-channel
interference arises from frequency reuse, in which the spectrum is reused to improve spectral
efficiency.

For the fountain-coded schemes, S; and S, generate fountain-coded packets and exchange them over
successive packet-exchange rounds. Let X 1 and X » denote the packet-level payloads transmitted by S;
and S, respectively, in a representative exchange round. Their corresponding unit-energy
modulated symbols are denoted by x;=M (X 1) and x.=M(X ). For notational simplicity, the
exchange-round index is omitted from the instantaneous signal model.

Let m; and m, denote the original source messages generated by S 1 and S », respectively. To recover
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my, terminal S; must successfully collect at least H fountain-coded packets generated by S,. Similarly,
S; must collect at least H fountain-coded packets generated by Si to recover m;. The exchange
proceeds for at most Q packet-exchange rounds, after which a terminal is considered to be in outage if
it has collected fewer than H required encoded packets.

The present analysis adopts an ideal packet-level fountain-coding model. Specifically, H denotes the
number of source packets and, under the adopted zero-overhead abstraction, also the minimum number
of correctly received encoded packets assumed to be sufficient for successful source-message recovery,
whereas Q denotes the maximum number of packet-exchange rounds.

In a practical fountain-code implementation, successful decoding may require more than H correctly
received encoded packets because of finite-length and degree-distribution overhead. At the present
packet-level abstraction, this overhead may be approximated by replacing H with an effective
recovery threshold Herr > H. The excess Herr - H depends on the selected code construction, degree
distribution, source-block length and decoding algorithm. The degree distribution also affects the sparsity
of the decoding graph and therefore the number of decoding operations, memory usage, processing latency
andenergy consumption at resource-constrained WSN nodes [28]-[29].

This effective-threshold substitution is only a packet-level approximation of finite-length fountain
decoding. A code-specific analysis would additionally require a decoding-success function that depends
on the number of correctly received packets, source-block length, degree distribution, code construction
and decoding algorithm. Under the effective-threshold approximation, the predicted outage probability
generally increases and the effective throughputdecreases.

If R successfully decodes only packet X1, but not packet Xz, it forwards X; to S; in the third time slot by
transmitting the corresponding modulated symbol x;=M(X1). Conversely, if R successfully decodes
X2, but not Xy, it forwards X, to S; by transmitting x. =M(Xz).

Under the DNC method, the exchange over three time slots operates as follows. In the first two time
slots, S; and S; transmit x; = M (X 1) and x2 = M(Xz) to R, respectively; the transmission order is
immaterial and does not affect performance. The relay then attempts to decode the packet-level
payloads X; and X». If both packets are successfully decoded, R forms the packet-level network-
coded packet, maps it to the unit-energy modulated symbol xs = M (X3) and broadcasts xz to S; and
S, in the third time slot.

Xz3=X1&X2,

Protocol-specific differences: Within the unified system model, the SM-3P-FC and SM-3P-
NoFC schemes employ the same three-phase physical transmission schedule and the same packet-
level DNC operation. In the first phase, S; transmits x; = M(X 1) to R and in the second phase, S
transmits x. = M(X 7) to R. In the third phase, if both packets Xi and X; are successfully decoded,

the relay forms X 3 =X 1@ X; and broadcasts x; = M(X3) to both terminal nodes. If only one packet
is successfully decoded, the relay forwards that packet to its intended destination. If neither packet is
decoded, the relay remains silent during the third phase.

Table 2. Transmission-phase schedules of the considered schemes.

Scheme Phase 1 Phase 2 Relay phase(s)

SM-3P-FC S, >R S, > R Phase3:R - {S;,S,}using X; =X, ® X,
SM-3P-NoFC §; > R S, > R Phase3: R —» {S;,S,}using X; = X; ® X,
SM-4P-FC S, >R S, > R Phase3:R — S,;Phase4: R = §;

The difference between SM-3P-FC and SM-3P-NoFC lies in the packet-generation and source-
message-recovery rules rather than in the physical transmission schedule. In SM-3P-FC, each source
generates fountain-coded packets and the destination can recover the source message after collecting
any H successfully received encoded packets over at most Q exchange rounds.

In SM-3P-NoFC, each source instead transmits H distinct uncoded packets according to a fixed
repetition schedule and successful recovery requires every distinct source packet to be received at least
once. By contrast, SM-4P-FC uses the same network topology, transmit-power definitions, CCI model
and channel assumptions, but it forwards the two communication directions separately over four phases:
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S1—R, R—S;, S;—R and R—S;. Therefore, SM-4P-FC does not employ the packet-level XOR
broadcast used by the two SM-3P schemes. The transmission-phase schedules of the three considered
schemes are summarized in Table 2.

Practical implementation considerations: In an actual implementation, each destination must
identify and buffer the successfully received encoded packets and then execute the selected fountain-
decoding algorithm. The packet headers or coding metadata must also provide sufficient information for the
decoder to determine the relationships among the received encoded packets. At the relay, the received
signals from the two sources must be demodulated and decoded at the packet level. The successfully
recovered encoded packets are then stored when necessary, combined through packet-level XOR when
both packets are available, remodulated and broadcast to the terminal nodes.

These operations introduce packet-header overhead, signaling, buffering, memory usage, processing
delay, decoding complexity and energy consumption. Such implementation costs can be significant for
resource-constrained WSN devices. They are not included in the present outage analysis, the purpose of
which is to isolate the effects of fading, co-channel interference, fountain-code recovery parameters and
the number of transmission phases.

Transmission-phase and reciprocity assumptions: Unlike the two-phase MAC/BC information
exchange considered in Ref. [8], the adopted SM-3P protocol employs two orthogonal source-to-relay
time slots followed by one relay broadcast time slot. Specifically, S 1 transmits to Rin the first time slot,
S transmits to Rin the second time slot and R broadcasts or forwards the recovered packet information
in the third time slot. Therefore, the first two time slots do not constitute a simultaneous two-user
MAC phase.

The forward and reverse links between S; and R, i € {1,2}, have the same propagation distance and
hence share the same large-scale channel parameter, i.e., Ag.g = Ags, = dfiR.

For notational simplicity, A gis used for both directions. However, the transmissions Si—R and R—S;
occur in different time slots and their small-scale fading coefficients are modeled as independent
realizations. Consequently, instantaneous channel reciprocity is not assumed, although the forward and
reverse links have the same marginal distribution.

Signal-normalization and channel assumptions: The modulated symbols x; = M'(X;), i € {1,2,3}
and the interference symbols u, are assumed to have unit average energy, i.e., E [|x]-|2] =1,j €
{1,2,3}, and E[|ux|?] = 1,k € {1, ...,K}.

The interference symbols are mutually independent and are independent of the desired transmitted

symbols, channel coefficients and receiver noise. The AWGN sample at receiving node b € {R, S;, S, }
is modeled as: n, ~ CN(0, 5).

All desired and interfering links experience independent block-Rayleigh fading [37]. More
specifically, hg ~ CNV(0,A5%), hgs, ~ CNV(0,A5%),i € {1,2}, whereas h;, ~ CN(0,4;}).k €
{1,..,K},b € {R,S5,5,}.

Accordingly, each channel power gain satisfies g, = |hgp|? ~ Exp(Agp)-

Each channel coefficient remains constant within one time slot and is independently regenerated
across different time slots and packet-exchange rounds. The fading coefficients of distinct desired and
interfering links are mutually independent. The node locations, transmit powers and link-specific
marginal channel distributions remain unchanged over the Q exchange rounds.

2.1.1 First Time Slot

The signal received at R when S; transmits the unit-energy modulated symbol x; = M (X,) associated
with packet X; in the presence of the co-channel interferers is given by [7]:

K
Ys,»R = \/P_shisx1 + Z \/FlhlkRuk + ng, €Y)
k=1

where P denotes the common transmit power used by S;,S, and R, whereas P; denotes the common
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transmit power of each co-channel interferer. This equal-power assumption is applied within each
transmitter group to simplify the analysis; no equality between Pg and P, is imposed in the analytical
derivations. The coefficients hg r and h;,  denote the Rayleigh fading coefficients of the S; - R and
I, = R links, respectively, where k € {1,2, ..., K}.

From Eqg. (1), the instantaneous signal-to-interference-plus-noise ratio (SINR) at R in the first time slot
is expressed as:

2
Ps |h51R| _ ¥s9gs, R

Ik{=1 PI|hIkR|2+O-g Zlk{zl lplglkR-I_l

(2)

Ps,R =

Z,I‘IJS =P5/O'g and lpl = PI/O-g

2
where gs g = |h51R| yIIR = |hIkR
For subsequent averaging over the desired and interfering channel gains, the marginal CDFs and PDFs
of g5, g and gy, g are given by:

g n(0) =1 - exp(—/lisx),EglkR(x) =1 —exp(—4;,rX),

_ _ (3)

fgis(x) = AiseXp(—/lisx):fg,kR x) = AIkReXp(_AIka)-
where A p = (dSlR)B and A;p = (d,kR)ﬁ. Here, ds,z and dj gz denote the corresponding link
distances and B is the path-loss exponent, which typically satisfies 2 < 8 < 6, depending on the
propagation environment [38]. It should be emphasized that Eq. (3) characterizes the marginal
distributions of the individual desired and interfering channel power gains; it is not the CDF of the
SINR in Eq. (2). The aggregate CCI term in Eq. (2), YX_, W, g1,.r, 1S explicitly retained in the SINR
expression and is subsequently accounted for by averaging over the joint distribution of the K
independent interference gains, as shown in Egs. (21-23). Accordingly, the instantaneous channel

capacity at R (in this slot) is:
1 1 Ws9s,r
Csr ==l 1+ =-1 1+ ! :
S1R 3 ng( (pS1R) 3 08> < 2£=1 lpIgIkR +1

Note: For a fair comparison between the three-phase TWR model (DNC) and the conventional four-
phase TWR model, assume that the total transmission time per packet exchange is the same
(normalized to one time unit) in both models. Since the SM-3P uses three time slots, each slot

occupies one third of that time; this explains the factor % preceding the logarithm in Eq. (4).

4

2.1.2 Second Time Slot

Similarly, when S, transmits the unit-energy modulated symbol x, = M (X,) associated with packet
X,, the signal received at R is given by [7]:

K
Ys,»R = \/FTshsszz + z \/ITIhIkRuk + N, (5)
k=1

where hg,  denotes the channel coefficient of the S, — R link.

Hence, the instantaneous SINR at R in the second time slot is expressed as:

2

PSthZRl Wsgs,r
Ps,R = ¢ 5 ZZZK v — 6)
k=1 P1|h1kR| + d§ k=1 T191,R

where gs = |h52R|2.
The CDF and PDF of gg,p are respectively given by:

Fyg,n(x) =1~ exp(—/lssz),fgszR(x) = AszReXp(—/lssz): (7)
where A = (dSZR)B, with ds_» denoting the distance between S, and R.

Similarly, Eq. (7) gives the marginal distribution of the desired channel power gain gg, g, rather than
the CDF of the SINR in Eq. (6). The aggregate CCI term in Eq. (6) remains explicitly included and is
treated through the same probability-averaging procedure used for the first source-to-relay link.
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Using the instantaneous SINR in Eq. 6, the channel capacity of the S, — R link in the second time slot

is given by:
1 1 Wsgs,r
CSZR = §10g2(1 + (pSZR) = §log2 <1 + Ik{ ) lplgj - + 1 . (8)
= k

Note: The relay R successfully decodes packet X; if Cg g = Cy, and it successfully decodes packet X,
if Cs,r = Cy, . Otherwise, the corresponding packet-decoding operation is considered unsuccessful;
i.e., when the corresponding instantaneous capacity is below Cy, .

2.1.3 Third Time Slot
Therefore, four cases arise when R attempts to decode the packet-level payloads X; and X5:

- Case 1: R successfully decodes both X; and X,
CS1R = Cth and CSZR = Cth'
- Case 2: R successfully decodes X;, but fails to decode X,
Cis Z Cth and CSzR < Cth'
- Case 3: R successfully decodes X, but fails to decode X;
CS1R < Cth and CSZR = Cth'
- Case 4: R fails to decode both X; and X,
Cis < Cth and CSzR < Cth'

a) Case 1: G5 g = Cyp, and Cg,g = Cyp -

In this case, R successfully decodes both packet-level payloads X; and X,, forms X; = X; @ X, and
broadcasts the corresponding modulated symbol x; = M (X3). The received signals at S; and S, are
respectively expressed as:

K
Yros, =+ Pshgs,x3 + Z \/Flhlksluk +ng,,
k=1

K
YRoS, = \/ITshRszxs + Z \/ITIhIkSZuk + ng,, 9
k=1

where hgg and hgg, denote the channel coefficients of the R » S, and R — S, links, respectively.

The summation term in each received signal represents the aggregate CCI observed at the
corresponding terminal. Therefore, the interference contributions are explicitly retained in the
denominators of the instantaneous SINRs in Egs. (10 and 11).

From the received signals in Eg. (9), the instantaneous SINRs at S; and S, are respectively obtained
as:

2
= Ps|hes, | _ Wsgrs, 10
T 2 o2 2K Wigns t 1 (10
YRy Prlhys,|” + 08 k=1 Y1915,
2
Ps|hes, | Wsgrs
PRrs, = - : (11)

2 = K )
ket P1|h1k52| +aé Yk=1 Y191, +1
2 2 2 )
where grs, = |hgs, | 9rs, = |hrs,| " Gies, = |hs,|” and gr,s, = |hus, |
Note: Consistent with the reciprocity assumptions stated above, g,z and ggs, are independent small-

scale fading realizations, because they correspond to different time slots, but they share the same
exponential rate parameter Ag g, i € {1,2}.

Under the exponential channel-power model stated above, the marginal CDFs and PDFs of g,, ¢, and
Ji,s, are given by:
Fgps, ) = 1= exp(=Ay5,x), Fy, o () = 1 — exp(—2y,s,%),

(12)
fg,ksl (‘x) = AlksleXp(_Alkslx), fglksz (x) = /‘{Ikszexp(_llkszx)r
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where A, ¢ = (d,ksl)ﬁ and A5, = (d,ksz)ﬁ, with d; s, and d; s, denoting the distances from
interferer I;, to the source nodes.

Eq. (12) gives the marginal distributions of the individual interference-channel power gains. It does
not represent the distribution of the aggregate CCIl or of the terminal SINRs. The aggregate

interference powers are explicitly included in Egs. (10 and 11), respectively and are subsequently
incorporated into the packet-delivery probability analysis by averaging over the K independent

interference gains.
K K
z Y1915, and Z Y1915,
k=1 k=1

The channel capacity for the links is calculated using the following formulas:

1 1 Wsgrs
Crs. ==1 1+ ==1 1+ L ,
RS; =3 ng( (PRsl) 3 0g2< Zf:l Wg s +1
¥Ys9rs, >
=1 Yidys, + 1

Note: If Crs, = Cy,, then Sy successfully decodes packet X5 from the received modulated symbol x5 =
M (X53); otherwise, the decoding operation fails. Similarly, S, successfully decodes packet X; if
Crs, = Cu, - After decoding packet X3, terminal S, recovers X, = X5 @ X,, whereas S, recovers X; =
X3 @ X,. Each terminal then stores the recovered fountain-coded packet for subsequent source-
message decoding.

b) Case 2: Cs g = Cip, and Cs,g < Cyp, -

1 1
CRSZ = §10g2(1 + (pRSZ) = §log2 <1 + (13)

In this case, R successfully decodes packet X, but fails to decode packet X,. Therefore, it forwards X,
to S, by transmitting the corresponding symbol x; = M (X;) in the third time slot. The received signal
at S,, together with its SINR and channel capacity, is given as follows [7]:

K
YR-s, = \/FShRSle + Z \/Flhlkszuk + ng,, (14)
k=1
WYsdrs,
®rs, = , (15)
R h=1 Yigns, +1
1 1 Wsgrs
Crs, = =1 1+ ==l 1+ 2 : 16

¢) Case 3: Cs,g < Cy, and Cs,g = Cyy -

In this case, R successfully decodes packet X, but fails to decode packet X;. Therefore, it forwards X,
to S; by transmitting the corresponding symbol x, = M (X5,) in the third time slot. The received signal
at S;, together with its SINR and channel capacity, is given as follows [7]:

K
YRos, = \/ITshRslxz + z \/ITIhIksluk +ng,, 17)
k=1
Wsgrs
Prs, = : (18)

N1 Y1, + 1

Wsgrs, ) . (19)

1 1
Crs. = =log,(1+ =—log, |1+
RSy =3 gz( QDRsl) 3 gz( 115=1 Vg + 1

d) Case 4: Cs,g < Cy, and Cs,g < Cy, -

In this case, if R fails to decode both X; and X,, no data is transmitted in the third time slot.
Consequently, both source nodes will not receive any new information during this phase, increasing
the likelihood of an outage.
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2.2 Probability Analysis Using the SM-3P Model

Because the total duration of one SM-3P packet-exchange round is normalized to one time unit and
consists of three equal-duration transmission phases, the successful-decoding condition for an
instantaneous SINR v is transformed as:

1
§log2(1 +yY)=Ch e log,(1+y)=3Cy, ©y =23t —1 2 py.

Thus, the factor three associated with the SM-3P transmission duration is absorbed into the SINR
threshold py, and is used throughout the following outage-probability derivation.

Because all channel power gains are continuously distributed, the probability of the boundary event
C = Cy, is zero. Therefore, replacing the strict inequality by the non-strict inequality does not alter the
derived outage probabilities. Nevertheless, the successful-decoding condition is consistently written
using = Cy, , Whereas decoding failure is defined using < Cy, . First, we derive the probability that
packet X, is successfully delivered from S; to S,. For S, to successfully receive packet X;, both the
S; = R and R - S, transmissions must be successful. Since these transmissions occur in different
time slots and their corresponding fading realizations are modeled as independent, the end-to-end
success probability can be factorized as follows:

9)2\/[_31) = Pr(CSlR = Cth) Pr(CRsz = Cth)

1 Wsgs,r 1 FsGrs
= Pr(=log <1+ : 2 Cen | Pr| Slogy (14 ) = Can
(3 ? k=1 Wigne +1 ¢ 3 2 Zk=1 ¥igns, +1 t

Wsgs,r ) ( Wsgrs
= Pr L > pw | Pr 2 > P | (20)
<Zlk(=1 Yignrt+1 ’ k=1 Yra1,s, +1 ‘

Next, we calculate the probability term in Eq. (20) as follows:

Yeg K
sYs.R
P ! > =Pr( W > lpz + 21
r<211§=1 Wg g+ 1 pth) r< s9s;R = Pth Ik=1 gIR pth) (21)
K
= Pr (giszwl Z gnrt w2>' (21)
. k=1
with
© =Pthlp1 w :@
Ty Ty

It is worth emphasizing that the above analytical expressions do not require equal desired-signal and
interference powers. The unequal-power case is directly captured through Ws = Pg/aé and
WY, = P,/aé. In particular, the outage behavior is governed by both the desired-node SNR W and the
power ratio ¥, /Ws.

When Ps and P; increase proportionally, ¥, /Ws remains constant. Consequently, w4, remains non-zero
while w, approaches zero and the system converges to an interference-limited outage floor. In
contrast, when Ps increases while P, remains fixed, both w; and w, approach zero. Therefore, the
outage probability continues to decrease and does not approach the same interference-limited floor.
Conversely, increasing P; for a fixed Ps increases w; and degrades the packet- and message-recovery
probabilities.

These observations indicate that separate power allocation for the desired nodes and interference
management for the co-channel interferers can significantly affect system performance. Increasing the
transmit power of the sources and relay is effective when the aggregate interference power remains
bounded. However, proportional power scaling at all transmitting nodes cannot eliminate the outage
floor. Hence, desired-node power allocation should be combined with interference-aware scheduling,
resource allocation, interference cancellation, admission control or constraints on the admissible
interference power. When the interferers are uncoordinated, the system may instead adapt Ps
according to the measured interference level. Such mechanisms are particularly relevant to energy-
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constrained WSN deployments, where increasing Ps; without considering the associated energy cost
may not be practical. To evaluate the probability term in Eq. (21), we condition on the K independent
interference-channel power gains by setting g;, g = zi, k = 1, ..., K.

Since one integration variable is associated with each co-channel interferer, averaging over their joint
distribution requires a K-fold integral. Moreover, owing to the independence assumption, their joint

PDF factorizes as: fy, , g, (21, - 2k) = [1X_, far @i)-

Accordingly, the probability term is evaluated as:

K K
Pr(gis 20)12 g,kR+a)2> = f f l_F;]SlR ((Dlz Zk+(,l)2>
k=1 0—,_0/

k=1
K—fold integral

K
[ | fonemdz, -~ dz
k=1

= exp(—As,rw2) [Tk=1 fooo A1eR eXP[—(AIkR + A5,rW1) 2| Az =

_ K AR

exp( AS1Rw2)Hk=1 AIkR"'ASlRwl (22)
Using the same conditioning and K-fold averaging procedure, the success probability of the R — S,
link is obtained analogously. Multiplying the two independent link-success probabilities yields the per-

round delivery probability of packet X; under the SM-3P protocol as:
03M73F = Pr(Cs,g = Cin)Pr(Crs, = Cn)

A1,RALS
=exp(—(As.r + As,r )@ K_ s 23
p( ( S1R SzR) Z)Hk—l (/11,{12+/1is<01)(1sz2+152R¢U1) ( )
Therefore, the per-round delivery-failure probability of packet X, at S, is given by:
X A rh
1— OSM=3P = 1 _ exp(—(s. p + Ag.p) s 1_[ IRk L @4
Xl ( ( ! 2 ) )k=1 (AIkR +151Rw1)(/11k52 +152R0)1)
Similarly, the per-round probability that S; successfully receives packet X, is given by:
03M73F = Pr(Cs,g = Cen)Pr(Crs, = Cin)
¥s9s,r ) < Wsgrs
= Pr 2 > pw | Pr ! > pPh
(leg=1 Yignr+1 ‘ =1 Yidns, + 1 ;
AL RALS
=exp(—(Ag. g + .z )w, ) [IX_ bl : 25
p(—(4s,r + 2s,r)@2) [Tit=1 (rmAspron) hrsy + A (25)
The corresponding per-round delivery-failure probability of packet X, at S; is given by:
a A rh
1—0SM-3P = 1 _ exp(—(As g + As. g )0y 1_[ TR TS @6
2 ( ( ! 2 ) )k=1 (/11,(}2 +/152R‘U1)(/11k51 +/151R(U1)

Now, we consider the outage probabilities at S; and S,. The desired and interfering channel
realizations are assumed to vary independently from one packet-exchange round to another, while the
node locations, transmit powers and channel statistics remain unchanged. Therefore, the packet-
delivery outcomes over the Q exchange rounds are modeled as independent trials with the same per-
round success probability.

Let N, denote the number of fountain-coded packets generated by S; and successfully received by S,
over Q exchange rounds. Since S, requires at least H successfully received fountain-coded packets to
recover the source message, an outage occurs at S, when N, < H;i.e., N, = 0,1, ..., H — 1. Therefore,

the outage probability at S, is expressed as follows:
H-1

OPSSZM_3P — Z (132> ) (9)2\/[_313)]\]2(1 _ ggfd—BP)Q—Nz

N2:0

H-1 N>

K
Q ) AnrALs, )
= exp(—(4As,gr + A5 r)w 1_[
Z (Nz ( (=Csur + Asye)2) L1 (2r + 25,001) (s, + As,p01)

N2:0




373

"Network Performance of Two-way Relaying with Fountain Coding in Wireless Sensor Networks under Co-channel Interference,” D.-Hung
Haet al.

Q—N,
A, pA
x <1 — exp(—(As,r + As,r)w2) [Tf= ( [RjeS2 )> . (27)

AIkR+/151Rw1)(AIkSZ +/152Rw1

where (18) denotes the binomial coefficient.

Similarly, let N, denote the number of fountain-coded packets generated by S, and successfully
received by S; over Q exchange rounds. An outage occurs at S; if N; < H;i.e.,, Ny =0,1,2,...,H — 1.
Therefore, the outage probability at S; is given by:

H-1

OPSS1M—3P — Z (13 ) (9}%;\/[—313)1\]1(1 _ 9)?;\/[—3P)Q—N1
1

N1:0 N
H-1 K 1

Q ) /11,{12/11,(51 )

= exp|—(As.g + s r )W 1_[
le:o (Nl < [ ( 51k SZR) 2] k=1 (;{IkR + Asszl)(llksl + /151RC()1)
_ Q-N
= Hz:l (Q ) <1 — exp[—(/ls r+ s R)a)z] ﬁ ARy, ) 1 (28)
M=o Ny ! ’ =1 (Aer + Asyr01) (As, + As,r01)

2.3 TWR Model with Four Phases (SM-4P)

Similarly, because one normalized SM-4P packet-exchange round consists of four equal-duration
transmission phases, the successful-decoding condition is transformed as:

1
Zlogz(l +9)=>Cp o log,(1+y) = 4Cy, ©y =24t —1 2 &,.

The same non-strict successful-decoding convention adopted in Sub-section 2.2 is used for the SM-4P
analysis. Hence, the factor four is incorporated into the SM-4P SINR threshold & used in the
subsequent analysis.

The SM-4P-FC benchmark employs the same network topology, node locations, transmit-power
definitions, CCI model, channel distributions and independent block-fading assumptions introduced in
Sub-section 2.1. Unlike the two SM-3P schemes, SM-4P-FC does not perform a packet-level XOR
operation at the relay. Instead, the two communication directions are forwarded separately over four
transmission phases.

The corresponding four-phase transmission model is depicted in Figure 2. In the first phase, S;
transmits its packet to R. In the second phase, R forwards the recovered packet to S,. In the third
phase, S, transmits its packet to R and in the fourth phase, R forwards the recovered packet to S;.
Under the common channel and interference model, the instantaneous link capacities are given by:

—: Transmitted signal in Phase 1 (x;) Transmitted signal in Phase 4 (x,)
———>  Transmitted signal in Phase 2 (x)) ~  ————- »  Co-channel interference (CCI)
—_— Transmitted signal in Phase 3 (x)

Figure 2. Four-phase TWR model operating in a co-channel interference environment.
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1 Wsgs, r 1 Wsgrs
Cs.gr =-=log <1+ L , Crs, =—=log, |1+ 2 ,
I he1 Yigne +1 RS2 7402 r=1 Yigns, +

1 lpsgs R 1 lpSgRS
Con==log, 1+ 2 » Cps, =7loga(1+ 1 '
S2R 7y 82 < II§:1 Yignr+1 R 74 82 Il§=1 Yigys, +1

(29)

Using Cs g and Cgs, in Eq. (29), the per-round probability that S, successfully receives the encoded
packet X, is calculated as follows:

1 ¥s9s,r 1 Ws9grs
95M—4P=Pr<—log <1+ ! > Cyy | Pr(=log, |1+ z > Cin
Xl 4o he1 Yignr +1 ; 4" =1 Yigns, + 1 ‘

Wsgs. r ) < WYsgrs
=Pr L = & | Pr 2 = $th
<Zk 1 Yignr+1 ‘ Yh-1 Ygns, +1 ¢

}{I RAI S
= exp|—(As. g + A58 )9 1_[ Yo ' (30)
s | K emew ey ey ey

where 9; = & W/ Ws and 9, = &y, /s,

Next, the per-round probability that S; successfully receives packet X, is calculated as:
1 Ws9s,r 1 Wsgrs
GSM_4P=Pr<—log <1+ 2 > Cen | X Pr(7log, | 1+ - > Cypy
% 452 =1 Yignr+1 ‘ 2 =1 Yigns, +1 ¢

Ws9s,r ) < Wsgrs
= Pr : > $th : 2 $th
<211§=1 WYignr+1 ‘ Yh=1 Ygns, +1 ¢
u A A
I RS
= exp[—(As,r + A5,r) 9] 1_[ S
k=1 (A’kR

+ ASZRﬁl)(AIksl + /151Rl91).

Finally, the outage probabilities at S; and S, under the SM-4P protocol are calculated as follows:

H-—
OPSM —4p _ Z ( )(HSM 4P)N1(1 BSM 4P)Q Ny

2 (2) (el + )ﬁ]ﬁ i
S1R S2RJ72 (AIkR+/152R191)(/11k51+’151R191)

Q—Ny
AIlelksl
+ /152}?191)(/11,{51 + /151R191)

(1)

Ny

(32)

X
~/

1 —exp[ (Ais +A52R)l92]n (A
IkR

H-1
OPSM-*P = ( )(HEM 4p)N2(1 oM~ 4P)Q N,

H-1 N>

K
Q ) /11kR/11k52 )
= exp|—(4s,gr + A5, )9 1_[
1\;0 (Nz ( =Gl + 25,)22] L1 (r + 25,201) (A1, + As,291)

Q—N;

= AIleIkSZ
x (1= exp[=(As,x + A5,) 9] 1_[ ; . (33)
k=1 ( IR

+ /151R191)(/11k52 + /152R191)

2.4 Sum Throughput Analysis

To complement the outage-probability analysis, we further evaluate the bandwidth-normalized
throughput of the two-way relay system. Under the adopted fixed- Q, no-early-stopping packet-
exchange policy, each source message contains H useful source packets and all Q packet-exchange
rounds are used, even if a destination could satisfy its recovery condition before the final round.
Therefore, H/Q represents the ratio between the number of useful source packets and the fixed total
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number of packet-exchange rounds.
For protocol p € {SM — 3P, SM — 4P}, the throughput at terminal S;,i € {1,2}, is defined as:
» _H ®)
s, =3 Ctn (1 — OFg, ) (34)

where 1 — OPS(i”) denotes the probability that terminal S; successfully recovers the source message.
Accordingly, the bidirectional sum throughput is given by:

H
o = 16 = 5 |2 ORY - O] =

This definition applies to the fixed- Q, no-early-stopping policy adopted for the SM-3P-FC, SM-4P-
FC and SM-3P-NoFC comparisons. If early stopping were employed, the denominator would instead
depend on the average number of packet-exchange rounds required for successful recovery and would
require a separate analysis.

The throughput is normalized by the system bandwidth and is therefore expressed in bit/s/Hz. No
additional factor of 1/3 or 1/4 is introduced in Egs. (34 and 35), because the number of transmission
phases has already been incorporated into the instantaneous capacities and the corresponding outage
probabilities of the SM-3P and SM-4P protocols.

The above metric follows the ideal packet-level fountain-coding abstraction adopted in this work.
Consequently, packet-header overhead, additional encoded packets required for practical decoding,
decoding complexity, processing delay, memory consumption and the corresponding energy cost are
not included in the throughput calculation. Therefore, the reported values represent idealized
bandwidth-normalized throughput.

At the present abstraction level, practical fountain-code overhead may be approximated by evaluating
the outage probabilities appearing in Egs. (34 and 35) using an effective recovery threshold Hq¢ > H,
while retaining H/Q as the useful-payload factor. This effective-threshold substitution does not
represent the complete finite-length decoding behavior. A code-specific throughput analysis would
additionally require the corresponding finite-length decoding-success function, together with explicit
accounting for packet-header, coding, signaling, processing, memory and energy overhead.

2.5 SM-3P Uncoded Fixed-Repetition Benchmark

To isolate the packet-recovery gain provided by fountain coding, we consider a same-budget three-
phase uncoded fixed-repetition benchmark, hereafter denoted by SM-3P-NoFC. The benchmark
retains the same three-phase DNC physical transmission schedule, network topology, transmit-power
definitions, CCI model, channel assumptions, source-block size H and total budget of Q packet-
exchange rounds as SM-3P-FC. It differs only in its packet-generation and source-message-recovery
rules.

Each source message consists of H distinct uncoded packets. These packets are transmitted according
to a pre-determined fixed-repetition schedule over the same Q packet-exchange rounds used by SM-
3P-FC. The fixed schedule requires neither packet-level feedback nor adaptive retransmission and
therefore provides a controlled same-budget comparison. It is not intended to represent all possible
non-fountain coding strategies, such as feedback-based ARQ or a separate fixed-rate channel code.

Let
L=[%J,r=Q—LH, (36)

where 0 < r < H. For the considered benchmark, Q = H is assumed, so that every uncoded source
packet is transmitted at least once. Accordingly, r source packets are transmitted L + 1 times, whereas
the remaining H — r packets are transmitted L times. Thus, the Q transmission opportunities are
distributed as evenly as possible among the H uncoded source packets.

The relay operation, DNC processing, channel model, transmit powers and interference conditions
remain identical to those of the fountain-coded SM-3P protocol. Therefore, the per-round successful
packet-delivery probabilities remain 63M~3F and 6xM3P. However, without fountain coding,
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successful message recovery requires every one of the H distinct source packets to be received at least
once. Under the adopted independent block-fading model across packet-exchange rounds, the delivery
outcomes of the repeated transmissions are mutually independent.

Consequently, the outage probability at S, is given by:

OPSSZM—3P—N0FC -1— [1 -(1- 9)2\/[_3P)L+1]r y [1 _(1- QEfA_SP)L]H_r_ 37)
Similarly, the outage probability at S; is:
OPSSIM—3P—N0FC -1— [1 -(1- 9)5(;\4_3P)L+1]r y [1 _(1- 9)2\/[—3P)L]H—r. 38)

When Q = H, each uncoded packet is transmitted once and the expressions reduce to:

OPSSZM—3P—N0FC — 1 (9%4—313)”,
and
OPSSlM—BP—NoFC —1— (0}2\4—3P)H_

The corresponding bidirectional sum throughput is:

H _3p— _3p—
77glll/[n;ﬂ:’—NOFC — _Cth[z _ OPSSlM 3P NOFC_OPSSZM 3P NOFC] (39)
This benchmark uses the same source-block size, transmission budget, three-phase protocol and DNC
operation as the fountain-coded SM-3P system. Hence, the comparison isolates the benefit of allowing
any H successfully received encoded packets to recover the source message, rather than requiring all
H distinct uncoded packets.

3. SIMULATION AND ANALYTICAL RESULTS

This section presents the analytical and MC simulation results for the OPs and bidirectional sum
throughputs of the SM-3P-FC, SM-3P-NoFC and SM-4P-FC schemes. The analytical curves are
evaluated using the closed-form outage-probability expressions and the throughput expressions
derived in Section 2, whereas the simulation results are obtained by independently generating the
channel realizations and evaluating the corresponding packet-recovery events.

For consistency with the analytical notation, the labels SM-3P and SM-4P used in Figures 3-8 refer to
the fountain-coded SM-3P-FC and SM-4P-FC protocols, respectively.

For each plotted point, the MC results are obtained from Ny = 10° independently generated channel
realizations. The pseudo-random-number generator is initialized using the fixed seed 2026 with the
Mersenne Twister algorithm. In all figures, analytical results are represented by continuous curves,
whereas MC results are represented by discrete markers.

Unless otherwise specified, Figures 3-10 use the proportional power setting P =P, =P or
equivalently Ws = W, = W. This setting is adopted to investigate the interference-limited behavior that
occurs when the desired and interfering powers increase at the same rate. It is not an analytical
restriction, because the derived expressions allow arbitrary and unequal values of W5 and ¥;.

Figure 11 explicitly relaxes this numerical assumption by varying W under three interference
conditions: no CCl, fixed ¥; = 5 dB and proportional ¥, = Y.

For the interference-free case K = 0, the standard conventions ¥%_, () =0 and [[%-, () =1 are
adopted. The close agreement between the analytical and simulation results supports the accuracy of
the derived expressions. Unless otherwise specified, the system and simulation parameters are
summarized in Table 3.

For the controlled equal-large-scale-interference benchmark, the K interferers are assigned the same
nominal distance profile, generated from the reference coordinate (0.3, -1.5). This controlled
arrangement isolates the effect of the number of interferers while maintaining the same average large-
scale propagation condition for every interferer. It is not intended to represent a literal deployment in
which multiple physical interferers occupy exactly the same location. The small-scale fading
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coefficients associated with the K interferers are independently generated and hence their
instantaneous interference contributions are independent.

Table 3. Simulation parameters and numerical settings for Figures 3-11.

Parameter | Meaning Value or setting

S Coordinate of source node S; (0,0)

S, Coordinate of source node S, (1,0)

R Coordinate of relay node R (xg,0),where 0 < xp <1

Iy Nominal reference coordinate for the controlled | (0.3,-1.5),k =1,...,K
equal-large-scale interference benchmark

B Path-loss exponent 3

ol AWGN noise power at each receiving node 1

Aab Exponential rate parameter of the channel power [ 3 =~ = dﬁb
gainonlinka —» b ¢

Fading Small-scale fading model for the desired and Independent block-Rayleigh fading
interfering links

Channel | Variation of the channel realizations across Constant within one time slot and independently

update transmissions regenerated across time slots and exchange rounds

Ps, P, Desired-node and co-channel-interferer transmit | P, = P, = P for Figs. 3-10; separately specified
powers; arbitrary in the analytical framework through ¥ and ¥, for Fig. 11.

v Common normalized transmit power under Ps = | 0,3,6, ...,30 dB for Figs. 3, 4 and 10; 5 dB for
P, = P, where ¥ = P/o¢ Figs. 5-9.

Y, ¥, Separate normalized desired-node and co- For Fig. 11: ¥; = 0,3,6, ...,30 dB; no CCI: K = 0;
channel-interference powers used for the CCI- | fixed CCI: K = 2, ¥, = 5 dB; proportional CCl:
power comparison K=2¥ =Y

Cn Target spectral-efficiency threshold 0.1 bit/s/Hz for Figs. 3-8 and 10-11; 0.1,0.2, .., ,

1.0 bit/s/Hz for Fig. 9.

H Source-block size and recovery threshold for the | 3 for Figs. 3, 5, 6 and 811, 4 for Fig. 4; 4,5, ..., 10
fountain-coded schemes for Fig. 7.

Q Maximum number of packet-exchange rounds |4 for Fig. 3; 5 for Figs. 4, 6 and 8-11; 3,4,5,6 for

Fig. 5; 10 for Fig. 7.

Xg X-coordinate of relay R on the S; — S, line 0.4 for Fig. 3; 0.75 for Fig. 4; 0.35 for Figs. 5,
segment 711;0.1,0.2, . ., 0.9 for Fig. 6.

K Number of co-channel interferers 2 for Figs. 3-6, 9 and 10; 3 for Fig. 7; 1,2,...,10 for

Fig. 8; 0 or 2 for Fig. 11.

Nymce Number of independently generated channel 106

realizations for each plotted point

Random | Initialization of the MATLAB pseudo-random- | 2026, Mersenne Twister
seed number generator

Software | Software used for the analytical evaluations and | MATLAB R2024b
Monte Carlo simulations

The numerical evaluations are conducted in a two-dimensional Cartesian coordinate system, where
S1 =(0,0),S, = (1,0) and R = (xg,0). All K co-channel interferers are assigned the same nominal
coordinate in the reported numerical experiments. This fixed-location setting is not intended to
represent a general spatial deployment. Rather, it provides a controlled conditional benchmark that
isolates the impact of the number of interferers under identical large-scale propagation conditions.

With S; = (0,0),S5, = (1,0),R = (xg,0) and I, = (0.3,—1.5), the distances from each co-channel
interferer to the receiving nodes are explicitly determined as: d; 5, =+/0.3%2 + 1.5%, d; 5, =

J(A—03)2+152 andd;z =+/(xg —03)2+ 152,k = 1,.., K.

Accordingly, the corresponding exponential rate parameters used in the analytical and MC evaluations
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_ 4B _ 4B _ 4B
are /11k51 - dlksl'llksz - dIkSZ'AIkR - dIkR'

Although all K interferers are assigned the same nominal coordinate in the controlled numerical
benchmark, their small-scale fading coefficients are independently generated. Thus, they share the
same large-scale channel parameters, but produce independent instantaneous interference
contributions.

A more general deployment can incorporate randomly distributed interferers through a spatial point-
process model [30]. For a fixed number K, the interferer locations may be modeled by a binomial
point process within a bounded deployment region. Alternatively, a Poisson point process may be
employed when both the number and locations of the active interferers within a bounded observation
region are random.

Conditioned on a spatial realization ®,, the present link-level expressions remain applicable by
assigning each interferer location x;, € ®; and setting d;,;, = ||x;, — Xp||, A1, = d;’ib, for each
receiving node b € {R, S;,S,}. Under the adopted exponential channel-power model, this definition
gives ]E[g,kb | d),] = ﬁ = dI_,fzi- A spatially averaged outage probability would then be obtained as

OPs, = Eg,[OPs, | ®;], which requires an additional averaging operation over the random network

geometry. Such a stochastic-geometry extension is beyond the scope of the present fixed- K, fixed-
location analysis.
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Figure 3. OP versus W for x; = 0.4,H =3,Q =4and K = 2.

Figure 3 plots the OPs at S; and S, for the SM-3P and SM-4P protocols as functions of W (in dB ),
with H = 3,0 = 4 and K = 2. As observed, the OP at both source nodes decreases as ¥ increases.
This is because, in the low- and moderate-SNR regions, increasing ¥ improves the received signal
quality and hence raises the successful packet decoding probability. However, since the interferers are
also assumed to use the same transmit power scaling; i.e., P; = P, = P, the co-channel interference
power increases together with the desired signal power. Therefore, at high W, the system becomes
interference-limited and the OP curves approach an outage floor. The figure also shows that the OPs
achieved by the SM-3P scheme are always lower than those of the SM-4P scheme. This is because the
three-phase protocol provides a larger pre-log factor (1/3 instead of 1/4), resulting in a higher
instantaneous link capacity and, consequently, a lower outage probability. In addition, the OP at S; is
higher than that at S,, mainly due to the relay placement and the considered locations of the co-
channel interferers.

Figure 4 plots the OPs at S; and S, for the SM-3P and SM-4P protocols as functions of ¥, with x, =
0.75,H =4,Q =5 and K = 2. Similar to Figure 3, the OPs initially decrease as ¥ increases and
subsequently approach non-zero outage floors. This behavior occurs, because the desired nodes and
co-channel interferers use the same power scaling; i.e., P; = P, = P, causing the system to become
interference-limited at high W.
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Figure 4. OP versus W for x; = 0.75,H = 4,Q =5and K = 2.

The SM-3P protocol consistently achieves lower OPs than the SM-4P protocol, because its larger pre-
log factor results in a lower SINR threshold for the same target spectral efficiency. The difference
between the OPs at S; and S, is primarily caused by the asymmetric relay and interferer geometry.
Compared with Figure 3, relocating the relay to x; = 0.75 changes the balance between the two end-
to-end communication directions, whereas the different values of H and Q@ mainly affect the overall
message-recovery probability.

10°
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+ S, (MC,SM-3P)
)
)
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Analytical results

1043 1 L
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Figure 5. OP versus Q for ¥ = 5dB,x;z = 0.35,H =3 and K = 2.

Figure 5 plots the OPs at S; and S, for the SM-3P and SM-4P protocols as functions of the number of
exchange rounds Q, with ¥ = 5dB,x;z = 0.35,H = 3 and K = 2. It can be observed that the OPs at
both source nodes under the SM-3P scheme remain lower than those under the SM-4P scheme. This is
because the analyzed SM-3P protocol uses a larger pre-log factor than the four-phase protocol,
resulting in a higher instantaneous link capacity and, consequently, a higher successful packet-
decoding probability. The figure also shows that the OP at both S; and S, decreases as Q increases.
This is because a larger Q increases the likelihood that the source nodes can successfully collect at
least H fountain-coded packets required for successful message recovery, thereby reducing the outage
probability. It is worth noting that the horizontal axis starts from Q = 3, because H = 3 is fixed in this
experiment. Since at least H successfully received fountain-coded packets are required for message
recovery, the cases with Q < H are trivial, as successful recovery is impossible and the outage
probability becomes unity. Therefore, only the meaningful region Q = H is presented in the figure.

Figure 6 plots the OPs at S; and S, for the SM-3P and SM-4P protocols as functions of the relay
location xz, with ¥ = 5dB,Q = 5,H = 3 and K = 2. It can be observed that the relay location has a
pronounced impact on the outage performance of both source nodes. As xp varies, the distances of the
two hops change simultaneously, so improving one source-to-relay link may degrade the
corresponding relay-to-source link on the other side. Therefore, a trade-off arises between the two
transmission hops, which leads to a non-monotonic OP behavior. As a result, there exists an optimal
relay region in which the OP of the source nodes is minimized.
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Figure 7. OP versus H for ¥ = 5dB,Q = 10,x; = 0.35and K = 3.

Figure 7 shows the OPs at S; and S, as functions of the recovery threshold H. For a fixed Q = 10, the
OPs increase as H increases, because a larger number of successfully received fountaincoded packets
is required for source-message recovery. Therefore, the probability of collecting an insufficient
number of packets becomes higher. The SM-3P protocol consistently achieves lower OPs than the
SM-4P protocol over the entire considered range, further demonstrating the reliability advantage of the
three-phase transmission structure.

The horizontal axis starts from H = 4, because H = 3 is used as the baseline recovery threshold in
Figures 3, 5, 6 and 8-11, whereas Figure 7 focuses on stricter message-recovery requirements. All
considered values satisfy H < Q = 10.
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Figure 8. OP versus K forW =5dB,Q = 5,xz = 0.35and H = 3.

Figure 8 plots the OPs at S; and S, for the SM-3P and SM-4P protocols as functions of K, with ¥ =
5dB,Q = 5,xz = 0.35 and H = 3. As observed, the OP at both nodes increases as K increases. This
is because a larger number of co-channel interferers causes more severe interference on the
transmission links, which reduces the received SINR and, consequently, the successful decoding
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probability of fountain-coded packets. Therefore, the probability that the sources fail to collect the
required H packets becomes higher, resulting in a larger OP. The figure also shows that the OPs
achieved by the SM-3P scheme are always lower than those of the SM-4P scheme, confirming the
effectiveness of the analyzed SM-3P protocol under stronger co-channel interference.

Sum Throughput (bit/s/Hz)

-y

0.6
s/Hz

Figure 9. Bidirectional sum throughput versus Cti; for vthe SM-3P-FC, SM-3P-NoFC and SM-4P-FC
schemes withW =5dB,H = 3,Q = 5,xz = 0.35and K = 2.

Figure 9 compares the bidirectional sum throughputs of the SM-3P-FC, SM-3P-NoFC and SM-4P-FC
schemes as functions of C,, . Close agreement is observed between the analytical curves and the Monte
Carlo markers over the evaluated C; grid, supporting the accuracy of the derived throughput
expressions, including the newly introduced SM-3P-NoFC benchmark. The maximum absolute
deviations between the analytical and MC results over the evaluated Cy; grid are 4.558 %
107%,2.345 x 10™* and 2.890 x 10~* for SM-3P-FC, SM-3P-NoFC and SM-4P-FC, respectively.
These maximum deviations occur at C, = 0.6,0.6 and 0.7 bit/s/Hz, respectively.

For all three schemes, the sum throughput initially increases with Cy,, reaches a maximum and then
decreases. At small Cy,, the increase in spectral efficiency dominates the corresponding reliability loss.
At larger Cy, , however, the increased SINR threshold causes a rapid increase in outage probability and
the reliability loss outweighs the spectral-efficiency improvement.

Under the common Figure 9 setting and over the evaluated target-spectral-efficiency grid Cy, €
{0.1,0.2, ...,1.0} bit /s/Hz, the analytical SM-3P-FC curve reaches its maximum evaluated sum
throughput of approximately 0.433753 bit/s/Hz at Cy;, = 0.5 bit/s/[Hz. By comparison, the analytical
SM-3P-NoFC and SM-4P-FC curves reach their corresponding maxima of approximately 0.288574
and 0.322001 bit/s/Hz, respectively, at Cy = 0.4bit/s/Hz. Accordingly, within the considered
numerical setting, the maximum analytical throughput of SM-3P-FC is approximately 50.3% higher
than that of SM-3P-NoFC and approximately 34.7% higher than that of SM-4P-FC.

The SM-4P-FC scheme outperforms the SM-3P-NoFC benchmark at relatively small values of Cy,,
indicating that the recovery flexibility provided by fountain coding may compensate for the additional
transmission phase in this region. However, for the sampled points satisfying Cy, = 0.5 bit/s/Hz, SM-
3P-NoFC outperforms SM-4P-FC, because the lower SINR threshold associated with the three-phase
structure becomes increasingly important. These results demonstrate that both fountain coding and the
reduction in the number of transmission phases contribute to the throughput improvement of the
proposed SM-3P-FC scheme.

To further isolate the reliability contributions of fountain coding and the three-phase transmission
structure, Figure 10 compares the OPs of the SM-3P-FC, SM-3P-NoFC and SM-4P-FC schemes.

The analytical curves are in close agreement with the MC markers for all three schemes at both
terminals. The maximum absolute MC-analytical deviation among the six plotted cases is below
7.22 x 10~%, further validating the newly introduced SM-3P-NoFC outage expressions.
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Figure 10. Outage probability of the SM-3P-FC, SM-3P-NoFC and SM-4P-FC schemes versus W at
(@) S; and (b) S,, with Cy4, = 0.1bit/s/Hz,H = 3,Q = 5,xz = 0.35and K = 2.

Over the entire considered normalized transmit-power range, the SM-3P-FC scheme achieves the
lowest OP at both terminals, whereas the SM-3P-NoFC benchmark exhibits the highest OP. The
ordering is therefore QpSM—3P—FC  QpSM—4P-FC  qpSM—-3P—NoFC

The comparison between SM-3P-FC and SM-3P-NoFC directly demonstrates the recovery advantage
provided by fountain coding, whereas the comparison between SM-3P-FC and SM-4P-FC quantifies
the reliability gain obtained by reducing the number of transmission phases. As W increases, all three
schemes approach non-zero outage floors, because the desired and interfering powers are increased
proportionally under P¢ = P; = P.

Figure 8 has quantified the effect of the number of co-channel interferers. To complement that result
and isolate the effect of the interference-power scaling rule, Figure 11 compares the proposed SM-3P-
FC scheme under interference-free, fixed-power CCI and proportional-power CCI conditions. The
analytical curves closely agree with the MC markers under all three interference conditions. The
maximum absolute MC-analytical deviation among the six evaluated cases is below 2.25 x 107,
confirming the validity of the derived expressions for unequal values of W5 and ¥;, as well as for the
interference-free case K = 0. At high desired-node powers, several empirical OP values are zero,
because no outage event is observed among the Ny = 10° channel realizations. These zero-valued
MC points are therefore omitted from the logarithmic plots.

Figure 11 demonstrates that both the presence of CCI and the manner in which its power scales with
the desired-node transmit power have substantial effects on the outage behavior. In the interference-
free case, the OPs at both terminal nodes decrease rapidly as Ws increases, because only thermal noise
and the desired-link fading affect packet delivery.

When the interference power is fixed at ¥; = 5 dB, the OPs are higher than those in the interference-

free case, particularly in the low- and moderate- Ws regions. Nevertheless, the OPs continue to

. . . v
decrease as Ws increases. This behavior follows from w; = % - 0and w, = % - 0, when ¥,
S S

remains fixed and W increases.

By contrast, when the desired and interfering powers increase proportionally; i.e., ¥; = Ws, the ratio
Y, /W, remains constant and w; = py,. Consequently, the improvement obtained by increasing W
gradually saturates and the OPs approach non-zero interference-limited floors. Across the entire
considered range, the interference-free case provides the lowest OP. When W5 < 5 dB, the fixed-
power CCI case may exhibit a higher OP than the proportional-power case, because the fixed
interference power exceeds the desired-node power. The two CCI conditions would coincide at Ws =
5 dB, where the fixed interference power equals the desired-node transmit power. For W5 > 5 dB, the
fixed-power CCl becomes progressively weaker relative to the desired signal, whereas the
proportional-power CCI remains equally strong in relative terms and ultimately produces a non-zero
outage floor.

Across both terminal nodes and all three interference scenarios, the global maximum absolute
deviation between the analytical and Monte Carlo outage probabilities is approximately 2.243 x
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10~*. This maximum deviation occurs at terminal S, under the fixed-power CCI setting. The close
agreement between the analytical and Monte Carlo results supports the accuracy of the derived outage-
probability expressions over the evaluated desired-power range.

(a) Terminal S1 (b) Terminal S2

S AU R

OPatS,

Figure 11. Effect of CCI power scaling on the outage probability of SM-3P-FC at (a) S; and (b) S,: no
CCI (K = 0), fixed CCI (K = 2,¥; = 5 dB) and proportional CCI (K = 2,¥; = ¥s).

At relatively high desired-node powers, several Monte Carlo outage estimates in the interference-free
and fixed-power CCI cases become zero, because no outage event is observed among the Nyc = 10°
generated channel realizations. Since zero-valued samples cannot be displayed on a logarithmic scale,
the corresponding MC markers are omitted from Figure 11. These zero-valued estimates reflect the
finite Monte Carlo resolution rather than an analytical claim of exactly zero outage probability.

Engineering design implications: The numerical results provide several guidelines for the design of
fountain-coded two-way relay networks operating under co-channel interference. First, increasing the
desired-node transmit power cannot eliminate the outage floor when the interference power follows
the same scaling. Under proportional scaling of P; and P;, the ratio W;/Ws remains constant and the
system remains interference-limited. By contrast, when Ps increases while P; remains bounded, the
desired-to-interference power ratio improves and the outage probability continues to decrease.
Therefore, desired-node power allocation should be combined with interference-aware scheduling and
interference suppression rather than uniformly increasing the powers of all transmitting nodes.

Second, the relay position should be selected by considering both desired link distances and the
exposure of the relay and source nodes to the co-channel interferers. Placing the relay closer to one
source can improve the corresponding hop while degrading the opposite communication direction,
which may produce unequal outage probabilities at S; and S,. Hence, a balanced relay placement
should minimize the worst outage probability of the two end nodes rather than optimizing only one
link.

Third, the fountain-code parameters H and @ introduce a reliability-latency trade-off. For a fixed H,
increasing Q gives the destinations more opportunities to collect the required encoded packets and
therefore reduces the outage probability, but it also increases the maximum delivery delay and the
number of transmission rounds. In contrast, for a fixed @, increasing H imposes a stricter recovery
requirement and generally increases the outage probability. Thus, H and Q should be jointly selected
according to the required reliability and latency constraints of the considered WSN application.

Finally, the performance degradation caused by a larger number of co-channel interferers indicates
that the analyzed SM-3P-FC scheme is most beneficial when combined with appropriate interference
control. The three-phase structure reduces the packet exchange by one time slot compared with the
conventional four-phase protocol, but its practical reliability still depends on the number and locations
of the interferers, the relay placement and the selected fountain-code parameters. The reported results
are conditioned on the fixed interference geometry specified in Table 3. In deployments with randomly
located interferers, the reliability may also vary substantially across spatial realizations, because the
relay and the two terminal nodes can experience different aggregate interference levels.
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4. CONCLUSIONS AND FUTURE DIRECTIONS

This paper investigated the outage and sum-throughput performance of a three-phase two-way relay
network that combines fountain coding and packet-level digital network coding in the presence of co-
channel interference. The considered SM-3P-FC protocol reduces the packet exchange from four time
slots in the conventional SM-4P-FC protocol to three time slots by combining the relay broadcast
operation with digital network coding. Closed-form expressions for the packet-delivery probabilities
and the resulting outage probabilities at both terminal nodes were derived over independent block-
Rayleigh fading channels. Based on these results, a bandwidth-normalized bidirectional sum-
throughput expression was also developed to characterize the reliability-rate trade-off.

The analytical results were validated through Monte Carlo simulations using 10° independently
generated channel realizations per plotted point. The close agreement between the analytical curves
and simulation markers supports the accuracy of the derived outage-probability and throughput
expressions. The numerical results show that the SM-3P-FC scheme consistently achieves lower
outage probabilities and higher sum throughput than the SM-4P-FC scheme under the considered
system configurations. When the desired and interfering transmit powers increase proportionally, the
system becomes interference-limited and the outage probabilities approach non-zero floors. The
additional CCl-power comparison further shows that the outage probabilities continue to decrease
when interference is absent or when its power remains fixed, whereas proportional desired/interference
power scaling produces non-zero outage floors. The results further demonstrate that relay placement,
the recovery threshold H, the maximum number of exchange rounds Q and the number of co-channel
interferers K have significant effects on system reliability. In addition, the sum throughput first
increases and then decreases with the target spectral efficiency, revealing an optimum operating rate
for each protocol.

These findings provide several practical design implications. Increasing the desired-node transmit
power alone cannot eliminate the outage floor when the interference power follows the same scaling.
Relay placement should therefore be selected by considering the reliability of both communication
directions rather than optimizing only one link. Hence, the coding strategy, number of transmission
phases and fountain-code parameters H, Q and Cy, should be jointly selected according to the required
reliability, latency and throughput constraints.

Under the common Figure 9 setting and over the evaluated target-spectral-efficiency grid Cy, € {0.1,
0.2, .., 1.0} bit/s/Hz, the maximum evaluated bidirectional sum throughputs of the SM-3P-FC, SM-
3P-NoFC and SM-4P-FC schemes are approximately 0.434, 0.289 and 0.322 bit/s/Hz, respectively.
Accordingly, within the considered numerical setting, the maximum evaluated throughput of SM-3P-
FC is approximately 50.3% higher than that of SM-3P-NoFC and approximately 34.7% higher than
that of SM-4P-FC. The outage-probability comparison further shows that SM-3P-FC achieves the
lowest outage probability among the three schemes over the considered normalized transmit-power
range. These findings separately demonstrate the benefits of fountain coding and the reduction in the
number of transmission phases.

Coding-assisted cooperative communication has also been investigated for WSNs using LDPC/OFDM
approaches [39], supporting the broader relevance of channel coding in resource-constrained
cooperative networks.

The present analysis adopts an ideal packet-level fountain-coding model and assumes fixed node
locations and independent block-Rayleigh fading. Equal desired and interfering transmit powers are
used in Figures 3-10, whereas Figure 11 considers interference-free, fixed-interference power and
proportional-power settings. Future work may consider specific practical fountain-code constructions
and degree distributions, finite-length decoding overhead, effective recovery thresholds and decoding-
complexity-aware performance analysis for resource-constrained WSN nodes. Other useful extensions
include separate source and relay power allocation together with interference-management
mechanisms under energy and interference constraints; binomial- and Poisson-point-process models
for randomly distributed co-channel interferers, together with spatially averaged outage and
throughput analyses; more general fading models, such as Rician and Nakagami- m fading; imperfect
channel-state information; spatially correlated channels; and multi-relay extensions employing sum-
rate-based relay selection and adaptive relay placement.
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Prior studies have shown that sum-rate-based selection can outperform max-min or end-to-end
selection in the corresponding half/full-duplex two-way relaying models [40][41][42]. Future
extensions should also account for feedback delay and channel-estimation error, since these
impairments may reduce the achievable diversity order and coding gain. Security-oriented extensions
may further investigate the impact of feedback delay on the secrecy performance of half/full duplex
two-way relaying [43]. Additional communication metrics, such as delay, energy efficiency, bit-error
rate and ergodic capacity, may also be considered.
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ABSTRACT

High reported accuracies on small mammographic datasets are frequently inflated by data leakage, most often
from augmentation applied before the train/test split. Changing only the split order on whole-image Mini-MIAS
moves a deep-feature plus Support Vector Machine (SVM) pipeline from 0.976 accuracy to 0.513, which is
equivalent to the random chance. The predictive signal survives at the lesion-patch scale. Our contribution is
protocol-level rather than architectural: a reproducible leakage audit; the first quantification and repair of the
reported patient overlap in the CBIS-DDSM official split, which we trace to its mass and calcification partitions
being drawn independently (31 patients, 8.5% of test lesions); an architecture sweep that tests rather than assumes
the performance ceiling; and a label-free procedure for transferring the decision threshold to a new institution. A
lightweight EfficientNet patch pipeline trained on CBIS-DDSM under a strict patient-wise protocol obtains ROC-
AUC 0.745 (95% CI 0.703-0.794); without retraining, it attains 0.734 (0.640-0.826) on MIAS and 0.877 (0.804—
0.946) on INbreast and a DeLong test cannot distinguish the MIAS result from the internal one (p = 0.82). Results
are stable over ten seeds (o< 0.011) with clustered bootstrap intervals. Across 11 configurations spanning six
architecture families, test AUC spans only 0.707-0.777. For small datasets, leakage control and external
validation matter more than headline accuracy.

KEYWORDS

Breast lesion classification, Data leakage, Transfer learning, External validation, Mammography.

1. INTRODUCTION

Breast cancer is the most common cancer and a leading cause of cancer-related death among women
worldwide and early detection remains the single most effective means of reducing mortality [1]. X-ray
mammaography, the principal population-screening modality, is difficult to interpret, because lesions are
often small, of low contrast and partly obscured by overlapping fibro-glandular tissue; sensitivity
therefore depends heavily on the reader’s workload and experience [2]. These challenges have driven
decades of computer-aided detection and diagnosis (CAD) research, a fast-moving field that has
accelerated further with the advent of deep learning [3].

Convolutional neural networks (CNNs) currently dominate research on mammographic-image analysis.
Because well-annotated mammograms are scarce, the prevailing approach is transfer learning, in which
a backbone pre-trained on a large corpus of natural images is used as a feature extractor or fine-tuned to
the target task. A systematic review of recent medical-imaging studies confirms a strong trend toward
feature-extraction and fine-tuning methods, but also notes inconsistent reporting of configurations [4].
In mammography specifically, end-to-end CNNs with tailored pre-processing and augmentation have
been shown to classify pre-segmented masses as benign or malignant [5], while lightweight hybrids that
combine CNN features with classical classifiers remain attractive for smaller datasets [6].

Despite this progress, reported performance on small public datasets is often difficult to replicate and,
on closer inspection, optimistic. Mini-MIAS studies, for example, frequently report high accuracies—
such as 93.9% for normal-versus-abnormal classification [7] and 96% sensitivity at AUC 0.99 for
normal/benign/malignant classification [8]—yet these are typically whole-image results obtained
without explicit control of data leakage. One commonly overlooked problem is the application of
augmentation before the train/test split: augmented instances (e.g., rotations) of a single image end up
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in both sets, so the images are no longer independent and the reported scores present an over-optimistic
picture [9]. Reproducibility and test—retest robustness are likewise rarely assessed, even though small
changes in the input can significantly alter CNN predictions [10] and external (cross-dataset)
validation—the strongest evidence of generalizability in clinical settings— remains relatively scarce
[11]. In this work, we take a different approach: rather than chasing a headline accuracy figure, we focus
on methodologically sound evaluation and quantify what is genuinely generalizable. Our contributions
are as follows.

o A reproducible data-leakage demonstration. We isolate augment-before-split leakage in a
controlled experiment that changes one variable. Holding the films, labels, features, classifier and
rotation count fixed, splitting the augmented pool at random yields 0.976 accuracy and 0.997 ROC-
AUC on whole-image Mini-MIAS, whereas splitting by source film first yields 0.513 accuracy and
0.500 ROC-AUC — chance and below the majority-class rate. We release a single script that runs
both arms.

e A quantified and repaired leakage channel in the CBIS-DDSM official split. Zafari et al. [12]
report that patient overlap exists between the pre-defined CBIS-DDSM training and test sets and
discard that split for the purpose of dataset harmonization. We confirm the overlap independently
and extend it in four ways: we identify the mechanism; namely that the mass and calcification
partitions were drawn independently, so 31 patients contribute a mass case to one side and a
calcification case to the other; we quantify it as 60 of the 704 official test lesions (8.5%), with 19 of
the 31 patients sharing the same breast and view; we measure its effect on a patch-based transfer-
learning pipeline; and we supply a repaired, strictly patient-disjoint split that preserves the official
test set, so that results remain comparable with published CBIS-DDSM numbers.

o A whole-image versus lesion-patch analysis. We show that, under a strict leakage-free protocol,
whole-image transfer learning performs far worse than lesion-scale patches for the datasets,
backbones and input resolutions evaluated here—now demonstrated on CBIS-DDSM as well as
Mini-MIAS—whereas lesion-scale patches carry meaningful and statistically significant signals.

o Leakage-free cross-dataset external validation. We train benign-versus-malignant classifiers on
CBIS-DDSM and test them, without retraining, on MIAS (cross-institution) and INbreast (cross-
modality, full-field digital mammography), reporting clustered bootstrap 95% confidence intervals,
DelLong tests between datasets and classifier stability across ten random seeds.

e A tested rather than assumed performance ceiling. Eleven configurations spanning Ssix
architecture families and 2.2-86 M parameters, including ViT-B/16 and Swin-T, are trained under
one identical leakage-free protocol. Heavier backbones do help—ViT-B/16 is significantly ahead of
the lightweight baseline—but the entire family spans only 0.07 AUC, far short of the accuracies
reported under leaky evaluation. The same design also separates backbone from input resolution
and, in doing so, corrects a claim in the submitted version.

o A label-free procedure for transferring the operating threshold. We find that dis- crimination
survives a change of institution, but calibration does not, so a threshold tuned at the source site
misbehaves at the target. We give a rank-based transfer that repairs the operating point using only
un-labelled target scores and show that on the like-for-like external cohort it recovers the operating
point an oracle threshold would choose. We also identify and report, the condition under which it
should not be used.

The remainder of the paper is organized as follows. Section 2 reviews related works; Section 3 details
the datasets; and Section 4 describes the methodology, including patch extraction, pre-processing,
models, the leakage-free protocol, the statistical evaluation and the threshold-transfer procedure. Section
5 presents the results and discusses them. Section 6 details the released reproducibility package. Section
7 tackles the study limitations. Finally Section 8 addresses the conclusions and future work.

2. RELATED WORKS

Deep and transfer learning. Although traditional CAD techniques for mammography were developed
over the preceding decade, deep learning has since emerged as the most successful approach, as recent
surveys make clear [3]. Under data scarcity, the most common strategy is transfer learning from
ImageNet-pre-trained CNNs: such models, combined with augmentation, classify pre-segmented
masses as benign or malignant [4], [13] and hybrid approaches classify masses as benign or malignant
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or distinguish soft-tissue from bone tumours [5]. On small datasets, however, combining a CNN with a
classical classifier (e.g., SVM or dRVFL) still tends to outperform the alternatives [6, 14].

Benchmarks. CBIS-DDSM is an officially train/test-split sub-set of DDSM, curated by using biopsy
outcomes to select the best cases of the original DDSM; it was created specifically, because earlier
results were difficult to replicate for lack of a standard evaluation set [15]. INbreast provides full-field
digital mammography (FFDM) with precise annotations and BI-RADS assessments [16], while larger
resources, such as VinDr-Mammo, further extend the landscape [17]. Mini-MIAS, although digitized
and relatively small, remains popular and frequently yields strong reported results [7, 8]; its apparent
performance, however, depends heavily on the evaluation protocol and its rigour. Attention has also
turned to the quality of the benchmarks themselves. Zafari et al. [12] harmonized CBIS-DDSM,
TOMPEI-CMMD and VinDr-Mammo into a common format, quantified distributional shifts in breast
density and abnormality prevalence between them and reported patient overlap between the pre-defined
CBIS-DDSM training and test sets, which led them to discard that split. Their concern is cross-dataset
harmonization; ours is what the overlap costs; a classifier that keeps the official split, which we address
in Sub-section 5.3.

Patch-based vs. whole-image. Whole-image models generally require substantially larger datasets
and/or detection-and-aggregation pipelines, whereas patch- or ROI-based classification concentrates the
lesion signal and is more effective with limited data [5]. Patch size and resolution matter: a multi-scale
design achieved an AUC of ~0.72 on CBIS-DDSM, compared with ~0.70 for a single-scale design [18].

Augmentation and leakage. For small datasets, augmentation is the most common remedy [19], but
when it is applied before splitting, transformed copies of a single image can appear in both partitions,
inflating apparent performance. This leakage is rarely controlled for and seldom reported, even when
very high accuracies are claimed (e.g., 99.8% on small mammogram sets [20]) [8, 9].

External validation and recent models. Cross-dataset generalization is under-reported, yet crucial:
stand-alone models trained to match radiologists in-distribution can perform poorly at different sites or
on different scanners, motivating domain-generalization methods [11]. In recent years (2024-2026),
research has advanced beyond simple CNNs along three main directions. First, by capturing long-range
dependencies, Vision Transformers (ViTs) and hybrid CNN-Transformer models have been applied to
tasks, such as BI-RADS and lesion classification, though they typically require thousands of images or
extensive pre-training to train reliably—for example, a custom ViT for BI-RADS assessment [21], dual-
branch ViT fusion for micro-calcifications [22] and comparative CNN-versus-ViT studies for
mammography [23]. Second, vision—language foundation models, pre-trained on large collections of
mammogram-—caption pairs, can improve data efficiency and robustness when data is limited [24], but
they perform best on large downstream sets. Third, explainable Al has become an expectation, with
methods, such as Grad-CAM [25] and gradient-based attribution [26] routinely used across breast-
cancer pipelines and dedicated reviews discussing their use and assessment in mammography [27].

These approaches are generally data-hungry and comparatively heavy to train and deploy. Our focus is
complementary: a lightweight, rigorously validated baseline the contribution of which lies in honest,
externally validated evaluation rather than architectural novelty. Specifically, our work stands apart in
that it is not optimized for peak accuracy, but instead provides (i) a reproducible leakage demonstration,
(ii) an explicit whole-image-versus-patch comparison and (iii) statistically quantified cross-institution
and cross-modality external validation.

3. DATASETS

We use three public mammography datasets (Table 1). CBIS-DDSM [15] is the principal training and
testing dataset, providing biopsy-confirmed benign and malignant lesion ROIs with an official train/test
partition. The submitted version described that partition as “patient-disjoint”; the word has been struck
here, because Sub-section 5.3 shows that the property does not hold once mass and calcification cases
are pooled. The leakage study is conducted on Mini-MIAS, which also serves as a cross-institution
external test set; lesion centres and radii are read directly from its annotations. INbreast [16] provides
full-field digital mammography (FFDM) images and is used as a cross-modality external test set. All
labels are mapped to two classes. For CBIS-DDSM, BENIGN and BENIGN_WITHOUT_CALLBACK
are mapped to benign and MALIGNANT to malignant, so that the benign-versus-malignant separation
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follows directly from the biopsy-confirmed labelling. For IN- breast, labels are BI-RADS-derived (1-3
benign, 4-6 malignant) rather than biopsy-confirmed as in CBIS-DDSM—a caveat quantified in Section
5.10.

Table 1 reports the exact composition of every partition at the patient, image, lesion and patch levels.
Because each annotated lesion contributes exactly one network input, the lesion and patch counts
coincide throughout and only the former is tabulated.

Table 1. Exact composition of every data partition: patients, source images and annotated lesions.
Each lesion yields one input patch. The validation fold is carved out of the CBIS-DDSM training split
by patient and is re-drawn for every run, so its size is given as a range over the ten seeds.

Dataset Role Patients  Images Lesions  Benign  Malig.
CBIS-DDSM  official train 1248 2458 2863 1682 1181
of which validation fold 188 — 385-461 — —
CBIS-DDSM  official test 349 399 704 428 276
Mini-MIAS  external test 104 111 119 68 51
INbreast external test 50 107 132 43 89

Patient-level independence. Independence was verified programmatically rather than assumed and the
audit script is released with the code. Across all ten runs, no patient is ever shared between a training
fold and its validation fold. Mini-MIAS films are distributed as left/right pairs, so patient identity is
recovered as refnum/2; INbreast redacts patient identifiers in the public release, so its 107 images map
onto 50 anonymization tokens, which we treat as patients for clustered resampling. Both external sets
are held out in their entirety and never seen in training, so no patient can cross that boundary by
construction. The audit did, however, expose one genuine violation inside the CBIS-DDSM official split
itself, which we quantify and repair in Sub-section 5.3.

The three datasets are deliberately chosen to probe complementary axes of generalization. CBIS-
DDSM, the largest of the three, ships with an official train/test split and biopsy-confirmed labels,
eliminating two of the most common confounds—Ilabel noise and split arbitrariness—and is therefore
adopted as our primary training set. Mini-MIAS, acquired on different equipment, but in the same
modality (digitized screen-film), provides a cross-institution stress test, since its site is held out entirely.
A more difficult, cross-modality challenge is posed by INbreast: its full-field digital mammograms
(FFDMs) have different dynamic ranges, bit depths and noise characteristics from digitized film, so a
model that transfers here must cope with a fundamentally different image- formation process. In this
setting, we train a single model on CBIS-DDSM and test it—without retraining—on each external set
in turn. Statistically, this zero-adaptation protocol disentangles two questions that are conflated in single-
dataset studies: robustness to site (the Mini-MIAS axis) and robustness to acquisition technology (the
INbreast axis), the latter of which cannot be assessed when training and test data is drawn from the same
distribution. Finally, all three datasets are publicly available, so the entire benchmark—the training data,
both external test sets and our splits—can be reproduced by any reader, preserving the full
reproducibility of the evaluation.

4. METHODOLOGY

The pipeline (Figure 1) is deliberately lightweight, allowing a clean separation of the experimental
variables of interest: leakage control, image-versus-patch framing, backbone, resolution and cross-
dataset transfer.

4.1 Patch Extraction

The network input is a patch rather than a whole mammogram—specifically, a square patch centred on
a lesion. For CBIS-DDSM, cropped-ROI images are provided directly. For MIAS, the lesion centre and
radius are loaded from the metadata; because MIAS uses a bottom-left origin, the row coordinate is
flipped (row = H-y) before cropping, which is necessary to avoid missing the lesion. The crop side
length is scaled according to the marked lesion area. For INbreast, mass contours are extracted from the
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per-image XML and the resulting bounding box is enlarged by 30% to provide surrounding context.
Representative patches are illustrated in Figure 2.

Classifier:

Lesion ROI
(CBIS/MIAS /| —
INbreast)

CLAHE + EfficientNet GAP
resize (ImageNet) features

Benign /

SVM or Malignant

fine-tune head

Leakage-free protocol: split by patient/image BEFORE augmentation | Train on CBIS-DDSM - external validation on MIAS & INbreast (no retraining)

Figure 1. Leakage-free cross-dataset pipeline: lesion ROl—-CLAHE—EfficientNet features—classifier,
trained on CBIS-DDSM and externally validated on MIAS and INbreast.

Abnormal mdb227 Abnormal mdb150 Abnormal mdb163

Normal mdb277

Figure 2. Representative lesion ROI patches after CLAHE enhancement.

4.2 Pre-processing

Each patch is converted to grayscale, resized to the network input size, contrast-enhanced with CLAHE
(clip limit 2.0, 8 x 8 tiles) [28] and duplicated across three channels.

Normalization proceeds in three explicit stages, which we spell out here because the term is often used
loosely in the literature. (i) Bit-depth windowing. Screen-film scans (CBIS-DDSM, Mini- MIAS) are
already 8-bit and are used as-is. INbreast supplies 16-bit FFDM, so intensities are windowed to 8 bits
by clipping at the 1st and 99th percentiles of each image and rescaling that interval linearly onto [0,
255]; percentile clipping rather than min—max is used because a handful of saturated detector pixels
would otherwise compress the entire breast into a few grey levels. (ii) Local contrast enhancement.
CLAHE is then applied to the resized patch. CLAHE is a local, histogram-equalization operator: it
equalises the histogram within each 8x8 tile and clips the histogram at 2.0 times the mean bin height
before equalizing, which limits noise amplification in the uniform fatty regions, after which tiles are
recombined by bilinear interpolation. No global histogram equalization is applied. (iii) Intensity scaling.
No z-score or min—max normalization is applied by us. Patches are handed to the network in the raw [0,
255] range, because the Keras EfficientNet models begin with their own Rescaling and Normalization
layers that expect un- normalized input and internally apply the ImageNet channel statistics; pre-scaling
the input would apply that transform twice. For the PyTorch backbones used in the extended architecture
comparison of Sub-section 5.5, which carry no such internal layer, the equivalent transform is applied
explicitly: division by 255 followed by subtraction of each model’s ImageNet channel mean and division
by its channel standard deviation.

4.3 Models and Training

The main pipeline uses three ImageNet-pretrained backbones (MobileNetV2, EfficientNetBO and
EfficientNetB3). These were chosen because compound scaling gives the EfficientNet family a
markedly better accuracy-per-parameter trade-off than earlier CNNSs at the scale of data available here
[29], because the same family has been reported to work well on comparably small medical- imaging
sets—including an improved EfficientNetB3 for melanoma lesion classification [30] — and because the
whole study had to run on a single 6 GB consumer GPU. We acknowledge, however, that three members
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of one efficiency-oriented family cannot by themselves establish that performance is limited by the data
rather than by model capacity. Sub-section 5.5 therefore extends the comparison to ResNet-50 [31],
DenseNet-121 [32], ConvNeXt-T [33], ViT-B/16 [34] and Swin-T [35] under one identical protocol, so
that the claim is tested and not assumed.

We evaluate the three main backbones under two regimes. Frozen + SVM: the frozen backbone with
global average pooling yields a fixed-bength descriptor, which is standardized (zero mean, unit variance)
and classified with an RBF-SVM using balanced class weights. End-to-end fine-tuning: a head (GAP
— dropout 0.4 — sigmoid) is trained in two phases—phase 1 trains the head only (Adam, 1073, 5 epochs)
and phase 2 unfreezes the top ~40-50 layers and continues from a low learning rate (10°-3x10°) with
early stopping on validation AUC. All batch-normalization layers are kept in inference mode, which
stabilizes training with small batches. Training-data augmentation (rotation/flip) is applied on the fly.

4.4 Leakage-free Evaluation Protocol

The key to preventing leakage is that every train/test split is performed before augmentation and at the
patient or imaging-unit level, never at the level of individual augmented patches. This guarantees that
augmented copies derived from the same source image can never be separated across the split. Figure 3
contrasts the two orderings step by step. The exact splitting rule depends on the dataset. For CBIS-
DDSM we split by patient using StratifiedGroupKFold (or GroupShuffleSplit) and use the dataset’s
official train/test split for the headline results. For Mini-MIAS, we split by image 1D, keeping all rotated
versions of an image within the same fold. Augmentation is applied only to the training folds, never to
the held-out data. The external datasets, Mini-MIAS and INbreast, are never seen during training and
are used solely for evaluation.

4.5 Statistical Evaluation

The primary metric is ROC-AUC, which is threshold-independent; accuracy, sensitivity (malignant
recall) and specificity are additionally reported at the 0.5 operating point. Where no official split exists,
we use five-fold cross-validation (patient-wise for CBIS-DDSM, image-wise for MIAS). We emphasize
ROC-AUC as the primary endpoint precisely, because its threshold-independence allows comparison
across datasets and operating points. Hyper-parameters are taken from the literature at standard default
values; a leakage-safe search (with no use of the test set for selection) confirms that they are near-optimal
(Sub-section 5.7).

Three distinct sources of uncertainty are separated, because conflating them is a common cause of
overstated claims.

(1) Training variability is measured by repeating the entire two-phase procedure with ten random seeds,
which govern both weight initialization of the classifier head and the patient-wise validation carve-out. We
report the mean and standard deviation of the per-seed AUCs together with their range. Ten seeds replace
the three used in the original submission; three runs bound the spread only very loosely.

(i1) Finite-sample uncertainty of the test set is quantified by percentile bootstrap over 2,000 re-
samples. We state the resampling unit explicitly, since it materially changes the width of the interval.
Patches drawn from one patient are not independent, so the headline intervals resample clusters—
patients for CBIS-DDSM, source images for Mini-MIAS and INbreast—taking all patches belonging
to each drawn cluster. Patch-level intervals are also reported for comparison and are, as expected, slightly
narrower. All intervals are computed on seed-averaged predicted probabilities. We note that a bootstrap
can only re-weight the cases actually collected,; it cannot represent the between-cohort variability that a
genuinely new external sample would exhibit, so for the two small external sets the reported intervals
should be read as a lower bound on total uncertainty.

(ii1) Differences between AUCs are assessed with DeLong's method [36] and not by inspecting whether
an interval excludes chance, using the fast rank-based implementation of Sun and Xu [37]. For two
models scored on the same cases-for example two backbones on the CBIS-DDSM test split-we use the
paired DelLong test on correlated ROC curves. For two different case sets- for example internal CBIS-
DDSM against external Mini-MIAS-the curves are independent and we combine the two DelLong
variance estimates additively, z = (A; — A,)/+/var; + var,. Only this comparison can support or
refute a claim that external performance matches internal performance; a confidence interval lying
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above 0.5 establishes merely that a model beats random guessing, which is a much weaker statement.

(a) Augment-before-split (common practice) (b) Leakage-free protocol (this work)
Raw images Raw images + lesion annotations
Augment all images ( Group by patient ‘
36 rotations = 36x copies (image ID where the release has no patient ID) |
Random split of the ( Split before any augmentation ]
augmented pool official split / StratifiedGroupKFold
Train Test 1 Train \/ ’\/ { Test ‘

w__ ¥ J L
LEAK no patient in common
Augment

training folds only
Accuracy 0.976 : ?

rotated copies of one mammogram land on fa R
both sides, so the score is inflated Accuracy 0.513 |
b o/

no augmented copy and no patient is shared,
external sets are nevdr seen during training

:

Additional repair applied in this work (Section 5.3). The CBIS-DDSM official train/test split is not patient-disjoint once mass and calcification cases are pooled:
|its two partitions were drawn independently, so 31 patients contribute a mass case to one side and a calcification case to the other. Such patients are removed from training before use.

Figure 3. The leakage-free evaluation protocol, with the controlled whole-image Mini-MIAS
experiment of Table 16 shown oneach branch. (a) When augmentation precedes splitting, rotated copies of
the same mammogram appear in both partitions and accuracy reaches 0.976. (b) Grouping by source
film and splitting before augmenting, then augmenting only the training folds, removes the coupling;
the identical pipeline then scores 0.513, which is chance. The lower panel records a further leakage
channel, found during this revision, inside the CBIS-DDSM official split itself.

Calibration is reported separately from discrimination, using the Brier score, the expected calibration
error over ten equal-width bins and reliability curves, following standard practice for assessing whether
modern networks’ confidences can be read as probabilities [38]. This distinction turns out to matter:
Sub-section 5.9 shows that ranking transfers across domains while calibration does not.

4.6 Label-free Cross-domain Threshold Transfer

Our own results show that a model can rank lesions correctly on a new scanner while its probability scale
drifts, so that a threshold tuned on the source institution no longer sits where it should sit. A deployed
second reader would encounter exactly this failure mode and reporting AUC does not address it. We add a
small procedure that repairs the operating point without requiring labelled data from the target site.

Let Sqc be the scores the trained model assigns to the held-out source validation fold and let t* be the
threshold maximizing Youden’s J [39] onthat fold. Both are available before deployment. Atthetargetsite
we observe only un-labelled scores Si. We map each target score onto the source score distribution by
rank,

§ = Fye (tht(s))v S € Sigts (1)

where Fiq is the empirical CDF of the target scores and F ~* the empirical quantile function of the source
scores and then apply the unchanged source threshold t* to S. Because the mapping in (1) is monotone, it
leaves the ranking and therefore the ROC curve and AUC exactly unchanged; it moves only the operating
point. The procedure needs no target labels, no retraining and no access to the source images—only the
source score distribution, a few hundred numbers that can be shipped with the model.

Equation (1) implicitly assumes that source and target have comparable class prevalence, since matching
guantiles matches the flagged fraction. Where that assumption fails—INbreast is 67% malignant against
41% for CBIS-DDSM—we also evaluate a prevalence-aware variant that rescales the flagged fraction by the
ratio of target to source prevalence, which requires an estimate of the target prevalence, but still no case-
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level labels. Both are compared in Sub-section 5.9 against a fixed 0.5 threshold and against an oracle that
tunes Youden’s J directly on the labelled target set, the latter serving as an upper bound that a deployed
system could not attain.

5. RESULTS AND DISCUSSION

5.1 The Leakage Effect (Mini-MIAS)

The submitted version of this table compared an augment-before-splitaccuracy against leakage- free ROC-
AUCs that had been produced by different scripts on a different task and asserted that “only the
augmentation/split order differs”. That was not accurate: between those rows, the label definition, the
sample, the backbone and the rotation count all changed as well. We have replaced it with a properly
controlled experiment.

Table 16 holds everything constant—the same 115 Mini-MIAS films, the same benign-versus-
malignant labels, the same frozen MobileNetV2 features, the same RBF-SVM, the same 36 rotations —
and changes exactly one thing: whether the split is taken before or after augmentation. Splitting the
augmented pool at random gives accuracy 0.976 and ROC-AUC 0.997. Splitting by source film first and
augmenting only the training side, with the identical pipeline, gives accuracy 0.513 and ROC-AUC
0.500—below the 0.556 majority-class rate and indistinguishable from chance. The entire apparent skill
of the first configuration is an artefact of rotated copies of one film appearing on both sides of the split.

The mechanism is straightforward. With 36 rotations per film and a random split of the augmented pool,
almost every test sample has a near-duplicate of itself in the training partition, so evena nearest-neighbor
lookup would score highly. The effect is a specific instance of a phenomenon documented across machine-
learning-based science [9], in which pre-processing or augmentation applied before partitioning couples the
partitions and yields over-optimistic, irreproducible results. Thesafeguardissimpleand frequently neglected:
partitionatthe imaging-unitlevel, byimage or preferably by patient, before any augmentation, is applied.

Under the leakage-free protocol, the whole-image task remains non-discriminative across configurations.
Table 2 reports three further leakage-free variants on the related normal-versus-abnormal task — frozen
features, end-to-end fine-tuning and 512 px inputs—none of which recovers any skill. We label these
explicitly as a different task from Table 16, rather than tabulating them alongside the benign-versus-
malignant numbers as though they were comparable.

Table 2. Leakage-free whole-image Mini-MIAS, normal versus abnormal (322 films). These
represent a different task from Table 16 and are not comparable with it as numbers; they are
reportedto show that the absence of whole-image skill under a leakage-free protocol is not an
artefact of one backbone or one input resolution. Majority-class accuracy for this task is 0.64.

Configuration Metric Score Note
Frozen, 224 px ROC-AUC 0.518 + 0.083 chance
Fine-tuned, 224 px ROC-AUC 0.471 chance

Frozen, 512 px ROC-AUC 0.478 + 0.023 chance

5.2 Lesion-patch Signal Is Real (Mini-MIAS)

Re-framing the problem at the lesion scale (image-wise, leakage-free, normal versus abnormal) recovers
a well-separated discrimination (Figure 4A). The suspiciously high AUC of the naive normal-patch
sampling arises, because the normal patches are not necessarily lesion-sized or lesion-centred, whereas the
abnormal patches are. When normal samples are resampled to match the size distribution of the abnormal
patchesand givenatissue-density-weighted location, the AUC drops by about 0.10 to 0.841+0.026, which
we term the honest AUC. The fact that a large margin above chance persists even under this stringent
control indicates that the residual signal is genuinely pathological rather than an artefact of patch selection.
The per-fold breakdown (Table 3) shows that discrimination is consistent across the five image-disjoint
folds (AUC0.806-0.868), with sensitivity for malignant/abnormal lesions (~0.67) being the limiting
factor—as expected, giventhatonly 119 abnormal lesions were available. This pattern, inwhich sensitivity
rather than specificity is the bottleneck, recurs throughout our experiments and is discussed further below. We
stress that this normal-versus-abnormal AUC (0.841) is a different task from the benign-versus- malignant
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external validation reported in Sub-section 5.8 (MIAS AUC 0.734); the two numbers use different label
sets and are not directly comparable.

Table 3. Mini-MIAS lesion-patch (size/density-matched), per-fold image-wise 5-fold CV.

Fold Acc  AUC  Sens.  Spec.

1 0.803 0.868 0.680 0.878
2 0.846 0.864 0.739 0.905
3 0.779 0.828 0.615 0.881
4 0.828 0.837 0.565 0.976

5 0.794 0.806 0.727 0.829
Mean 0810 0.841 0.665 0.89%4

(A) Mini-MIAS: whole-image is non-discriminative, (B) Benign vs Malignant: leakage-free
4.5 lesion-patch carries signal (leakage-free) 5 generalisation across institution & modality
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Figure 4. (A) On Mini-MIAS, whole-image classification is non-discriminative under a leakage-

free protocol, whereas lesion patches carry signal. (B) Benign-vs-malignant: leakage-free
generalization across institution (MIAS) and modality (INbreast), with 95% confidence intervals.

5.3 The CBIS-DDSM Official Split Is Not Patient-disjoint

Applying the patient-independence audit requested during review to our own protocol identified a violation,
described below.

We are not the first to observe that this overlap exists. Zafari et al. [12], in the course of harmonizing several
mammography datasets, noted patient overlap between the pre-defined CBIS-DDSM training and test sets
and discarded the split for that reason. Our contribution here is not the observation, but what follows from it:
the mechanism that produces the overlap, its size, its measured effect on a patch-based transfer-learning
pipeline and a repaired split that keeps the official test set usable rather than abandoning it.

The submitted manuscript described the CBIS-DDSM official train/test partition as patient- disjoint. For the
way the present study and much of the literature, uses it, that description does not hold. The mass and
calcification sub-sets were partitioned independently of one another. Each is internally clean: we found zero
patients shared between train and test within the mass sub-set and zero within the calcification sub-set.
However, 31 patients have both a mass lesion and a calcification lesion and for those patients, the two draws
disagreed, placing one lesion type in training and the other in test. Pooling mass and calcification cases into
a single benign-versus-malignant task, as we and many others do, reintroduces the patient-level dependence
that the official split appears to guarantee.

The scale is modest, but not negligible. Sixty of the 704 official test lesions (8.5%) belong to these 31 patients.
In 19 of the 31 cases, the shared patient contributes the same breast and the same view to both sides, so the
model may encounter the same breast tissue, with the same parenchymal pattern and acquisition
characteristics, in training and at test time. The lesions themselves are distinct, as are the image files: we
verified that no cropped ROI, no full mammogram and no pixel array is duplicated across the split. The
dependence lies at the patient and tissue levels and is not a duplicated-sample error.

We quantify the consequence by retraining the identical model on a repaired split. The repair keeps the official
test set untouched, so results remain comparable with published CBIS-DDSM numbers, instead removing
every affected patient from training: 83 training lesions are dropped, leaving 2,780 and the residual train/test
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patient overlap is zero. Table 10 reports both arms over ten seeds.

The measured effect is negligible. Internal AUC moves by +0.001 (from 0.745 to 0.746) and a paired DeLong
test on the shared 704 test lesions does not distinguish the two models (p = 0.68). The external results are
likewise unchanged and the finding that external performance matches internal performance holds in both
arms. We state the null result plainly, since a leak of this kind might otherwise be assumed to have inflated
the reported figures; on this dataset, with 8.5% of test lesions affected and the shared material being one breast
and not one lesion, it has not.

Three observations nonetheless follow. First, the contamination is a property of a widely used public
benchmark and not of our pipeline and its magnitude in another study, for example one pooling differently,
using a smaller test set or fitting a higher-capacity model, is not bounded by the value measured here. Second,
any study pooling mass and calcification cases from CBIS- DDSM should apply this repair or split by patient
directly, since the official split alone does not provide the guarantee its documentation implies. Third, the
contamination entered through a dataset convention, not a modelling error and is detectable only by generating
and auditing split manifests. This supports treating split manifests and not only source code, as a standard
released artefact. That it has been noted independently by Zafari et al. [12] while harmonizing the same
benchmark reinforces rather than weakens the point: a property of a widely used dataset went unremarked in
the classification literature that relies on it and was surfaced twice, in parallel, only by groups that inspected
the split directly.

5.4 CBIS-DDSM Benign vs. Malignant: Ablation

For the larger, biopsy-proven CBIS-DDSM, we ablate the pipeline one component at a time on the
official test split (Table 4). The only meaningful gains come from fine-tuning (+0.026) and a stronger
backbone (+0.027); increasing the input resolution yields no improvement (-0.011), while test-time
augmentation recovers part of the loss (+0.013). A leakage-safe hyper-parameter analysis (Sub-section5.7)
confirmsthatthese defaultsare near-optimal andthe per-datasetconfusionmatrices are shown in Figure 5.
The submitted version continued here with a claim that performance saturates at 0.72-0.73 and that this
indicates a task/data ceiling. That sentence has been removed: asthe caveats below and the factorial sweep
of Sub-section 5.5 show, the single-run ablation could not support it.

Two caveats on how this table should be read. First, each row is a single training run, whereas the headline results
of Sub-section 5.8 average ten. Single runs are noisy at this scale: the EfficientNetBO @224 entry here (0.724)
sits at the bottom of the ten-seed range subsequently measured for the same configuration (0.745, range 0.723—
0.753), so the two are consistent, but no ordering among rows separated by less than about 0.02 should be trusted.
Second, backbone and input resolution change together between the last three rows, so this table cannot attribute
the difference to either. Both problems are addressed in Sub-section 5.5, which repeats the comparison with a
proper factorial design over multiple seeds and it is that table, not this one, on which we base any claim about a
performance ceiling.

Table 4. CBIS-DDSM component ablation (official test split). Single training run per row; see the caveats
in the text and the multi-seed factorial comparison in Table 13.

Backbone Training INnput/TTA Test AUC

MobileNetV2  Frozen + SVM 224 0.671
MobileNetV2  Fine-tuned 224 0.697
EfficientNetBO Fine-tuned 224 0.724
EfficientNetB3 Fine-tuned 300 0.713
EfficientNetB3 Fine-tuned 300+ TTA 0.726

5.5 Does a Heavier Backbone or a Larger Input Help?

The ablation above varies backbone and input resolution together, leaving the two confounded andall three
of its backbones belong to one efficiency-oriented family. Neither is a sound basis for claiming a task/data
ceiling, so the experiment was repeated with a design that separates them.

Eleven configurations were trained under the identical leakage-free protocol — same patient-wise splits,
same two-phase schedule, same augmentation, same early stopping—spanning classical CNNs (ResNet-
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50, DenseNet-121), a modernized CNN (ConvNeXt-T), transformers (ViT-B/16, Swin-T) and the
EfficientNet family, from 2.2-86 M parameters. To keep the comparison internally consistent across
families, this study runs in a single PyTorch implementation instead of mixing frameworks;
EfficientNet-BO @224 is included in it as a cross-framework anchor against the TensorFlow result of
Table 7. EfficientNet-B0, EfficientNet-B3 and ResNet-50 are each run at 224 and 300 px, which gives
the clean resolution ablation with the backbone held fixed. Table 13 reports the outcome and Table 11
the paired DeLong tests against the EfficientNet-BO reference on the shared test cases.

Two results follow, the first of which corrects the submitted manuscript. With the backbone held fixed,
resolution does improve performance: EfficientNet-B0O gains +0.036 AUC from 224 to 300 px (p =
0.003, paired DeLong) and EfficientNet-B3 gains +0.022. The original ablation reported that resolution
brought no benefit (-0.011), but it varied backbone and resolution together; once the two factors are
separated, the sign of the effect reverses. The factorial design requested during review is what made this
visible.

Second, the performance ceiling is present, but not flat and the claim has been weakened to match.
Across 11 configurations spanning 2.2-86 M parameters, CBIS-DDSM test AUC ranges from 0.707 to
0.777. The strongest configuration is ViT-B/16 @224, the advantage of which over the lightweight
EfficientNet-B0O baseline is statistically significant (+0.060, p = 0.0002); ConvNeXt-T and the higher-
resolution EfficientNets are also significantly ahead, while ResNet-50, DenseNet-121, Swin-T and
MobileNetV2 are not distinguishable from it (Table 11). Capacity thus retains some influence, inthatan
86 M-parameter transformer extracts more than a 4 M-parameter CNN. What the sweep establishes is the
scale of the remaining headroom: the full set of architectures, classical and modern, convolutional and
attention-based, spans 0.07 AUC and none approaches the 0.94-0.99 figures that leakage-free evaluation
dissolves. The difference between a well-evaluated and a leaky protocol is an order of magnitude larger
than the difference between the best and the worst architectures.

The ordering also fails to transfer. Swin-T is the strongest model on Mini-MIAS (0.775) while ranking
mid-table internally and EfficientNet-B3 is among the weakest externally despite being competitive
internally. Selecting an architecture on internal performance alone would not have identified the
configuration that generalizes best, which constitutes a further argument for routine external validation.

The anchor proved necessary. An initial PyTorch implementation reproduced it approximately 0.12 AUC too
low, with external transfer falling to near chance. The cause was batch normalization, not the architecture:
the TensorFlow pipeline holds every BN layer in inference mode, whereas PyTorch by default continues
to update BN running statistics during training, which on batches of 16 to 32 grayscale patches is sufficient
to destabilize a 10~ fine-tuning stage. In the absence of the anchor, the resulting table would have
measured BN conventions while being presented as a comparison of backbones. We record this, because
it illustrates the same point the rest of the paper makes: on small datasets, an implementation detail can
outweigh the model choice under study.

5.6 Whole Mammogram versus Lesion Patch on the Primary Dataset

The submitted manuscript concluded that lesion patches beat whole-image analysis, but demonstrated it
only on Mini-MIAS, the whole-image task of which collapses to chance once leakage is removed. That is a weak
basis for a general claim, so we added the missing baseline on CBIS-DDSM itself.

Each full mammogram is labelled malignant if any lesion it contains is malignant, giving 2,857 images
(2,458 train / 399 test) under the same patient-wise protocol. Wetrain at 224 px and again at 512 px, because
a lesion occupying a few hundred pixels in a 3000x5000 mammogram may simply be destroyed by
aggressive down-sampling; if the patch advantage were only aresolution artefact, the 512 px model should
close much of the gap. Table 14 reports the comparison against the patch pipeline trained and tested on
the same patients.

The patch framing performs better, but the resolution effect is substantial. At 224 px the whole- image
model reaches AUC 0.638+0.024, more than 0.10 below the patch pipeline; at 512 px it recovers to
0.705+0.014, closing approximately two-thirds of that gap while remaining about 0.04 short. Part of what
the submitted manuscript attributed to framing is thus attributable to resolution: reducing a 3000x5000
mammogram to 224 px removes much of the lesion, which is a more accurate account than the claim that
whole images carry no signal. The residual gap at 512 px represents the framing effect properly. It is
consistent in direction with the Mini-MIAS result while being considerably smaller, as would be expected



399

"Breast Lesion Classification: Leakage-free Patch-based Transfer Learning with Cross-dataset Evaluation on CBIS-DDSM, MIAS and
INbreast," H. Kag, D. Kumar and A. Diwan.

onadatasetanorderof magnitude larger.

Two differences make this a comparison of framings and not a strictly controlled experiment. The whole-
image task carries an image-level label (malignant if any lesion is malignant) over 399 test images, against
704 lesion-level labels for the patch task and a whole-image model must localize as well as classify. We
draw a limited conclusion: at the data scale available here, the patch framing extracts more signal.
Nothing in these results implies that whole-image mammaography classification is un-learnable.

5.7 Hyper-parameter Sensitivity (Leakage-safe)

Tuning is itself prone to optimistic bias, particularly on small datasets, so our main configurations use the
literature-standard defaults, with only the epoch count set by early stopping. To verify that these defaults
are not materially sub-optimal, we ran a search that never used the official test set for selection. For the
frozen-feature SVM (MobileNetV2 features, as in Table 4), a grid search over C and y was performed with
patient-wise five-fold cross-validation (the test set excluded throughout); the best configuration (C =1, y
=10"%) attained a CV-AUC of 0.721—0.008 above the default—and a test AUC of 0.679 (Table 5). For
fine-tuning, an unfreeze-depth xlearning-rate search selected a 3x107° configuration, the test AUC of
which was 0.733 being only +0.0090ver the default (Table 6), with the test set used for reference only.
Tuning produced no meaningful test-set gains for either classifier and the ~0.72-0.73 ceiling is
unchanged, confirming that the reported results do not depend on a lucky choice of defaults.

5.8 Cross-dataset External Validation

Thetransferred model is EfficientNetB0 @224, fine-tuned on the CBIS-DDSM official training split and
applied to both external sets without any retraining. We state this explicitly, because the submitted version
described it as “the best configuration of Table 4”, which was an error: that row is EfficientNetB3 @300
with TTA, adifferent model that happened to reach an internal AUC agreeing with EfficientNetB0’s to three
decimal places. EfficientNetBO0 is also the more appropriate choice for atransfer experiment, since test-time
augmentation would confound domain transfer with an inference-time ensembling effect.

Table 5. Leakage-safe SVM grid (patient-wise CV-AUC on the training split; top rows).

C 5 CV-AUC

1 10— 0.721
1 scale 0.712
1 1073 0.708

10 1074 0.708
01 107 0.706

Table 6. Leakage-safe fine-tuning sweep (validation-selected; test for reference only).

Unfrozen Phase-2 LR Val. AUC Test AUC

30 10°° 0.772 0.710
30 3x10~° 0.779 0.722
50 10°° 0.779 0.723
50 3x107° 0.781 0.733

Table 7 reports the results over ten seeds and Table 11 the significance tests. Three points stand out.
5.9 Calibration and Repairing the Operating Point

Table 9 and Figure 6 separate the two things an AUC hides. Discrimination is preserved on transfer, but
the expected calibration error roughly doubles on Mini-MIAS and the reliability curves depart from the
diagonal in opposite directions on the two external sets. On Mini-MIAS, the curve lies below the diagonal:
the model is over-confident, assigning malignancy probabilities higher than the observed malignant
fraction, which is what drives the specificity loss at a fixed 0.5 threshold. On INbreast, it lies above the
diagonal—the model is under-confident—which is the signature of a cohort the prevalence of which (67%
malignant) is far higher than the source’s (39%) rather than of a model that has degraded. That the two
external sets fail in opposite directions is itself informative and it is whyasingleblanketrecalibrationrule
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isnotappropriate. Atwo-sample Kolmogorov-Smirnov test against the source validation scores confirms
that the score distribution shifts in both cases; usefully for deployment, this statistic needs no target labels,
S0 a site can measure its own drift before deciding whether to trust an inherited threshold.

Table 7. Leakage-free external validation. A single EfficientNetB0 @224 trained on the CBIS-
DDSM; official training split is applied without retraining to both external sets. AUC is given as the
meanzstandard deviation over ten seeds, alongside the observed range; the 95% Cl is a cluster
bootstrap (2,000 resamples of patients for CBIS-DDSM, of source images for the external sets) on
the seed-averaged predictions. Sensitivity and specificity are at the 0.5 operating point.

Test set n Clusters AUC (10seeds)  Range 95% CI Sens. Spec.
CBIS-DDSM (internal test) 704 349 0.745+0.008 0.723-0.753  0.703-0.794 0.70 0.65
CBIS—MIAS 119 111 0.734£0.011 0.713-0.750  0.640-0.826 0.78 0.51
CBIS—INbreast 132 107 0.87740.009 0.858-0.891  0.804-0.946 0.89 0.74

Table 8. Confusion matrices computed directly from the saved per-sample predictions (seed-
averaged, threshold 0.5), replacing the matrices reconstructed from summary statistics in the
submitted version. FN is the clinically costly error.

Test set TP FN TN FP  Sens. Spec.

CBIS-DDSM (internal test) 194 82 277 151 070  0.65

CBIS—MIAS 40 11 35 33 078 051
CBIS—INbreast 79 10 32 11 0.89 074

Table 9. Discrimination transfers, but calibration does not. All quantities are computed on the
seed-averaged predicted probabilities, so the AUC column is the seed-ensembled value and differs
marginally from the seed-mean of Table 7. AUC is essentially unchanged frominternal to external
data, whereas the Brier score and expected calibration error degrade and the score distribution
shifts away from the source (two-sample Kolmogorov—Smirnov statistics against the source
validation scores, computable without any target labels).

Test set AUC (ens.) Brier ECE  KSvs. source
CBIS-DDSM (internal test) 0.749 0.206 0.104 0.084
CBIS—MIAS 0.737 0.218 0.153 0.210
CBIS—INbreast 0.882 0.131 0.085 0.293

First, discrimination transfers. The external AUC on Mini-MIAS is statistically indistinguishable fromthe
internal CBIS-DDSM AUC, the DeLong test on independent samples giving p=0.82, so equality cannot be
rejected. The submitted manuscript instead argued that the external confidence intervals lay above 0.5 and so
demonstrated “statistically significant generalization”, which conflated beating chance with matching
internal performance. That statement has been withdrawn. The INbreast AUC is significantly higher than
internal (p<0.001), a property of its labelling and not of the model (Sub-section 5.10).

Table 10. Effect of repairing the CBIS-DDSM official split. Pooling mass and calcification cases
makes the official partition non-patient-disjoint: 31 patients appear on both sides, affecting 60 of the
704 test lesions. The repair removes those patients from training (83 lesions) and leaves the official

test set untouched, so the two columns are evaluated on identical cases. AUC is the mean over ten

seeds.
Test set Official split  Patient-disjoint A
CBIS-DDSM (internal test) 0.745 + 0.008 0.746 + 0.004 +0.001
CBIS—MIAS 0.734 +£0.011 0.731 4+ 0.009 -0.003
CBIS—INbreast 0.877 £ 0.009 0.871 + 0.008 -0.006

Second, the result is stable across training runs: the standard deviation over ten seeds is <0.011 on every
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test set, with the full range spanning less than 0.03 AUC. We report ten seeds in place of three, because

three runs estimate this spread poorly.

Third—and this is the finding with the clearest deployment consequence — discrimination transfers, but
calibration does not. At a fixed 0.5 threshold, the ranking is intact while specificity on Mini-MIAS
degrades, because the whole score distribution drifts upward relative to the source (Sub-section 5.9). A
model shipped with its source threshold would therefore over-flag at a new site while its AUC looked

healthy.

Table 11. DeLong tests. Internal and external AUCs are computed on different cases, so their ROC
curves are independent and the two DelLong variances are combined additively; comparisons on
shared cases use the paired test. The internal-versus-MIAS comparison is the one that supports the
generalization claim: the difference is not significant; i.e., external performance is statistically
indistinguishable from internal performance, which is a stronger statement than a confidence interval

merely excluding chance.

Comparison Type AUCA AUCB z D
CBIS internal vs. MIAS unpaired 0.749 0.737 0.23 0.818
CBIS internal vs. INbreast unpaired 0.749 0.882 -3.67 <0.001
MIAS vs. INbreast unpaired 0.737 0.882 -2.60 0.009
Official vs. patient-disjoint (CBIS internal) paired 0.749 0.750 -0.41 0.681
Official vs. patient-disjoint (MIAS) paired 0.737 0.733 0.74 0.462
Official vs. patient-disjoint (INbreast) paired 0.882 0.878 0.64 0.522

Table 12 then asks what a deployer should actually do about it, comparing four strategies against an oracle
that tunes Youden’s J on the labelled target set and is therefore unattainable in practice.

Table 12. Choosing the operating point at a new institution. The oracle tunes Youden's J on the
labelled target set and is therefore unattainable in deployment; it is shown as an upper bound. Carrying
the source threshold across unchanged is the naive baseline. Quantile transfer and its prevalence-
matched variant use only un-labelled target scores (plus, for the latter, an estimate of target

prevalence). Best attainable J per dataset in bold.

Threshold strategy Thr.  Sens. Spec. Youden] Needs labels?
CBIS-DDSM (internal test)

fixed 0.5 (as submitted) 0.500 0.703 0.647  0.350 no
source Youden /, carried across 0.504 0.692 0.652 0.344 no
quantile transfer 0.504 0.670 0.680  0.350 no
prevalence-matched transfer 0.533 0.659 0.699  0.358 no
oracle target Youden J 0.563 0.623 0.762  0.385 yes
CBIS—MIAS

fixed 0.5 (as submitted) 0.500 0.784 0.515 0.299 no
source Youden /, carried across 0.504 0.765 0.529  0.294 no
quantile transfer 0.504 0.686 0.706  0.392 no
prevalence-matched transfer 0.546 0.686 0.706  0.392 no
oracle target Youden J 0.546 0.686 0.706  0.392 yes
CBIS—INbreast

fixed 0.5 (as submitted) 0.500 0.888 0.744  0.632 no
source Youden /, carried across 0.504 0.888 0.744  0.632 no
quantile transfer 0.504 0.640 0.907 0.547 no
prevalence-matched transfer 0.608 0.775 0.837 0.612 no
oracle target Youden J 0.532 0.888 0.791 0.678 yes

Carryingthe source-validated Youden threshold acrossunchanged, which iswhat the submitted manuscript
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implicitly recommended, performs no better on Mini-MIAS than taking no action at all: Youden’s J is
0.294 against 0.299 for a fixed 0.5 threshold. Quantile transfer (Equation 1) raises J to 0.392, equal to the
value attained by the oracle (0.392) and the prevalence-matched variant yields the same operating point.
Specificity on Mini-MIAS rises from 0.51t0 0.71 for amodest loss of sensitivity, so the specificity collapse
that motivated the analysis s largely eliminated without annotating any case at the target site. Mini-MIAS
is the like-for-like external cohort and this is the principal result of the section.

One negative result is reported alongside it. On INbreast, the plain 0.5 threshold is already close to the
oracle and quantile transfer degrades it. The reason is visible in Table 9: the INbreast scoredistribution
isshifted principally, because its prevalence differs (67% malignant against 39% in the source) rather than
because the model is miscalibrated on that cohort. Rank matching forces the target to flag the same
fraction of cases as the source, which is the wrong correction under prevalence shift; the prevalence-
matched variant recovers most, though not all, of the loss. The resulting practical rule is narrow. The
operating point should be transferred when the score distribution has drifted and prevalence is comparable
and the prevalence-matched form should be preferred wherever a prevalence estimate is available. We
make no claimthat the procedure is safe to apply without checking these conditions.

Table 13. Architecture and resolution under one identical leakage-free protocol, run in a single
PyTorch implementation so the families are directly comparable. EfficientNet-B0/B3 and ResNet-50
appear at 224 and 300 px, so resolution is varied with the backbone held fixed. AUC is the mean over

three seeds on the CBIS-DDSM official test split; external AUCs are for the same models applied
without retraining.

Backbone Params (M) Input CBIStest AUC MIAS INbreast
ViT-B/16 85.8 224 0.777+0.012 0.736 0.838
ConvNeXt-T 27.8 224 0.749 £0.005 0.719 0.839
EfficientNet-B3 10.7 300 0.747+0.008 0.697 0.727
Swin-T 27.5 224 0.742 £0.006 0.775 0.837
EfficientNet-B0 4.0 300 0.742+0.009 0.684 0.811
ResNet-50 23.5 224 0.738 £0.000 0.720 0.836
ResNet-50 23.5 300 0.731+0.007 0.706 0.836
DenseNet-121 7.0 224 0.725+0.005 0.726 0.841
EfficientNet-B3 10.7 224 0.725+0.007 0.689 0.760
MobileNetV2 2.2 224 0.722+£0.020 0.688 0.806
EfficientNet-BO 4.0 224 0.707 £0.001 0.738 0.818

Table 14. Whole-mammogram versus lesion-patch classification on CBIS-DDSM, the primary dataset,
under the same patient-wise leakage-free protocol. Two input resolutions are used, so that the gap
cannot be dismissed as an artefact of down-sampling a full mammogram until the lesion disappears.
Mean over three seeds.

Framing Input n (train/test) CBIS test AUC
Whole mammogram 224 px 2458/399 0.638 + 0.024
Whole mammogram 512 px 2458/399 0.705+0.014
Lesion patch 224 px 2863 /704 0.745

Table 15. Sensitivity to imperfect lesion localization. Each crop is regenerated from the source image
with a random translation, expressed as a fraction of the patch side or with the box scaled; the model is
not retrained. Because the crops are regenerated rather than taken from the official pre-cropped ROIs,
the top row is the correct baseline for reading the degradation. Mean over three random jitter draws
and a three-seed model ensemble.

Translation Scale CBIStest MIAS INbreast
0% 1.00 0.756 0.734  0.887
5% 1.00 0.755 0.757 0.875
10% 1.00 0.735 0.758 0.878
15% 1.00 0.732 0.715 0.864
20% 1.00 0.722 0.719 0.845
0% 0.85 0.750 0.751 0.875
0% 1.15 0.744 0.760 0.861
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Table 16. The leakage effect, measured with a single variable changed. Both arms use the same 115
Mini-MIAS films, the same benign-versus-malignant labels, the same frozen MobileNetV2 features,
the same RBF-SVM and the same 36 rotations; they differ only in whether the split is taken before or
after augmentation. Mean + standard deviation over 5-fold cross-validation. Majority-class accuracy
for this task is 0.556.

Protocol Split unit Accuracy ROC-AUC
Augment — split augmented sample 0.976 + 0.006 0.997
Split — augment train only source film 0.513 +£ 0.051 0.500 + 0.072

Table 17. Quantitative Grad-CAM localization against the radiologist annotation, with two null
models scored on the identical patches. Crops are deliberately off-centred and the mask is cropped
through the same transform. Pointing is the fraction of patches the peak activation of which falls inside
the annotation energy; the fraction of activation mass inside it; conc. the energy divided by the lesion's
area fraction, which equals 1 for a uniform map and is therefore comparable across regimes. In the
native crop convention the lesion fills too much of the patch for the test to discriminate and the centre
prior wins; the wide-field crops, where the lesion covers about a tenth of the patch, represent the
informative comparison.

Setting Saliency  Pointing Energy Conc. loU@top20 Lesion area
CBIS-DDSM, native crop Grad-CAM  0.375  0.276 1.27 0.226 0.218
centre prior 0.876  0.448 2.05 -
random 0.084 0218 1.00 -
Mini-MIAS, native crop  Grad-CAM  0.639  0.549 1.20 0.214 0.459
centre prior 0.899 0.686 1.50 -
random 0.252 0.459 1.00 -
CBIS-DDSM, wide field Grad-CAM  0.272  0.107 1.72 0.123 0.062
centre prior  0.029 0.105 1.69 -
random 0.024 0.062 1.00 -
Mini-MIAS, wide field Grad-CAM 0513 0.295 1.89 0.294 0.156
centre prior  0.202  0.253 1.62 -
random 0.042 0.156 1.00 -

5.10 Why the INbreast Result Must Be Read Cautiously?

The INbreast AUC is the highest of the three, but this warrants caution: its BI-RADS 1-2 cases are
unambiguously normal/benign, making the separation easier than in the biopsy-confirmed CBIS-DDSM.
The fair, like-for-like external comparison is therefore CBIS—MIAS; the higher INbreast figure should
not be read as one modality being inherently more accurate.

Confusion matrices computed directly from saved predictions (seed-averaged, threshold 0.5)

CBIS-DDSM (internal test) CBIS->MIAS (external) CBIS->INbreast (external)
sens 0.70 | spec 0.65 sens 0.78 | spec 0.51 sens 0.89 | spec 0.74

true B true B true B 4 32 11
true M true M true M 4 10
pred B pred M pred B pred M pred B pred M

Figure 5. Confusion matrices at the 0.5 operating point, computed directly from the saved per-sample
predictions. In the submitted version, these counts were reconstructed from the reported sensitivity and
specificity; they are now generated from the prediction files released with the paper. Notethe
specificity dropon MIAS, caused by un-calibrated cross-domainthresholds rather than by any loss of
ranking ability.

Reviewersrightly pressed us to quantify and not merely acknowledge this, so we report the exact BI-RADS
composition. Of the 132 INbreast mass patches, 89 fall in the malignant class (BI-RADS 4a-6: 7, 2, 12, 56
and 12 patches for 4a, 4b, 4c, 5 and 6, respectively) and 43 in the benign class. That benign class is not
homogeneous: 30 patches are BI-RADS 2, genuinely benign, but 13—30.2% of the benign class—are
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BI-RADS 3, “probably benign”. BI-RADS 3 denotes a lesion with a 2% malignancy risk that warrants
short-interval follow-up rather than biopsy; it is an assessment of management, not a histological finding
and a minority of such lesions do prove malignant.

Calibration: discrimination transfers across domains, calibration does not

CBIS-DDSM (internal test) CBIS->MIAS (external) CBIS->INbreast (external)
Brier 0.206 | ECE 0.104 Brier 0.218 | ECE 0.153 Brier 0.131 | ECE 0.085
1.0 - 1.0 - 1.0
-~ perfect Ve -
-&- model

0.8 1 0.8

0.6 0.6

0.4 0.4 4

observed malignant fraction

0.2 1 0.2 1

. ; . ; 0.0+ , , . ; 0.0+~ ; ; . .
0.0 0.2 0.4 0.6 0.8 1.0 0.0 0.2 0.4 0.6 0.8 1.0 0.0 0.2 0.4 0.6 0.8 1.0
predicted probability predicted probability predicted probability

Figure 6. Reliability curves for the internal test set and both external sets, with Brier score and
expected calibration error. Points below the diagonal indicate over-confidence. Discrimination is
largely preserved across the domain change (Table 7) while calibration is not, which is why a
threshold tuned at the source institution misbehaves at the target.

This biases the comparison in two ways, both of which inflate INbreast. First, assignment to BI-RADS
2 versus 4-6 is driven by the same morphological features the classifier reads; namely margin, shape and
speculation, sothe label is partly afunction ofimage appearance rather thanan independent ground truth. The
task is consequently closer to predicting a radiologist’s assessment than to predicting histology, whereas
CBIS-DDSM labels derive from biopsy and are independent of appearance. Second, the genuinely ambiguous
cases that a biopsy-confirmed cohort contains, in particular benign lesions with malignant appearance, are
largely absent, since such lesions would have been assessed BI-RADS 4 and hence assigned to the
malignant class. The 13 BI-RADS 3 patches are the only substantial source of label noise acting in the
opposite direction. We therefore treat the INbreast figure as evidence of robustness to a change of
acquisition technology rather than as a measure of diagnostic accuracy and base all generalization claims
on CBIS—MIAS.

A more principled treatment would not force an ordinal scale into two classes at all. BI-RADS is ordered
and the distance from 2 to 3 is not the distance from 3 to 4; ordinal regression or soft labels that encode
the published malignancy probability of each category (roughly < 2%for BI-RADS 3 against > 95% for
BI-RADS 5), would let a model exploit that structure and would make the uncertainty explicit rather than
hiding it in a thresholding decision. Vision—language foundation models pre-trained on report text are well
placed to do this, since the reports they are trained on contain the assessment category and the hedging
language that accompanies it. We leave this to future work, but note that it is the natural way to use BI-
RADS-labelled cohorts as external validation without importing their labelling convention as if it were
ground truth.

5.11 How Much Localization Error Can the Classifier Absorb?

Every result so far assumes the lesion’s centre or bounding box is known exactly, because it is read from
the dataset’s annotations. A deployed pipeline would receive that box from a detector, with error. To
estimate what this costs, we regenerate each crop from the source image with a random translation—5,
10, 15 or 20% of the patch side, in a random direction—and separately with the box scaled by 0.85 or
1.15 to mimic a detector that crops too tightly or too loosely and re-evaluate the trained model without
any retraining. Table 15 reports the results on all three datasets.

Because these crops are regenerated rather than taken from the official pre-cropped ROIs, the zero-shift
row rather than the headline AUC is the correct baseline for reading the degradation; we would otherwise
be attributing the difference between two crop conventions to localization noise.

Degradation is gradual rather than abrupt. A displacement of 15% of the patch side, which corresponds to
arealistic detector error, costs 0.024 AUC on CBIS-DDSM, 0.019 on Mini-MIAS and 0.022 on INbreast,
each comparable to the seed-to-seed spread of the model itself. Displacements up to 5% have negligible
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effect and at 20%, the loss remains within approximately 0.03. Scaling the box by +15% has less effect
than translating it. For an integrator, this indicates that the classifier does notrequire pixel-accurate boxes
and that a detector with typical localization error would not be the binding constraint. The experiment
measures only a displaced box on a true lesion; a full detection-plus-classification evaluation would
additionally have to account for regions proposed on normal tissue and would yield a lower end-to-end
figure.

5.12 Interpretability

We compute Grad-CAM [26] attention maps from the fine-tuned EfficientNet on lesion patches (Figure
7). The submitted version used these panels to confirm that predictions are driven by the lesion; that was
more than the evidence supported, so we have both softened the claim and measured it.

Measuring it requires care. If each patch is cropped centred on its lesion, then “the peak activation lies
inside the annotation” and is satisfied by any model with a centre bias and the metric says nothing. We
therefore off-centre every crop and crop the annotation mask through the identical transform, so the
lesion sits at a known but non-central position. Against that, we score three quantities—the pointing-
game hit rate, the fraction of Grad-CAM energy inside the annotation and the loU of the top-20%
activation with it—and, on the very same patches, two null models: a fixed Gaussian centre prior and a
smoothed random map. We also report a chance-normalized concentration, the energy inside the mask
divided by the mask’s area fraction, which equals 1 for a uniform map regardless of lesion size and so
is comparable across regimes.

This precaution proves insufficient on its own. In the crop convention on which the model is trained, the
lesion occupies between a fifth and a half of the patch, so it cannot be displaced far enough to leave the
central region. The centre prior consequently outscores Grad-CAM, by 0.88 against 0.37 on CBIS-DDSM
and 0.90 against 0.64 on Mini-MIAS (Table 17, “native” rows). In this regime, the pointing game provides
evidence about the cropping convention rather than about the model, an observation that applies to a
substantial body of published saliency evaluation on pre-cropped lesion patches. We therefore repeated the
analysisonwide-field crops of three times the lesion box, in which the lesion covers approximately a tenth
of the patch and can be placed genuinely off-centre. The ordering then reverses: the Grad-CAM peak falls
inside the annotation for 0.27 of CBIS-DDSM patches, against 0.03 for the centre prior and 0.02 for a
random map and for 0.51 of Mini-MIAS patchesagainst0.20and 0.04. These correspond to approximately
nineand two-and-a-half times the centre prior respectively and an order of magnitude above chance.

We draw a bounded conclusion. The maps are consistent with lesion-driven prediction and localize the
annotated abnormality considerably better thanchance, butontheirown, they donotestablish that the model
reasons from lesion morphology and saliency scores computed on tightly cropped lesion patches should not
be read as though they did.

5.13 Comparison with Prior Work

Direct numerical comparison is confounded by differing tasks, splits and (often unreported) leakage control
(Table 18). A clear trend nonetheless emerges: the largest headline figures come from the settings most
susceptible to optimistic bias. Both report very high single-dataset accuracy without anexplicitaugment-
before-split control—99.8% by Adedigba et al. [20] on a small mammogram set using a discriminatively
fine-tuned DenseNet and 98.87% by Salama and Aly [40] using a segmentation-plus-CNN pipeline on
DDSM. Methods closer to our own—feature-fusion or deep-feature-plus-classifier approaches—report
similarly high single-dataset accuracy, but are likewise never externally validated: Jafari and Karami [41]
reach 94.5% on MIAS with an ensemble of CNNs, Ragab et al. [6] obtain 87.2% (AUC 0.94) on
DDSM/CBIS-DDSM using AlexNet features with an SVM and Yuet al. [14] fuse deep features with an
SVM for an AUC of 0.93 on DDSM. By contrast, our leakage-free CBIS-DDSM AUC (0.745) is close
to the only directly comparable patch-based single-dataset CBIS result ( 0.722) [18] and is unique among
these works in providing patient-wise splitting, two-dataset external validation, clustered bootstrap
confidence intervals and released per-samplepredictions. We therefore present our numbers not as state-of-
the-artaccuracy, but as a reliable benchmark that most prior studies—lacking leakage control and external
validation—cannot offer.
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Grad-CAM on CBIS-DDSM test (wide-field crop): successes (top), failures (bottom).
White outline = radiologist annotation; crops are deliberately off-centred.

hit | p=0.60 | M hit | p=0.66 | M hit | p=0.70 | M

hit | p=0.60 | M

A ¥ A \;i- 2 =
Figure 7. Grad-CAM on deliberately off-centred wide-field CBIS-DDSM crops. Top row:
successes. Bottom row: failures, selected automatically as the cases with the least activation mass
inside the annotation. The radiologist annotation is outlined in white on every panel, so misses are
visible rather than asserted. Every failure shown is a benign lesion scored just above the
0.5 threshold on which the attention has drifted to surrounding fibro-glandular tissue—the false-
positive mode discussed in Sub-section 5.15.

Table 18. Contextual comparison with prior work on mammaographic lesion classification. Many
studies report higher headline numbers, but on whole images or a single dataset and without
explicit leakage control or external validation—the dimensions on which this work focuses. The last
column states the key limitation relative to our protocol.

Study Dataset(s) Method Reported Limitation vs. this work
Setiawanet  MIAS Law's texture + 93.9% (N/A);  Whole-image; no leakage control or
al. [7] ANN 83.3% (B/M)  external validation reported
Agnesetal. mini-MIAS Multi-scale CNN 96% sens; Whole-image; augment-before-split not
[8] (MACNN) AUC 0.99 controlled; single dataset
Adedigbaet Small DenseNet + 99.8% acc Near-perfect on small data; standard
al. [20] mammogram set  discriminative fine- split, no leakage control or external test
tuning
Ragabetal. DDSM/CBIS-  AlexNet features+  87.2% acc; Image-level; single corpus; no cross-
[6] DDSM SVM AUC 0.94 dataset validation
Jafari & MIAS /DDSM/ Multi-CNN feature ~ 94.5% (MIAS) Image-level; no patient-wise split; no
Karami [41] RSNA fusion + classifiers external validation
Salama & DDSM/MIAS/ U-Net segmentation  98.87% Segmentation-dependent; very high acc.
Aly [40] CBIS + CNN (DDSM) without reported leakage control
Yuetal. DDSM Deep features + AUC 0.93; Single dataset; image-level 5-fold; no
[14] dRVFL 81.7% acc cross-dataset external validation
Quintanaet CBIS-DDSM Multi-scale (patch) ~ AUC =~ 0.722 Patch-based, but single dataset; no
al. [18] external validation
This work CBIS (+MIAS, EfficientNet patch  AUC 0.745; Leakage-controlled, patient-wise;
INbreast) + SVM/fine-tune ext. 0.734/ 2dataset external validation with
0.877 clustered 95% Cls and Delong tests
5.14 Synthesis

Taken together, the experiments support a single claim: on small mammography datasets, reported
performance is governed by evaluation methodology at least as much as by model capacity. The backbone-
plus-classifier that appears near-perfect on whole-image Mini-MIAS performs no better than chance once
augment-before-split leakage is removed and neither fine-tuning nor higher resolution recovers the
apparent skill. The signal that does survive is local: it is recoverable at the lesion-patch scale and
withstands a size- and density-matched sampling control. The resulting level is stable across ten seeds,
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across a hyper-parameter search, across a repair of the benchmark’s own split and across a change of
institution. It is not entirely insensitive to capacity, since over 11 configurations spanning 2.2-86 M
parameters the test AUC ranges from 0.707 to 0.777, with the largest transformer significantly ahead of
the smallest CNN. That range of 0.07 AUC is nevertheless small beside the 0.2 or more separating any of
these models fromthe accuracies that leaky evaluation produces on the same data. The evaluation protocol
is thus the larger term. The evidence comes from one lesion-level task on three public cohorts and should
not be read as a general law.

5.15 Clinical Relevance: What the Errors Would Cost

The intended role of this system is a second reader that flags suspicious lesions for radiologist review,
never anautonomous diagnostic device. What matters clinically is therefore notthe headline AUC, but the
asymmetric cost of the two error types and what would have to be true before such a tool could be
deployed.

False negatives are the dominant clinical risk. A missed malignancy is the error that changes outcomes: it
delays treatment until the next screening round or until the patient presents symptomatically, bywhich time
stage and mortality risk have risen. The per-dataset confusion matrices (Table 8) quantify this: at a 0.5
threshold the model misses 82 of 276 malignant lesions on the internal test set (30%) and 11 of 51 on
Mini-MIAS (22%). No operating point available to us makes the system safe to run without a radiologist
and a leakage-free figure is what makes this visible; a leaked accuracy of 0.94 would have implied the
opposite. In deployment the threshold should therefore be set well below 0.5 to increase sensitivity at the
cost of recall workload and the system should be positioned so that its negatives do not suppress a human
read.

False positives set the workload cost. Each false positive propagates into recall imaging, patientanxiety
and, at the end of the chain, avoidable biopsy of benign tissue. The cross-domain calibration failure matters
most here: at a fixed 0.5 threshold, specificity on Mini-MIAS collapses eventhoughtherankingisintact, so
amodel shipped withitssource threshold would flood anew site with false alarms and be switched off long
before its discrimination was ever assessed. The transfer procedure of Sub-section 4.6 exists for exactly
this reason.

Deployment challenges. Four remain and none is solved here. (i) Localization. The pipeline classifiesa
lesion patch and presumes something has already found the lesion. In a real workflow a detector supplies
that box with error; Sub-section 5.11 measures how quickly performance decays as the box degrades and
it is the first thing an integrator should re-measure with its own detector. (ii) Threshold governance.
Because calibration does not transfer, every site needs a defined recalibration step, plus monitoring for
drift as scanners and protocols change. The burden here is regulatory and procedural, not only a technical
one. (iii) Case mix. Our evaluation is lesion-level and enriched with abnormalities; a screening population
is overwhelmingly normal, so the positive predictive value in service will be far below anything reported
here. (iv) Scope of evidence. Both external cohorts are small and retrospective, drawn from curated public
archives rather than consecutive clinical series and neither support a claim about a specific device or
population.

Onthe other hand, the computational barrier is genuinely low: the whole pipeline trainsand runs on a single
6 GB consumer GPU, so on premise deployment needs no specialized infrastructure and retraining as local
annotations accrue is cheap. The binding constraints are clinical and procedural, not computational.

6. REPRODUCIBILITY

Every number in this paper is produced by a script that is released with the manuscript, together with the
per-sample predictions those scripts emit. Publishing the raw prediction files matters as much as
publishing the code: it is what allows a reader to re-compute our confusion matrices, confidence intervals
and significance tests without a GPU and it is what we ourselves lacked when the first version of this
manuscript reconstructed its confusion matrices from summary statistics.

The package is available at https://github.com/hitesh712/leakage-free-mammography, archived at
DOI:10.5281/zen0do.22122946. Two commands reproduce the statistical results of this paper on a
laptop, with no GPU and without downloading the imaging datasets: rev08_analysis.py regeneratesthe


https://github.com/hitesh712/leakage-free-mammography

408

Jordanian Journal of Computers and Information Technology (JJCIT), Vol. 12, No. 03, September 2026.

headline table, the DeLong tests, the calibration figures and the threshold-transfer comparison from the
released predictions and rev1l validate stats.py re-runs the validation of our DelLong implementation
reported below.

Released artefacts. (i) The full experiment suite: data preparation and patch extraction, the split audit,
the ten-seed training run, the patient-disjoint repair, the architecture and resolution ablation, the whole-
image baseline, the crop-perturbation study, the Grad-CAM localization analysis and the statistical
analysis. (ii) The exact split manifests, listing every lesion with its patient identifier, its official partition
and its partition after the patient-disjoint repair. (iii) Per-sample predicted probabilities for every dataset,
every seed and every architecture. (iv) The environment records emitted by each run.

Validation of the statistical code. Because the significance claims rest on our own implementation of
DeLong’s method, we validated it rather than assume it and release the validation script and its output. On
the real prediction files, its AUC matches scikit-learn to ten decimal places and its standard error agrees
with a 20,000-resample bootstrap standard error to within 0.1%, 1.0% and 0.4% on the internal, Mini-
MIAS and INbreast sets, respectively—two independent estimators of the same quantity. Comparing ascore
vector with itself returns z =0exactly. Under simulation with two scorers of genuinely equal AUC, the
paired test rejects at 0.053 and the unpaired test at 0.046 against a nominal 0.05, so both are correctly
calibrated; the unpaired variant matters most here, since it is the less standard of the two and carries the
internal-versus-external comparison. Power against a large true difference is 0.998 and heavily tied scores
are handled correctly.

Settings. Table 19 lists the complete configuration. The ten seeds are 2021, 7, 123, 42, 2024, 5, 777,
31337, 99 and 1234; each seed sets NumPy and framework random state and re-draws the patient-wise
validation carve-out. Two software stacks are used and both are reported, since the extended architecture
comparison of Sub-section 5.5 runs in PyTorch while the main pipeline runs in TensorFlow.

7. LIMITATIONS

Several caveats apply to these findings. First, the practical ceiling on biopsy-confirmed benign-versus-
malignant data is malignant sensitivity (Table 8), which would likely require larger cohorts, multi-view
fusion or detection-and-aggregation pipelines to improve. Second, INbreast labels are BI-RADS-derived
rather than strictly biopsy-confirmed, so its stronger external result reflects greater robustness rather than
higher accuracy—the like-for-like comparison remains CBIS—MIAS (Sub-section 5.10). Third,
discrimination transfers, but calibration does not, so per- dataset recalibration is required for deployment.
Fourth, the approach is intentionally patch-level, relying on per-patch ROI annotations; it does not exploit
whole-image triage, multi-view or temporal information and uses a lightweight backbone trainable on a
single consumer GPU.

Table 19. Complete training configuration and software environment.

Item Value

Input 224 x 224 lesion patch, grayscale replicated to 3 channels, raw [0,255]
Pre-processing percentile windowing (16-bit only) — resize — CLAHE (clip 2.0, 8 x 8)
Head global average pooling — dropout 0.4 — dense(1, sigmoid)

Phase 1 head only; Adam, Ir10~3; 5 epochs; batch 16

Phase 2 top 40 backbone layers unfrozen; Adam, Ir10~5; < 20 epochs

Early stopping monitor validation AUC, patience 5, restore best weights

Class imbalance balanced class weights n/(2n.)

Augmentation rotation € {0, 90, 180, 270} and horizontal flip; training folds only
Validation GroupShuffleSplit, 15%, grouped by patient, re-drawn per seed

Batch Normalization kept in inference mode throughout

Seeds 2021, 7,123, 42, 2024, 5, 777, 31337, 99, 1234

Bootstrap 2,000 resamples, clusters = patients (CBIS) or source images (external)
Main pipeline Python 3.10.11, TensorFlow 2.10.0, tensorflow-directml-plugin 0.4.0
Architecture study PyTorch 2.5.1+cul24, timm 1.0.27, mixed precision

Shared libraries NumPy 1.23.5, pandas 2.3.3, scikit-learn 1.7.2, SciPy 1.15.3, OpenCV 4.13.0, pydicom 3.0.2

Hardware single NVIDIA RTX 4050 Laptop GPU, 6 GB
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Fifth, and most important, ishow the external numbers should be read, the external cohorts are small (n~
120-130) and our uncertainty estimates understate the true uncertainty. A bootstrap resamples the cases
we happen to have collected; it can only express how the estimate would move under re-weighting of
those cases. It cannot express between-cohort variability—how the estimate would move on a genuinely
new sample of patients from a different site, scanner fleet and referral pattern—which for cohorts of this
size is likely the larger component. Our intervals are therefore a lower bound on total uncertainty,
compounded by both external sets being curated public archives rather than consecutive clinical series.
Larger, prospectively assembled cohorts, such as VinDr-Mammo [17] and ideally several of them, are
needed before the transfer result can be treated as an estimate of field performance rather than as evidence
that transfer occurs at all.

Sixth, the pipeline consumes a lesion patch and therefore presumes that localization has already
happened. Sub-section 5.11 measures sensitivity to imperfect boxes, but a full detection-plus-
classification evaluation, in which the detector also generates false regions on normal tissue, is outside
our scope and would give a lower and more realistic end-to-end figure.

Finally, our claims about whole-image classification are bounded by what we tested: two datasets,
EfficientNet-family backbones and input resolutions up to 512 px. We do not claim that whole- image
mammography classification is unlearnable in general—with far larger cohorts, multi-view input or
detection-and-aggregation architectures demonstrably learnable—only that it did not learn under the
data scale and configurations examined here.

8. CONCLUSION AND FUTURE WORK

On small mammography datasets, it is methodology rather than architecture that determines reported
performance. We identified a widely reproducible leakage pitfall that inflates Mini-MIAS whole-image
classification from chance to ~98% and demonstrated leakage-free generalization of a CBIS-DDSM-
trained benign-versus-malignant classifier (AUC 0.745 internal; 0.734 on MIAS and 0.877 on INbreast,
with clustered confidence intervals and ten-seed stability). A DeLong test cannot separate the internal and
cross-institution results, which is the specific sense in which the model generalizes.

Two findings sharpen the methodological message. Auditing our own protocol showed that the CBIS-
DDSM official split is not patient-disjoint once mass and calcification cases are pooled, so leakage
entered through a dataset convention rather than a modelling error—an illustration of why split manifests,
not just code, should be published. And extending the comparison to six architecture families, including
ViT-B/16 and Swin-T, left the performance band unchanged, which converts the ceiling from a conjecture
into a tested claim. Finally, because discrimination transfers while calibration does not, we give a label-
free procedure that recovers the operating point at a new site.

The result is not a claim of state-of-the-art accuracy, but a reproducible, honestly measured baseline. In
future work, we will validate on larger external cohorts, such as VinDr-Mammo [17], investigate domain-
generalization and vision—language foundation models—including ordinal or soft-label treatments of BI-
RADS—and evaluate the pipeline end-to-end behind areal detector rather than behind ground-truth boxes.
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ABSTRACT

Structured filter pruning is an effective approach for reducing the computational cost of deep neural networks
while preserving efficient deployment on standard hardware. However, most existing pruning methods evaluate
filters independently, overlooking the inter-layer spectral coupling between consecutive layers, while many high-
performing approaches rely on activation statistics or calibration data. We propose Filter Spectral Efficiency
(FSE), a data-free structured pruning framework that estimates filter importance through the spectral coupling
between adjacent layers. FSE constructs singular-value-based filter descriptors, builds inter-layer coupling
matrices, derives a spectral pruning criterion and allocates sparsity through a global adaptive budget. Extensive
experiments on five CNN architectures for CIFAR-10 and ResNet-50 on ImageNet demonstrate that FSE
consistently achieves a favorable accuracy-compression trade-off, outperforming representative structured
pruning methods at comparable parameter and FLOP reductions. On CIFAR-10, FSE reduces the FLOPs of
ResNet-56 by 59.8% with only a 0.07 percentage point accuracy drop and prunes GoogLeNet by 70.7% FLOPs
while improving Top-1 accuracy over H Rank by 0.73 percentage points. On ImageNet, FSE improves the Top-1
accuracy of ResNet-50 by 1.14 percentage points over H Rank at a comparable FLOP reduction. These results
demonstrate that inter-layer spectral coupling provides an effective and practical foundation for data-free
structured network pruning.

KEYWORDS

Structured pruning, Data-free pruning, Inter-layer spectral coupling, Singular value decomposition, Deep neural
networks.

1. INTRODUCTION

Deep neural networks (DNNs) have achieved remarkable success in visual-recognition tasks [1]-[2], but
their high computational and memory demands hinder deployment on resource-constrained platforms
such as mobile and embedded devices. Modern convolutional architectures, including ResNet [3],
DenseNet [4] and GoogLeNet [5], contain millions of parameters and require billions of floating-point
operations (FLOPs) per inference. Consequently, reducing computational cost while preserving
predictive performance has become a central challenge in deep learning [6]. Beyond deployment
efficiency, the increasing computational demands of deep learning have raised concerns about energy
consumption and environmental impact. Green Al [7] advocates evaluating computational efficiency
alongside accuracy, making model compression important for both resource-constrained deployment
and sustainable Al.

Among model compression techniques [8]-[11], structured filter pruning has emerged as one of the most
practical and hardware-friendly approaches, producing compact dense networks with genuine reductions
in parameters, FLOPs, memory footprint and inference latency while remaining directly deployable on
standard hardware [6], unlike unstructured pruning, which typically requires specialized sparse software
or hardware to realize comparable acceleration [12]. This naturally raises the central question: Which
filters can be removed with the least impact on the network's predictive performance?

Weight-based and data-dependent pruning criteria have been pursued in parallel rather than in
succession. Weight-based methods estimate filter importance directly from the learned weights [13]-
[14], whereas data-dependent methods exploit activation responses or calibration data [15]-[16]; both
lines have continued to develop in parallel in subsequent work [17]-[19]. The data-free setting is
nevertheless of practical importance, since data-dependent scoring adds computational cost and
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representative data may be unavailable for privacy, security or proprietary reasons. Independently of
this distinction, many existing criteria assess filters primarily through individual properties or
relationships within the same layer, without explicitly characterizing how the output of one layer couples
to the representation consumed by the following layer. This leads to the following question: Can filter
importance be estimated entirely from the network weights while explicitly modeling inter-layer spectral
coupling between consecutive layers?

We hypothesize that filter importance is influenced not only by properties of individual filters and within
layer redundancy, but also by the spectral coupling between a filter's output representation and those of
the following layer. In other words, a filter may matter not merely because of its own magnitude or
within-layer redundancy, but also because of how effectively its output interacts with the following
layer. This hypothesis is tested in Sub-section 4.3: at the same FLOP reduction and using the same
singular-value descriptors, replacing the coupling-based cost with a within-layer spectral score reduces
Top-1 accuracy by 0.36 percentage points on ResNet-56/CIFAR-10, providing empirical support for the
relevance of inter-layer spectral coupling to filter importance.

Motivated by this hypothesis, we introduce Filter Spectral Efficiency (FSE), a structured pruning
framework with entirely data-independent filter-importance estimation. FSE first derives SVD-based
spectral descriptors directly from the learned weights, then constructs an inter-layer coupling matrix the
singular spectrum of which characterizes the spectral coupling between consecutive layers. From this
spectrum, FSE estimates a per-filter spectral cost and integrates these costs into a global adaptive
pruning budget that ranks filters across the network according to redundancy rather than fixed per-layer
pruning ratios. Consequently, FSE prunes aggressively in redundant regions while preserving spectrally
critical ones. All pruning decisions are made before any data is seen; only the subsequent fine-tuning
uses training data, following standard structured pruning practice.

We evaluate FSE on CIFAR-10 [20] using representative CNN architectures spanning the dominant
design paradigms: VGG-16 [21], ResNet-56/110 [3], DenseNet-40 [4] and GooglLeNet [5]. We further
validate its scalability on the ImageNet ILSVRC-2012 benchmark [22] with ResNet-50. Across all
settings, FSE achieves a favorable accuracy-compression trade-off, matching or outperforming recent
structured-pruning methods, such as HRank [15], CHIP [23] and the Shapley-value criterion [17], while
delivering genuine reductions in computational cost.

The main contributions of this paper are:

A relational spectral filter-importance criterion. We propose an inter-layer spectral coupling

criterion that estimates filter importance directly from the learned weights by modeling information

transfer between consecutive layers.

- A global adaptive pruning strategy. FSE ranks filters network-wide according to spectral cost and
allocates pruning adaptively under a single sparsity target, avoiding fixed layer-wise pruning ratios.

- A data-independent (data-free) pruning framework. All pruning decisions are derived directly from
the learned weights, requiring no calibration data, activation statistics or feature-map collection.

- Comprehensive validation. Experiments on five CNN architectures for CIFAR-10 and ResNet-50

on ImageNet demonstrate that FSE matches or surpasses strong structured-pruning baselines while

delivering genuine reductions in parameters and FLOPs.

The remainder of this paper is organized as follows. Section 2 reviews related work. Section 3 presents
the proposed Filter Spectral Efficiency (FSE) framework, including the inter-layer coupling formulation,
spectral cost, global adaptive pruning budget and the structural surgery stage for dependency-aware
network reconstruction. Section 4 describes the experimental setup and presents comparisons with state-
of-the-art methods together with ablation studies. Finally, Section 5 concludes the paper and discusses
future-research directions.

2. RELATED WORK

Structured pruning removes coherent computational units, such as filters, channels or blocks, yielding
smaller dense networks that accelerate directly on standard hardware, unlike unstructured pruning [12],
the irregular sparsity of which often requires dedicated sparse kernels [6], [13]. FSE belongs to this
family and evaluates compression through the actual reduction in FLOPs and parameters. We position



414

Jordanian Journal of Computers and Information Technology (JJCIT), Vol. 12, No. 03, September 2026.

FSE along two axes: how filter importance is estimated across layers and whether the pruning decision
requires data.

2.1 Modeling Cross-layer Interactions in Filter Pruning

Most existing criteria assess filters from individual properties or relationships within a layer. Magnitude-
based methods [13] use ¢, /¢, norms, while FPGM [14] identifies within-layer geometric redundancy.
Data-dependent methods, such as H Rank [15], CHIP [23] and FilterSketch [24], exploit activation or
reconstruction information collected one layer at a time [25]-[26]. Learning-based approaches, such as
GAL [16], DECORE [27], Auto- ¢, pruning [18] and related methods [19], [28], optimize filter or layer
gates, while explainability-based methods, such as Shapley-value pruning [17], estimate marginal
contributions through attribution or sampling. These approaches generally do not explicitly model
dependencies between consecutive layers. CIE [29] instead estimates cross-layer importance empirically
through per-layer pruning and fine-tuning trials and uses the resulting contribution information to
determine layer-wise sparsity. Thus, CIE incorporates cross-layer information through empirical
pruning responses rather than through an explicit spectral coupling derived from the learned weights.
FSE instead defines filter importance through the inter-layer spectral coupling between consecutive
convolutional representations, computed analytically from the learned weights without activation
sampling, attribution estimation or pruning trials.

2.2 Data-free Pruning

Beyond the cross-layer distinction, pruning methods also differ in whether their pruning decisions
require data. Data-dependent criteria, such as HRank [15], CHIP [23] and Shapley-value pruning [17],
require representative data to collect activations or evaluate filter contributions, introducing
computational overhead and potential privacy or data-availability constraints. Data-free methods instead
derive importance directly from the learned weights. Representative examples include magnitude
pruning [13], FPGM [14] and Soft Filter Pruning [30]. CORING [31] applies higher-order SVD to
measure within-layer filter similarity, while RASP [32] derives amplitude-based saliency from learned
parameters and uses layer-sensitive regularization for global filter selection. However, removing data
dependence from the importance criterion does not necessarily determine how sparsity should be
allocated across layers. Fixed ratios, sensitivity analysis or additional optimization/search may still be
required, as in Network Slimming [33], ABCPruner [34], AFPruner [35] and Auto- ¢ Pruner [18]. FSE
is data-independent throughout the pruning-decision stage: it derives filter importance from SVD-based
descriptors of the learned weights and their inter-layer coupling and allocates the global sparsity budget
directly from the resulting spectral cost, with only lightweight per-layer safety constraints. No
calibration data, activation statistics, forward passes or auxiliary search/optimization are required to
make the pruning decision; training data is used only in the subsequent fine-tuning stage.

2.3 Positioning of This Work

Despite their methodological diversity, the reviewed criteria differ in how they incorporate information
beyond an individual filter. Most methods rely on within-layer properties or pairwise relationships,
while a smaller body of work incorporates cross-layer information through empirical pruning responses.
FSE departs from these approaches by using the spectral relationship between consecutive convolutional
representations as the filter-importance criterion, while remaining fully data-independent at the pruning-
decision stage. It differs from existing structured-pruning methods in three fundamental aspects:

1) an inter-layer spectral criterion that models the coupling between consecutive convolutional
representations, providing a different formulation from existing cross-layer approaches;

2) a fully data-independent (data-free) pruning-decision mechanism that derives the required spectral
information solely from the learned weights, without calibration data or activation statistics; and

3) an integrated global pruning strategy that combines the proposed spectral cost with adaptive
network-wide sparsity allocation, rather than treating filter importance and pruning-budget
allocation as separate steps.

Hybrid compression pipelines combine structured pruning with complementary techniques. NORTON
[36] applies tensor decomposition followed by pruning using a principal-angle-based sub-space
criterion, whereas CoDeC [37] clusters filters for coupled tensor decomposition using an SVD-based
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sub-space measure. Both approaches exploit singular sub-spaces, but differ from FSE in scope and
objective: NORTON prunes decomposition factors after tensor decomposition, CoDeC clusters filters
within layers, whereas FSE uses rank-one SVD descriptors to model inter-layer coupling before
structural pruning. Applying FSE as a pre-processing stage could reduce both channel dimensions before
factorization; moreover, the remaining singular values obtained during the SVD, although discarded by
the current FSE descriptor, could guide subsequent rank selection through their spectral decay. STPP
[38] combines structured pruning with knowledge distillation; for FSE, the original unpruned network
is already available as a teacher, making post-pruning feature-level distillation a natural extension. These
combinations are left for future work.

- ~ 4 &
( Step 1 Step 2 ‘ Step 3 Step 4 Step 5
Pretrained Pruned
CNN ‘ SVD filter Coupling Pruning cost Global budget Structural ‘ CNN
descriptors matrix & SVD Ki select p surgery

Figure 1. Overview of the FSE pruning pipeline.

The following section presents the proposed Filter Spectral Efficiency (FSE) framework and details the
formulation of the inter-layer coupling criterion, the global adaptive pruning budget and the overall
pruning algorithm.

3. METHODOLOGY

Most structured-pruning criteria score each filter in isolation; by its £, magnitude, its batch-
normalization scale or its first-order effect on the loss, capturing how large a filter is, but not how its
role relates to the following layer. Yet the output channels of one convolution are exactly the input
channels of the next, so a filter's practical redundancy depends as much on this inter-layer relationship
as on its own magnitude. Filter Spectral Efficiency (FSE) exploits this observation: it represents each
filter by a compact spectral descriptor, measures how the descriptors of two consecutive layers couple
and prunes the filters that contribute least to that coupling. FSE is data-free; operating purely on the
learned weights, it yields a genuinely structured model compatible with standard inference devices.

The pipeline comprises five stages:

1) a per-filter spectral descriptor (Sub-section 3.1);

2) an inter-layer coupling matrix and its spectrum (Sub-section 3.2);

3) a per-filter spectral pruning cost (Sub-section 3.3);

4) aglobal spectral budget (Sub-section 3.4); and

5) the structural surgery that removes the selected channels (Sub-section 3.5).

The procedure is summarized in Algorithm 1 and illustrated in Figures 1 and 2-4.
Notation. We consider a convolutional network with L prunable convolutional layers indexed by €
{0, ..., L — 1}. The weight tensor of layer [ is

[} L
W(l) € RCéthCi(n)Xka’ (1)

where C(flg is the number of filters, Ciff) the number of input channels and k the kernel size; the i th filter

. ® L N
is ng) € R *k*k Each convolution is followed by a batch-normalization (BN) layer the parameters

of which 0](311)\1 = (y®, BO, u®,»M) are pruned jointly with the corresponding filters. Finally, we
define the protected set of layers

S = Sskip u{0,L-1} (2)

where Syi, < {0, ..., L — 1} is the sub-set of layers automatically detected as skip-connection (shortcut)
layers during the Conv-BN parsing stage of Algorithm 1 and the indices 0 and L — 1 denote the first and

the last convolution, respectively. By convention we set Kl-(l) = 4oo for every i and every [ € §, so that
the output channels of a protected layer are never removed by the budget allocation of Egs. (13)-(15);
this preserves tensor-shape compatibility across residual branches and at the network boundaries.
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3.1 Spectral Filter Descriptor

Existing weight-based pruning criteria commonly represent a filter by a scalar magnitude or other
aggregate statistic, which may overlook the dominant structure encoded across its input channels. Since
FSE aims to compare filters across layers using their learned weights, we require a compact
representation that preserves the most informative spectral structure of each filter. We therefore use the
leading singular component of each filter as its spectral descriptor, providing a data-independent
representation of its dominant input-channel structure. Each filter is summarized by a compact vector
capturing its dominant behaviour across input channels. The spatial dimensions are unfolded into a
matrix

0
Fl(l) = reshape (ng)) € RSin ¥k*, (3)

where each row is the spatial weighting pattern of one input channel. Its singular value decomposition
(SVD)

M _
F’ =UzvT, 4)

has singular values s; = s, > --- with left singular vectors u,,u,, ... The leading singular triplet
(s1,uq,v1) provides the best rank-one approximation of the filter, so we retain only this dominant
component:
0]
Cgl) = Slul € Rcin . (5)
Scaling the dominant direction u, by s, preserves both the principal input-channel structure and its
strength. Since the SVD fixes u, only up to sign, we enforce the largest-magnitude entry to be positive,

cgl) < sgn (ci(’lj)*) cl(l),j* = arg}max |cl(? , (6)
ensuring a deterministic representation for subsequent comparisons. This convention is a matter of
bookkeeping rather than of geometry: the sign returned by an SVD routine is implementation-dependent,
whereas the pruning cost of Eq. (12) is invariant to any per-filter sign choice (Remark 1). Hence, no
preferred orientation is imposed on the dominant singular direction and the resulting pruning criterion
is independent of the arbitrary sign convention.

-

pO — [C(l) O ] € RCoxcs) (7)

0’y C(l) 1 .
out

Each row of DO acts as a fingerprint of a filter; filters with similar fingerprints capture similar dominant

structures and may indicate functional redundancy (Figure 2).

Reshape
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=
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Figure 2. Construction of the per-filter spectral descriptor.

3.2 Inter-layer Coupling Matrix and Spectrum

A filter descriptor alone captures only the intrinsic structure of an individual filter and therefore cannot
reveal how that filter interacts with the representation processed by the following layer. To explicitly
capture this dependency while remaining data-independent, FSE compares the spectral descriptors of
consecutive layers in a common representation space. We therefore construct an inter-layer coupling
matrix based on cosine similarity and analyze its singular spectrum to characterize the dominant patterns
of cross-layer alignment. First, when the descriptor dimensionality is large, descriptors are projected
onto their leading principal directions to discard low-variance (noise-prone) components and reduce
cost. Let DOT = U, 2, V] and let d,,,, = 16 be the maximum retained dimension. The reduced
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descriptor matrix is

l T ®
5O = {D()UD[,,LdmaX], Ci > dmax ®)

DO, otherwise .

Second, descriptors of adjacent layers may differ in dimensionality. Rather than truncating, the lower-
dimensional descriptors are zero-padded to d* = max(d4, d;); since cosine similarity depends only on
orientation, appending zeros leaves all pairwise similarities unchanged:

D [D||0¢,,, x(a*-a))- €

Coupling is then measured through pairwise cosine similarities, appropriate here, because descriptors
are compared by dominant direction rather than magnitude. Let D® denote the £,-normalized rows of
the padded D®, d, = d;/||d;]|,. The coupling matrix is

MO = DO(DHV)" € ReouCour”, MP = cos (d”,d!"*?), (10)
where large values indicate that filter i in layer [ and filter j in layer [ + 1 are strongly aligned. For a
sequential pair of convolutional representations, Eg. (10) defines the pairwise spectral coupling used for
filter-importance estimation. It is not intended to encode the complete computational dependency graph
of the network. For architectures with non-sequential connectivity, such as DenseNet-40 and
GoogLeNet, the FSE criterion retains this pairwise spectral formulation, while the subsequent structural-
pruning stage uses DepGraph [39] to trace dependencies induced by dense concatenation, parallel
branches and downstream operations and to propagate the selected channel-removal decisions
accordingly.

The global structure of this alignment is revealed by the SVD

MO = gOzOyOT o0 > .. >0 >, (11)

the singular values {a,gl)} of which form the coupling spectrum. Each a,gl) measures the strength of an

independent-alignment pattern, so the spectrum characterises the effective dimensionality of the inter-
layer coupling. When spectral energy concentrates in few singular values, the coupling is effectively
low-rank: many filters share the same dominant interaction patterns, indicating substantial redundancy.

3.3 Per-filter Pruning Cost

The coupling spectrum describes the importance of the different inter-layer alignment modes, but
pruning requires converting this global spectral information into a filter-level quantity. A direct filter-
level cost is therefore needed to rank filters according to their contribution to the cross-layer interaction.
FSE obtains this cost from the participation of each filter in the singular modes, weighted by the
corresponding singular values. A filter that contributes little to the spectrum carries little of the
information exchanged between the two layers and is a pruning candidate, whereas a strongly
contributing filter is structurally important. Reusing the SVD of (11), we define the pruning cost of filter

iasz
2
O _ ] ®
K~ = Uy ) op - (12)
k
Layer | Layer I+1 Coupling matrix M® Coupling spectrum

co(!l

Cl(l) ‘|
2 . cosine SVD
| " ]
| (X0 J
/ () ‘ plsnT (d x4) 0

_
w cos sim
D" (5 x d) M, = cos(di?, d,1*") € RE*4

Figure 3. A representative inter-layer coupling matrix and its spectrum.
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2
Here, (Ul.(,?) measures the participation of filter i in spectral mode k and a,ff) weights that mode by its

significance, so filters participating strongly in dominant modes receive a large cost and are
preferentially retained. The cost requires only O(C) per-layer computation, yet Proposition 1 shows it
exactly decomposes the nuclear norm of the coupling matrix across filters, providing a principled rather
than heuristic justification.

Protected filters. For any protected layer [ € § and for the final layer where no forward coupling is
defined, all filters receive infinite cost, Ki(z) = 400, guaranteeing that they are never removed while

keeping a uniform framework across layers.

3.4 Global Spectral Budget

A filter-level importance score does not by itself determine how many filters should be removed from
each layer. Fixed layer-wise ratios impose the same pruning pressure on layers with potentially different
levels of spectral redundancy, while separate sensitivity or search procedures introduce additional
computational cost. Since FSE already provides a spectral cost for every filter, we use these costs to
allocate a single global pruning budget across the network, allowing the pruning profile to emerge from

the measured spectral redundancy. Let € = {(l, i): Kl-(l) < oo} be the eligible filters and s € [0,1] the
target sparsity. The number of filters to remove is

T = |s|€]]- (13)
To prevent collapsing a layer, each layer [ (with n; eligible filters) is capped:
0, n <1,

cap; = {max(O, min(n; — 1, [nlpmaxj)), n > 1, (14)

where p...x (default 0.8) is the maximum removable fraction per layer; this keeps at least one filter per
non-trivial layer and avoids over-concentrated pruning. Eligible filters are ranked by ascending cost and
selected greedily until the budget is exhausted, subject to the caps:

P = {(1, 0): (L, i) visited in ascending order of k”, |P| < T, |{(1") € P}| < cap,}. (15)

The effective sparsity is |P|/|€]|; if the caps prevent the target from being reached, the shortfall is
reported so the user may relax p,,.x or lower s. Because ranking is network-wide, FSE removes more
filters from spectrally redundant layers and fewer from important ones, so the allocation emerges from
the spectral costs rather than manual ratios (Figure 4). The greedy rule is also optimal: since costs are
additive and feasibility is encoded by the caps, selecting the lowest-cost feasible filters minimizes the
total pruning cost over all feasible selections of equal cardinality (Proposition 2).

3.5 Structural Surgery

Selecting filters is not sufficient to obtain a valid compact network, because removing an output channel
from one layer can change the input-channel structure of downstream layers. This issue is particularly
important for architectures with complex connectivity, such as dense concatenations and parallel
branches. FSE therefore performs dependency-aware structural surgery to preserve the computational
graph after pruning; for DenseNet-40 and GoogLeNet, DepGraph [39] is used to trace the resulting
channel dependencies and propagate the pruning decisions to affected layers.

budg_et i
1

6 1 pruned
(cheapest)

retained

0 1
filters ranked by cost k across the whole network

Figure 4. Global cost-ranked filter budget.
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Algorithm 1. Filter Spectral Efficiency (FSE) pruning.

Require: network f; target sparsity s; cap prmax

1: extract Conv-BN pairs and build the protected set §
2: for each layer I do

3 compute descriptors D® via Egs. (3)-(7)
4: end for

5: forl=0toL—2do
6: form M® (Eq. (10)) and its SVD (Eq. (11))
7: end for

8: for each layer [ do

9 if L € § or coupling undefined then

10: Kfl-(l) « ooVi

11: else

12: compute k@ via Eq. (12)
13: end if

14: end for

15: select P by the global budget (Egs. (13)-(15))
16: perform structural surgery (Egs. (16)-(18))
17:  return pruned network (After fine-tuned)

The final stage turns the pruning set 2 into a physically smaller network. For each layer [, let P, = {i:
(1,1) € P} be the pruned output channels and X; = {0, c® — 1} \ P, the retained ones. The pruned

channels are removed from the kernel and BN parameters, Om
woO «wO[x,,:,:,:], (16)
o5y < ORI, an
and the decision is propagated to every downstream convolution g consuming layer [ :
W9 «wO[:, x,:,:]. (18)

4. EXPERIMENTS

We evaluate FSE on CIFAR-10 and ImageNet using six CNN architectures, compare it with
representative structured-pruning methods and conduct ablation studies on the proposed inter-layer
spectral criterion and global spectral budget.

4.1 Experimental Setup

Datasets. Experiments are conducted on CIFAR-10 [20] and ImageNet ILSVRC-2012 [22]. CIFAR-10
consists of 60,000 color images of size 32 x 32 from 10 classes, split into 50,000 training and 10,000
test images. ImageNet ILSVRC-2012 contains approximately 1.28 million training images and 50,000
validation images across 1,000 classes with the shape of 224 x 224,

Architectures. On CIFAR-10, we evaluate FSE on ResNet-56, ResNet-110 [3], DenseNet-40 [4],
GoogLeNet [5] and VGG-16 [21], covering residual, densely connected, inception-style and plain CNN
architectures. For large-scale evaluation, we also prune ResNet-50 [3] on ImageNet.

Implementation details. FSE operates directly on trained weights without calibration data. On CIFAR-
10, pruned models are fine-tuned for 160 epochs using SGD (momentum 0.9, weight decay 5 x 107%),
an initial learning rate of 0.01 with cosine decay and a batch size of 128. On ImageNet, ResNet-50 is
finetuned for 90 epochs using SGD with the same momentum and weight decay, an initial learning rate
of 0.01 with cosine annealing, a batch size of 256 and AMP. Unless stated otherwise, FSE uses the
proposed pruning criterion, a descriptor cap d,.x = 16 and a maximum per-layer pruning ratio p,,.x =
0.8.

Metrics and protocol. On CIFAR-10, we report top-1 accuracy together with parameter and FLOP
reductions relative to the unpruned baseline. On ImageNet, we report top-1, top-5 accuracy, parameter
reduction and FLOP reduction. For baselines, we report results from the original papers when available.
A dash "-" indicates that the corresponding metric was not reported. We ensure that comparisons use
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the same network architectures.

Table 1. Comparison with state-of-the-art pruning methods on VGG-16/CIFAR-10.

Model  Method Top-1 Acc.  Params (M) Params FLOPs (M) FLOPs
171 (%) 1 (%) | (%)
VGG-16 Baseline 93.02 (0.00) 14.73 0.00 314.31 0.00
L1[13] 93.40 (+0.381) 5.40 64.00 206.00 34.20
FPGM [14] 94.00 (+0.421) - - 206.00 34.20
DECORE-500 [27] 94.02 (+0.061) 5.54 63.00 203.08 35.30
FSE (Ours) 93.43 (+0.411) 8.14 44.72 200.88 36.09
GAL-0.05 [16] 92.03 (-1.93)) 3.36 77.60 189.49 39.60
GAL-0.1[16] 90.73 (-3.23)) 2.67 82.20 171.89 45.20
Network slimming [33] 93.80 (+0.141) 2.30 88.50 - 51.00
FSE (Ours) 93.20 (+0.181) 3.93 73.29 124.23 60.47
FICP [19] 93.72 (-0.24)) - 85.90 - 63.20
FSE (Ours) 93.13 (+0.1117) 3.25 77.95 111.98 64.37
HRank [15] 91.23 (-2.73)) 1.78 92.00 73.70 76.50
Shapley [17] 93.14 (-0.82)) 1.90 87.30 67.09 78.60
FSE (Ours) 92.15 (-0.87)) 1.38 90.66 66.94 78.70
Auto ¢, Pruner-0.5[18] 90.55 (-2.47]) 1.65 88.80 34.61 88.99
FSE (Ours) 90.65 (-2.37)) 1.07 92.80 34.36 89.10

Hardware and software setup. All experiments were conducted on a workstation equipped with a single
NVIDIA GeForce RTX 5090 GPU with 32 GB of VRAM (CUDA 12.9), an AMD EPYC 9654 processor
with 96 CPU cores, 76.5 GB of system memory and 350 GB of SSD storage. The experiments were
performed under Ubuntu 24.04.4 LTS using Python 3.12.14 and PyTorch 2.11.0+cul28, with an
NVIDIA driver version 610.57.04.

4.2 Comparison with State-of-the-Art
4.2.1 Results on CIFAR-10

VGG-16. As a highly over-parameterized architecture, VGG-16 is a standard benchmark for structured
pruning. As summarized in Table 1, FSE achieves a favorable accuracy-efficiency trade-off across all
compression regimes. At moderate compression, 36.09% FLOPs, it improves the baseline by +0.41%,
matching FPGM's +0.42% while pruning more FLOPs than the #;-norm and DECORE-500. At
intermediate ratios, it remains the only method staying above baseline while saving more compute:
+0.18% at 60.47% FLOPs vs. Network Slimming's +0.14% at only 51% and 93.13% at 64.37% FLOPs
vs. FICP's -0.24% at 63.20%. Under aggressive pruning, FSE stays competitive: at 78.70% FLOPs, it
reaches 92.15%, -0.87%, exceeding H Rank by 1.68 pp and matching Shapley's -0.82% with fewer
parameters, 1.38M vs. 1.90M, yet without any calibration data or activation statistics. At the extreme
89.10% FLOP setting, it still surpasses Auto- £, Pruner-0.5 on all three metrics: 90.65% vs. 90.55%
accuracy, 1.07M vs. 1.65M parameters. Notably, the FLOP reduction consistently exceeds the parameter
reduction, indicating that FSE preferentially removes filters in computationally dominant layers, a
behavior well suited to latency-bound edge deployment.

ResNet-56. ResNet-56 is a far more challenging benchmark than VGG-16 owing to its compact design
and low redundancy. As reported in Table 2, FSE sustains a favorable accuracy-compression tradeoff
across all ratios. At moderate compression, it reaches 93.27%, +0.01 pp, at 53.05% FLOPs, the largest
reduction in its group. As the budget grows, it keeps the lead: -0.07% at 59.84% FLOPs, vs. £, Pruner's
-0.18% and 93.03% at 62.45% FLOPs, exceeding both Auto- £, Pruner-0.3 92.96% and Direct-Indirect
Filter Pruning 93.04% at higher compression. Under aggressive pruning, the gap widens: at =~ 72%
FLOPs, it attains 92.43%, beating Shapley 92.20% and CHIP 92.05%, with the largest parameter
reduction, 72.47%; and at 74.48% FLOPs, it retains 92.07%, surpassing HRank by 1.35 pp with larger
cuts in both parameters, 76.09% vs. 68.10% and FLOPs. These results demonstrate that FSE
generalizes across architectures rather than exploiting architecture-specific redundancy.
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Table 2. Comparison with state-of-the-art pruning methods on ResNet-56 and ResNet110/CIFAR-10.

Model Method Top-1 Acc. Params (M) Params FLOPs (M) FLOPs
/1 (%) 1 (%) 1 (%)

ResNet-56  Baseline 93.26 (0.00) 0.85 0.00 127.62 0.00
L1 [13] 93.06 (-0.20]) 0.73 14.12 90.90 27.60
GAL-0.6 [16] 92.98 (-0.28)) 0.75 11.80 78.30 37.60
SFP [30] 93.35 (-0.24)) - - 59.40 52.60
FPGM [14] 93.49 (-0.10)) - - 59.40 52.60
FSE (Ours) 93.27 (+0.011) 0.52 39.50 59.92 53.05
£, Pruner (63% pruned) [18] 93.08 (-0.18)) 0.28 67.06 51.38 59.74
FSE (Ours) 93.19 (-0.07)) 0.42 50.49 51.25 59.84
GAL-0.8 [16] 90.36 (-2.90]) 0.29 65.90 49.99 60.20
Direct-Indirect Filter Pruning [28]  93.04 (-0.60) - - - 61.50
Auto £, Pruner-0.3 [18] 92.96 (-0.30)) 0.31 63.53 48.47 62.02
FSE (Ours) 93.03 (-0.23)) 0.38 55.15 47.92 62.45
CHIP [23] 92.05 (-1.21)) 0.24 71.80 34.79 72.30
Shapley [17] 92.20 (-1.06]) 0.24 71.80 34.79 72.30
FSE (Ours) 92.43 (-0.83) 0.23 72.47 35.32 72.32
HRank [15] 90.72 (-2.54]) 0.27 68.10 32.52 74.10
FSE (Ours) 92.07 (-1.19)) 0.20 76.09 32.56 74.48

ResNet-110 Baseline 93.50 (0.00) 1.73 0.00 257.09 0.00
L1 [13] 93.30 (-0.20)) 1.16 32.60 155.00  38.70
SFP [30] 93.35 (+0.187) - - 15220  40.80
GAL-0.5 [16] 92.55 (-0.95]) 0.95 44.80 130.20 4850
FPGM [14] 93.74 (+0.061) - - 121.00 52.30
FSE (Ours) 93.80 (+0.301) 1.04 39.66 120.28  53.21
FilterSketch [24] 93.44 (-0.06]) 0.69 59.90 92.48 63.30
FSE (Ours) 93.46 (-0.04)) 0.70 59.74 88.35 65.63
HRank [15] 92.65 (-0.85]) 0.53 68.70 79.30 68.60
FSE (Ours) 93.31 (-0.19)) 0.58 66.34 78.82 69.34
Shapley [17] 93.14 (-0.36)) 0.54 68.60 72.83 71.30
FSE (Ours) 93.18 (-0.29)) 0.52 69.76 73.13 71.56
DECORE-175 [27] 92.71 (-0.79]) 0.35 79.60 58.37 76.90
FSE (Ours) 92.93 (-0.57]) 0.47 72.86 58.18 77.37

ResNet-110. The deeper ResNet-110 confirms these findings. At moderate compression, 53.21%
FLOPs, FSE attains the highest accuracy of all methods, 93.80%, +0.30 pp, exceeding FPGM by 0.24
pp, SFP by 0.18 pp and the £;-norm criterion by 0.20 pp while pruning the most FLOPs. It stays ahead
of recent feature-based methods: 93.46% at 65.63% FLOPs vs. FilterSketch, 93.44% at 63.30% FLOPs
and +0.66 pp over HRank at 69.34% FLOPs. It again outperforms Shapley at ~ 71.5% FLOPSs in
accuracy, 93.18% vs. 93.14%, as well as in parameters and FLOPs. Even at the most aggressive 77.37%
FLOP reduction, it retains 92.93%, surpassing DECORE-175 by 0.22 pp. These results indicate that
inter-layer spectral coupling provides a stable importance measure as residual networks deepen.

GooglLeNet. GoogLeNet is harder to prune than sequential or residual nets: its Inception modules
concatenate multiple branches before downstream consumption, so pruning must preserve both
interlayer flow and channel consistency (Table 3). At moderate compression, 66.72% FLOPs, FSE
attains the highest accuracy of all methods, 94.91%, -0.14%, exceeding ABCPruner by 1.07 pp with
more parameters removed, 63.91% vs. 60.14% and FICP by 0.16 pp at a comparable budget. The lead
widens under aggressive pruning: 94.80% at 70.68% FLOPs, +0.73 pp over HRank and at the highest
setting, 73.95% FLOPs, it matches Shapley within 0.03 pp, 94.66% vs. 94.69%, while producing a far
more compact model, 1.78M vs. 2.10M params, 71.18% vs. 65.90% removed. Across all points, FSE
stays within 0.39 pp of the 95.05% baseline while cutting nearly 74% of the compute, confirming that
inter-layer spectral coupling remains effective even under complex multi-branch feature aggregation.

DenseNet-40. DenseNet-40 provides a particularly challenging benchmark for structured pruning,
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because its dense feature reuse leaves limited redundancy. As shown in Table 4, FSE consistently
achieves the best accuracy-compression trade-off across both evaluated operating points. At moderate
compression, 41.01% FLOP reduction, FSE attains the highest Top-1 accuracy 94.30%, slightly
outperforming HRank while operating at a marginally higher FLOP reduction. Under more aggressive
pruning, 61.07% FLOP reduction, FSE further improves upon HRank and GAL-0.05, demonstrating
that the proposed inter-layer spectral criterion remains effective even when redundancy is limited.
Unlike VGG-16, FSE prioritizes computational efficiency over parameter reduction, achieving the
largest FLOP reduction while maintaining the highest predictive performance. Overall, these results
demonstrate that FSE generalizes effectively to densely connected architectures, providing the strongest
overall accuracy-compression trade-off despite the limited redundancy of DenseNet-40.

Table 3. Comparison with state-of-the-art pruning methods on GoogLeNet/CIFAR-10.

Model Method Top-1 Acc. Params  Params FLOPs  FLOPs
T/ (%) (M) 1 (%) (B 1 (%)
GoogLeNet Baseline 95.05 (0.00) 6.15 0.00 1.52 0.00
L1[13] 94.54 (-0.51)) 3.51 42.90 1.02 32.90
GAL-0.05 [16] 93.93 (-1.12)) 3.12 49.30 0.94 38.20
GAL-ApoZ [16] 92.11(-2.94)) 2.85 53.70 0.76 50.00
HRank [15] 94.53 (-0.52)) 2.74 55.40 0.69 54.90
FICP [19] 94.75 (-0.301) - 55.00 - 64.50
ABCPruner [34]  93.84 (-0.21]) 2.46 60.14 0.51 66.56
FSE (Ours) 94.91 (-0.14)) 2.23 63.91 0.52 66.72
HRank [15] 94.07 (-0.98)) 1.86 69.80 0.45 70.40
FSE (Ours) 94.80 (-0.25)) 2.02 67.22 0.45 70.68
Shapley [17] 94.69 (-0.36) 2.10 65.90 0.40 73.90
FSE (Ours) 94.66 (-0.39)) 1.78 71.18 0.40 73.95

Table 4. Comparison with state-of-the-art pruning methods on DenseNet-40/CIFAR-10.

Model Method Top-1 Acc. Params Params FLOPs FLOPs
T/ (%) M 1) M (%)

DenseNet-40 Baseline 94.81 (0.00) 1.06 0.00 29250 0.00
GAL-0.01[16] 94.29 (-0.52]) 0.67 35.60 182.92 35.30

HRank [15] 94.24 (-0.57]) 066  36.50 167.41 40.80

FSE (Ours) 94.30 (-0.51)) 0.77 26.83 17256 41.01
GAL-0.05[16] 93.53(-1.28]) 0.45 56.70 128.11 54.70

HRank [15] 93.68 (-1.13]) 0.48 53.80 110.15 61.00

FSE (Ours) 93.79 (-1.02]) 050 52.67 113.86 61.07

4.2.2 Results on ImageNet

ResNet-50. We finally evaluate the scalability of FSE on the large-scale ImageNet benchmark using
ResNet-50. For completeness, RASP [32] and CORING [31] are not included in Table 5, because their
pruning protocols are not directly comparable with the single-shot pruning protocol used in this study:
RASP relies on regularization-based model selection, whereas CORING employs an iterative K-shots
procedure with intermediate fine-tuning. As shown in Table 5, FSE consistently achieves a favorable
accuracy-compression trade-off across all compression regimes.

At moderate compression, 46.60% FLOP reduction, FSE attains the best overall trade-off, achieving
74.81% Top-1 and 92.29% Top-5 accuracy while providing the largest parameter and FLOP reductions
among comparable methods. Compared with the recent Shapley-based approach, FSE delivers higher
Top-1 and Top-5 accuracy together with greater compression, without requiring calibration data or
activation statistics. As compression increases, FSE continues to outperform competing methods. At
57.53% FLOP reduction, it achieves the highest accuracy among methods with comparable
compression, surpassing AFPruner, FPGM, ABCPruner and Auto- ¢, Pruner. Under severe
compression, 62.45% FLOP reduction, FSE further exceeds HRank by 1.14 percentage points in Top-
1 accuracy while simultaneously achieving larger parameter and FLOP reductions. Overall, these results
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demonstrate that the proposed inter-layer spectral criterion scales effectively from CIFAR-10 to
ImageNet, consistently providing an excellent balance between predictive accuracy and computational
efficiency through entirely data-free pruning.

Table 5. Comparison with state-of-the-art pruning methods on ILSVRC-2012 using the ResNet50
architecture.

Model Method Top-1 Acc. Top-5 Acc. Params (M) Params FLOPs (B) FLOPs
/1 (%) (%) 1 (%) 1 (%)

ResNet-50 Baseline 76.15 (0.00) 92.88 25.56 0.00 4.13 0.00
SSS-32 [40] 74.18 (-1.94]) 91.91(-0.95|)  18.60 27.06 2.82 31.05

He et al. [26] 72.30 (-3.83]) 90.80 (-2.06)) - - 2.73 33.30

ThiNet [25] 72.04 (-1.57]) 90.67 (-0.69])  16.94 33.7 - 36.80

SFP [30] 74.61 (-1.54]) 92.06 (-0.81)) - - - 41.80
DECORE-6 [27] 7458 (-1.57]) 92.18 (-0.69])  14.10 4471 2.36 42.30
GAL-0.5[16] 71.95(-4.18]) 90.94 (-1.92|)  21.20 16.86 2.33 43.03

Shapley [17] 74.70 (-1.45]) 92.18 (-0.69|)  15.09 40.82 2.28 44.25
FilterSketch-0.6 [24] 74.68 (-1.45]) 92.17(-0.69])  14.53 43.00 2.23 45.50

FSE (Ours) 74.81 (-1.34)) 92.29(-0.59])  14.03 45.10 2.21 46.60

AFPruner [35] 74.23 (-1.78]) 91.89(-1.07|)  12.00 53.05 2.06 50.18

FPGM [14] 74.13 (-2.02]) 92.87 (-0.93]) - - 1.92 53.50

ABCPruner [34] 73.86 (-2.15]) 91.69 (-1.27]) 1175 5402 189  54.29
Auto ¢, Pruner-0.1 [18] 74.15(-2.00]) 91.70 (-1.18]) 1250 5110 177  57.14

FSE (Ours) 74.43 (-1.77)) 91.92 (-:0.96])  12.92 4943 176  57.53
HRank [15] 71.98 (-4.17}) 91.01 (-1.86)) 13.77 4610 155  62.10
FSE (Ours) 73.12 (-3.03}) 91.29 (-1.58]) 1216 5241 155 6245

Compared with recent data-free pruning approaches, such as RASP [32] and CORING [31], FSE offers
a different combination of structural information and pruning simplicity. RASP derives a data-
independent amplitude-based saliency criterion, but its pruning framework involves additional
regularization and model-selection steps followed by fine-tuning, whereas CORING uses higher-order
SVD to identify redundant filters through within-layer similarity and adopts an iterative K-shot pruning
strategy. In its main experiments, CORING uses K = 15, allowing fine-tuning between successive
pruning shots, with a total of 100 calibration epochs allocated to the K-shot procedure [31]. In contrast,
FSE determines the final pruning structure directly from the learned weights and performs fine-tuning
only after the complete pruning decision. Therefore, the slightly higher accuracy achieved by RASP or
CORING can be viewed in the context of their respective pruning protocols, which allow additional
model adaptation during the pruning process. FSE instead targets a favorable accuracy-compression
trade-off while maintaining a direct, lightweight and analytically defined pruning decision based solely
on the learned weights.

4.3 Ablation Studies

We isolate the contribution of the two core components of FSE; the inter-layer spectral coupling cost
and the global adaptive budget through controlled, single-variable ablations on ResNet-56/CIFAR-10.
In each experiment, we change exactly one component and keep everything else identical: the SVD filter
descriptors, the per-layer pruning caps, the skip-connection protection and the fine-tuning schedule.
Crucially, every variant is evaluated at the same FLOP reduction (59.84%) rather than at the same
nominal sparsity, because two criteria that prune the same number of filters generally remove different
amounts of compute; matching FLOPs ensures that the accuracy gaps reported in Figs. 5a and 5b are
not confounded by the operating point.

Effect of inter-layer spectral coupling. Replacing the coupling-based cost with a purely local perfilter
spectral score, the descriptor norm [|d;||,; i.e., each filter's own leading singular value, with the inter-
layer coupling matrix discarded lowers Top-1 accuracy from 93.19% to 92.83% (-0.36 pp, Fig. 5a). Both
variants use the same singular-value descriptors, so this gap cannot be attributed to the use of spectral
information per se; it is specifically the modeling of how filter sub-spaces in adjacent layers couple that
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yields the improvement. This directly supports our central claim that the importance of a filter is better
measured by its role in the inter-layer spectral interaction than by its isolated magnitude.

+0.36% +0.23%
1 1 r 1

03.2 93.19 93.2 93.19
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v v
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a 93.0 S 93.0 92.96
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92.8 92.8
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(a) Effect of inter-layer spectral coupling (b) Effect of the global adaptive budget
Figure 5. Ablation study on ResNet-56/CIFAR-10 at a matched FLOP reduction. (a) Effect of the
inter-layer spectral coupling. (b) Effect of the global adaptive budget.

Effect of the global adaptive budget. Replacing FSE's global budget with a uniform layer-wise
allocation; the same pruning ratio in every eligible layer, with filters still removed cheapest-first within
each layer, lowers Top-1 accuracy from 93.19% to 92.96% (-0.23 pp, Fig. 5b). Since the per-filter cost
is identical in both runs, this gap measures the value of allocating the pruning budget globally:
redistributing capacity across layers-pruning more aggressively where filters are spectrally redundant
and sparing layers where they are not-outperforms a fixed uniform schedule at matched FLOPs.

Summary. The two components are complementary and both contribute positively, with the inter-layer
coupling being the larger single contributor (-0.36 pp when removed) and the global budget providing
a further, independent gain (-0.23 pp when removed). Together, they account for the accuracy advantage
of FSE, confirming that neither the spectral descriptor alone nor a naive global ranking is sufficient; the
gain stems from their combination.

4.4 Pruning-decision Computational Overhead

The measured pruning overhead reported in Table 6, obtained on ResNet-56/CIFAR-10 at a matched
FLOPs reduction of 59.84%, shows that the complete FSE pruning decision is obtained in only 0.940 s,
excluding fine-tuning. The dominant cost is the construction of the SVD-based filter descriptors, which
accounts for approximately 73.9% of the total time (694.73ms). This cost arises from computing the
compact spectral representation of the learned filters and is incurred only once during the pruning
decision. The subsequent construction of the coupling matrices requires 132.42ms (14.1%), while the
SVD of the coupling matrices takes only 50.15ms (5.3%). The spectral-cost computation and global
budget allocation are comparatively negligible, requiring 48.35ms (5.1%) and 14.83ms (1.6%),
respectively. The peak CUDA memory consumption during importance scoring is only 16.0 MB,
indicating that the coupling construction and its SVD do not introduce a substantial memory burden.

Table 6. FSE pruning overhead during importance scoring only. Fine-tuning time is excluded.

Pruning-decision component Time (ms)
SVD filter descriptors (Egs. 3-7) 694.73
Build coupling matrices (Eq. 10) 132.42
SVD of coupling matrices (Eq. 11) 50.15
Spectral costs (Eq. 12) 48.35
Global budget + ranking (Egs. 13-15) 14.83
Total pruning-decision time 940.48 (0.940 s)
Peak CUDA memory during scoring 16.0 MB

Overall, these measurements show that although FSE involves additional spectral computations
compared with simple criteria, such as weight norms, the complete pruning-decision stage remains
lightweight, requiring less than one second and without any data-dependent forward passes. Importantly,
this overhead is incurred only once before the subsequent fine-tuning stage and therefore does not
constitute a recurring training cost.
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Figure 6. Sensitivity analysis of FSE on ResNet-56/CIFAR-10 at a matched FLOP reduction. (a)
Effect of the descriptor projection dimension d,,,,, . (b) Effect of the per-layer pruning cap p.x -

4.5 Sensitivity to the Descriptor Dimension and Per-layer Cap

FSE exposes two design hyper-parameters: the descriptor projection dimension d,,,,, in Eq. (8) and the
per-layer pruning cap pmax in EQ. (14). We assess their influence by varying one hyper-parameter at a
time at a matched FLOP reduction of 59.84%. The results are summarized in Figure 6.

Descriptor dimension d,,,, . Top-1 accuracy varies by 0.28 pp across the tested range and reaches its
highest value at d,,,x = 16. Reducing the dimension to d,,,x = 8 lowers accuracy to 92.91% (-0.28
pp), indicating that a more aggressive projection can discard information relevant to the spectral
descriptors and their coupling. Increasing the dimension to d,,,x = 32 does not improve the result,
yielding 93.13% (-0.06 pp) relative to d,,,x = 16. This suggests that increasing the descriptor
dimension beyond 16 provides limited practical benefit under the tested pruning setting. Moreover,
because d,,,, only affects the projected descriptor representation, its influence is limited to layers for
which the original descriptor dimension exceeds the selected projection dimension. Overall, d,,,, = 16
provides the best accuracy among the tested values without introducing an unnecessarily large descriptor
representation.

Per-layer cap p.x - The tested values produce a narrow accuracy range of 0.18 pp, with the highest
accuracy obtained at p,,,, = 0.8. Tightening the cap to p,,.x = 0.7 results in only a 0.03 pp decrease
(93.16%), indicating that a moderately stricter constraint has little effect on the final accuracy at the
considered FLOP target. In contrast, increasing the cap to p,.x = 0.9 reduces accuracy to 93.01% (-
0.18 pp). This result suggests that allowing substantially more aggressive pruning within individual
layers can be less favorable, despite the same overall FLOP reduction, as it permits greater concentration
of pruning in selected layers. The results therefore support p,,.x = 0.8 as a balanced operating point
between global allocation flexibility and protection against excessive layer-wise pruning.

Summary. Across the tested values, the maximum variation in Top-1 accuracy is 0.28 pp for d ., and
0.18 pp for pax - The relatively small variations indicate that FSE is reasonably robust to both hyper-
parameters within the evaluated ranges. The selected values, d,,x = 16 and p,,.x = 0.8, provide the
best accuracy among the tested configurations while avoiding unnecessarily large descriptor dimensions
or overly permissive layer-wise pruning.

5. CONCLUSION

This paper presented Filter Spectral Efficiency (FSE), a structured filter-pruning framework that
estimates filter importance through the spectral coupling between consecutive convolutional layers.
Unlike conventional criteria that evaluate filters independently or rely on activation statistics, FSE
derives pruning decisions directly from the learned weights by modeling inter-layer information flow.
The proposed framework further combines this relational spectral criterion with a global adaptive
pruning budget that allocates sparsity automatically across the network while preserving structural
consistency. Extensive experiments on five CNN architectures for CIFAR-10 and ResNet-50 on
ImageNet demonstrated that FSE consistently achieves a favorable accuracy-compression trade-off,
matching or outperforming representative structured pruning methods while requiring no calibration
data or feature-map collection during the pruning stage. Ablation studies further confirmed that both the
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inter-layer spectral criterion and the global adaptive budget contribute independently to the overall
performance, validating the design choices of the proposed framework. These observations also suggest
promising future directions for combining FSE with complementary compression techniques, such as
tensor decomposition and knowledge distillation, as discussed in the positioning of this work. Future
work will investigate extending the proposed spectral coupling formulation to transformer architectures
and other modern vision models, incorporating hardware-aware objectives, such as latency and energy
consumption, into the global budget and exploring more general forms of inter-layer dependency
modeling for efficient neural network compression.

A. THEORETICAL PROPERTIES

This appendix collects the formal properties of the FSE construction. Unless stated otherwise, M = UZV" denotes the thin singular value
decomposition of a coupling matrix M € R™ ", with U € R™" satisfying UTU = L. and £ = diag(o; = - = o, = 0), where r = rank(M).

Lemma 1 (Information-preserving alignment). Let c € R and let ¢ = [c¢",07]T € R? with d’ = d be its zero-padding. Then |[€]|, = |Ic|l»
and for any two descriptors padded to a common dimension the cosine similarity in Eqg. (10) is independent of the padding target d'.
Consequently the entries of M® do not depend on the alignment dimension d,.

Proof. Appending zero coordinates leaves the sum of squares unchanged, so ||€||2 = X c]-z + 0 = ||c||3. For descriptors a € R% and b € R%
padded to any d’ = max(d,, d,), the inner product is (4,b) = iji;‘(d“'d") a;b;, since in every coordinate beyond min(d,, d,) at least one

factor is zero; this value does not depend on d’. As both norms are likewise independent of d’, so is the cosine (4, b)/(||4]|||b||). Truncation,
by contrast, would drop nonzero terms from the inner product and is therefore not informationpreserving.

Lemma 2 (Boundedness of the coupling spectrum).
-
01 < IMlly <V, ) o, = [MIl. < VFIM; < Vrmn
k=1
Proof. By definition M;; = cos(d,, d;), hence |ML-,-| < 1 by the Cauchy-Schwarz inequality and ||[M||7 = X;; M7 < mn. The spectral norm
satisfies o, = ||[M||, < |[M||; and applying Cauchy-Schwarz to the vector of singular values gives ¥ g, < Vr(Ex 0% = Vr|M||.
Combining these yields the stated bounds.

Proposition 1 (Spectral interpretation of the pruning cost). Let x; = ¥, UZa, be the pruning cost defined in Eqg. (12). Then

(i) = diag((MMT)¥/2), where (MMT)*/2 s the unique positive semidefinite square root of MM ™.

@iy ¥; ki = Xk 0x = |IM]|., that is, the pruning costs exactly decompose the nuclear norm of the coupling matrix.

(iii) For every filter, 0 < k; < g;.
Proof. (i) Since VTV = 1.,

MM' = UXV'VIUT = UZ2U".
Define A = UXUT. The matrix A is symmetric and positive semidefinite and
A2 = U (UTU)ZUT = Uz2UT = MM™.

By uniqueness of the positive semidefinite square root, A = (MMT)*/2, Its diagonal entries satisfy A; = X U0y Uy = S UR 0, = K;,
which proves (i).

(ii) Taking the trace, ; x; = tr(A) = tr(USUT) = tr(EUTU) = tr(X) = Xy oy = |[M]]..

(iii) Let w, = UZ = 0. Since UUT is an orthogonal projector, ¥, w, = (UUT);; < 1. Hence 0 < k; = ¥ wy 0y < 0y Y Wi < 0y, Which
completes the proof.

Remark 1 (Sign invariance). The descriptor of Eq. (5) is defined only up to sign and Eq. (6) selects one representative. This choice does not

0] ®

affect the criterion. Let S, = diag (sgl), s €0 1) with ;' € {—1, +1} be an arbitrary sign choice for layer [. Because the projection in Eq.
out

(8) is an uncentred SVD projection, replacing D® by §;D® leaves the retained principal subspace unchanged-indeed DTS, has the same
left singular vectors U, and the same singular values as D®T-and yields §,D®. Zeropadding and row-wise £, normalisation commute with
S, aswell, so MY — s, MYS, ;.

Hence MM™ — §;MM"S, and, by uniqueness of the positive semidefinite square root, (MMT)'/? — §,(MM™)'/2S,. Conjugation by a
diagonal sign matrix preserves diagonal entries, so Proposition 1(i) gives Kf” unchanged for every filter i and every layer [. The pruning costs,
the induced global ranking and the resulting pruned set are therefore independent of the sign convention.

Remark 2. Proposition 1 provides a direct spectral interpretation of the proposed pruning criterion. The quantity (UUT);; represents the spectral
leverage of filter i, while x; measures the contribution of that filter to the nuclear norm of the inter-layer coupling matrix. Consequently, filters
with small values of k; contribute only weakly to the dominant inter-layer coupling modes and are therefore natural candidates for pruning.

Proposition 2 (Optimality of the global budget). Let £ = U; &, be the eligible filters partitioned by layer, with per-layer caps cap, and let the
costs {xi“)} be arbitrary reals. The greedy rule that scans the filters in nondecreasing cost and admits a filter if and only if its layer has not yet
reached cap;, stopping after T admissions, returns a set 2P that (a) is feasible, i.e. | N &;| < cap, for all [ and (b) has minimum total cost
among all feasible sets of cardinality |P]|.

Proof. The feasible pruning sets form a partition matroid whose independent setsare 7 = {S € &€:|S n ;| < cap,, Vi}.

The proposed global allocation is exactly the classical greedy algorithm on this partition matroid: filters are processed in non-decreasing
pruning cost and selected whenever the corresponding layer capacity is not exceeded. By the fundamental optimality theorem for matroid
greedy algorithms [41], the resulting set is a minimum-cost feasible subset for every attainable cardinality. With the stopping rule, the attained
cardinality equals min(T,Y;; cap,), so the selected pruning set P is both feasible and globally optimal under the prescribed layer-wise
constraints.

Proposition 3 (Dimensional consistency of the structural surgery). Consider the supported architecture class in which all producer-consumer
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dependencies are correctly identified, including sequential, residual and concatenation-based topologies. If, for every pruned layer [, the output
channels indexed by 2, are removed from W(® and the same indices are removed from the input channels of every consumer of layer [ (Egs.
(16)-(18)), then the pruned network admits a valid forward pass on any input of the original spatial resolution and every residual addition
remains dimensionally defined.

Proof. The proof follows by induction over the computation graph in topological (data-flow) order. The first convolution is unchanged and
therefore preserves the original input dimension. Assume that all predecessors of layer [ satisfy the required channel consistency. Removing
the output channels indexed by P, from layer [ and the corresponding input channels from every consumer preserves dimensional agreement
along every producer-consumer edge; the accompanying batch-normalization parameters are indexed by the same retained set X; and hence
remain consistent. Residual additions remain valid because the protected branches in § preserve their original output dimensions, while
concatenation operators receive tensors whose channel dimensions are consistently updated. Therefore every producer-consumer dependency
remains dimensionally consistent, thereby guaranteeing that the structurally pruned network admits a valid forward pass.
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