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ABSTRACT

High reported accuracies on small mammographic datasets are frequently inflated by data leakage, most often
from augmentation applied before the train/test split. Changing only the split order on whole-image Mini-MIAS
moves a deep-feature plus Support Vector Machine (SVM) pipeline from 0.976 accuracy to 0.513, which is
equivalent to the random chance. The predictive signal survives at the lesion-patch scale. Our contribution is
protocol-level rather than architectural: a reproducible leakage audit; the first quantification and repair of the
reported patient overlap in the CBIS-DDSM official split, which we trace to its mass and calcification partitions
being drawn independently (31 patients, 8.5% of test lesions); an architecture sweep that tests rather than assumes
the performance ceiling; and a label-free procedure for transferring the decision threshold to a new institution. A
lightweight EfficientNet patch pipeline trained on CBIS-DDSM under a strict patient-wise protocol obtains ROC-
AUC 0.745 (95% CI 0.703-0.794); without retraining, it attains 0.734 (0.640-0.826) on MIAS and 0.877 (0.804—
0.946) on INbreast and a DeLong test cannot distinguish the MIAS result from the internal one (p = 0.82). Results
are stable over ten seeds (o< 0.011) with clustered bootstrap intervals. Across 11 configurations spanning six
architecture families, test AUC spans only 0.707-0.777. For small datasets, leakage control and external
validation matter more than headline accuracy.
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1. INTRODUCTION

Breast cancer is the most common cancer and a leading cause of cancer-related death among women
worldwide and early detection remains the single most effective means of reducing mortality [1]. X-ray
mammaography, the principal population-screening modality, is difficult to interpret, because lesions are
often small, of low contrast and partly obscured by overlapping fibro-glandular tissue; sensitivity
therefore depends heavily on the reader’s workload and experience [2]. These challenges have driven
decades of computer-aided detection and diagnosis (CAD) research, a fast-moving field that has
accelerated further with the advent of deep learning [3].

Convolutional neural networks (CNNs) currently dominate research on mammographic-image analysis.
Because well-annotated mammograms are scarce, the prevailing approach is transfer learning, in which
a backbone pre-trained on a large corpus of natural images is used as a feature extractor or fine-tuned to
the target task. A systematic review of recent medical-imaging studies confirms a strong trend toward
feature-extraction and fine-tuning methods, but also notes inconsistent reporting of configurations [4].
In mammography specifically, end-to-end CNNs with tailored pre-processing and augmentation have
been shown to classify pre-segmented masses as benign or malignant [5], while lightweight hybrids that
combine CNN features with classical classifiers remain attractive for smaller datasets [6].

Despite this progress, reported performance on small public datasets is often difficult to replicate and,
on closer inspection, optimistic. Mini-MIAS studies, for example, frequently report high accuracies—
such as 93.9% for normal-versus-abnormal classification [7] and 96% sensitivity at AUC 0.99 for
normal/benign/malignant classification [8]—yet these are typically whole-image results obtained
without explicit control of data leakage. One commonly overlooked problem is the application of
augmentation before the train/test split: augmented instances (e.g., rotations) of a single image end up
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in both sets, so the images are no longer independent and the reported scores present an over-optimistic
picture [9]. Reproducibility and test-retest robustness are likewise rarely assessed, even though small
changes in the input can significantly alter CNN predictions [10] and external (cross-dataset)
validation—the strongest evidence of generalizability in clinical settings— remains relatively scarce
[11]. In this work, we take a different approach: rather than chasing a headline accuracy figure, we focus
on methodologically sound evaluation and quantify what is genuinely generalizable. Our contributions
are as follows.

o A reproducible data-leakage demonstration. We isolate augment-before-split leakage in a
controlled experiment that changes one variable. Holding the films, labels, features, classifier and
rotation count fixed, splitting the augmented pool at random yields 0.976 accuracy and 0.997 ROC-
AUC on whole-image Mini-MIAS, whereas splitting by source film first yields 0.513 accuracy and
0.500 ROC-AUC — chance and below the majority-class rate. We release a single script that runs
both arms.

e A quantified and repaired leakage channel in the CBIS-DDSM official split. Zafari et al. [12]
report that patient overlap exists between the pre-defined CBIS-DDSM training and test sets and
discard that split for the purpose of dataset harmonization. We confirm the overlap independently
and extend it in four ways: we identify the mechanism; namely that the mass and calcification
partitions were drawn independently, so 31 patients contribute a mass case to one side and a
calcification case to the other; we quantify it as 60 of the 704 official test lesions (8.5%), with 19 of
the 31 patients sharing the same breast and view; we measure its effect on a patch-based transfer-
learning pipeline; and we supply a repaired, strictly patient-disjoint split that preserves the official
test set, so that results remain comparable with published CBIS-DDSM numbers.

o A whole-image versus lesion-patch analysis. We show that, under a strict leakage-free protocol,
whole-image transfer learning performs far worse than lesion-scale patches for the datasets,
backbones and input resolutions evaluated here—now demonstrated on CBIS-DDSM as well as
Mini-MIAS—whereas lesion-scale patches carry meaningful and statistically significant signals.

o Leakage-free cross-dataset external validation. We train benign-versus-malignant classifiers on
CBIS-DDSM and test them, without retraining, on MIAS (cross-institution) and INbreast (cross-
modality, full-field digital mammography), reporting clustered bootstrap 95% confidence intervals,
DelLong tests between datasets and classifier stability across ten random seeds.

e A tested rather than assumed performance ceiling. Eleven configurations spanning Ssix
architecture families and 2.2-86 M parameters, including ViT-B/16 and Swin-T, are trained under
one identical leakage-free protocol. Heavier backbones do help—ViT-B/16 is significantly ahead of
the lightweight baseline—but the entire family spans only 0.07 AUC, far short of the accuracies
reported under leaky evaluation. The same design also separates backbone from input resolution
and, in doing so, corrects a claim in the submitted version.

o A label-free procedure for transferring the operating threshold. We find that dis- crimination
survives a change of institution, but calibration does not, so a threshold tuned at the source site
misbehaves at the target. We give a rank-based transfer that repairs the operating point using only
un-labelled target scores and show that on the like-for-like external cohort it recovers the operating
point an oracle threshold would choose. We also identify and report, the condition under which it
should not be used.

The remainder of the paper is organized as follows. Section 2 reviews related works; Section 3 details
the datasets; and Section 4 describes the methodology, including patch extraction, pre-processing,
models, the leakage-free protocol, the statistical evaluation and the threshold-transfer procedure. Section
5 presents the results and discusses them. Section 6 details the released reproducibility package. Section
7 tackles the study limitations. Finally Section 8 addresses the conclusions and future work.

2. RELATED WORKS

Deep and transfer learning. Although traditional CAD techniques for mammography were developed
over the preceding decade, deep learning has since emerged as the most successful approach, as recent
surveys make clear [3]. Under data scarcity, the most common strategy is transfer learning from
ImageNet-pre-trained CNNs: such models, combined with augmentation, classify pre-segmented
masses as benign or malignant [4], [13] and hybrid approaches classify masses as benign or malignant
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or distinguish soft-tissue from bone tumours [5]. On small datasets, however, combining a CNN with a
classical classifier (e.g., SVM or dRVFL) still tends to outperform the alternatives [6, 14].

Benchmarks. CBIS-DDSM is an officially train/test-split sub-set of DDSM, curated by using biopsy
outcomes to select the best cases of the original DDSM; it was created specifically, because earlier
results were difficult to replicate for lack of a standard evaluation set [15]. INbreast provides full-field
digital mammography (FFDM) with precise annotations and BI-RADS assessments [16], while larger
resources, such as VinDr-Mammo, further extend the landscape [17]. Mini-MIAS, although digitized
and relatively small, remains popular and frequently yields strong reported results [7, 8]; its apparent
performance, however, depends heavily on the evaluation protocol and its rigour. Attention has also
turned to the quality of the benchmarks themselves. Zafari et al. [12] harmonized CBIS-DDSM,
TOMPEI-CMMD and VinDr-Mammo into a common format, quantified distributional shifts in breast
density and abnormality prevalence between them and reported patient overlap between the pre-defined
CBIS-DDSM training and test sets, which led them to discard that split. Their concern is cross-dataset
harmonization; ours is what the overlap costs; a classifier that keeps the official split, which we address
in Sub-section 5.3.

Patch-based vs. whole-image. Whole-image models generally require substantially larger datasets
and/or detection-and-aggregation pipelines, whereas patch- or ROI-based classification concentrates the
lesion signal and is more effective with limited data [5]. Patch size and resolution matter: a multi-scale
design achieved an AUC of ~0.72 on CBIS-DDSM, compared with ~0.70 for a single-scale design [18].

Augmentation and leakage. For small datasets, augmentation is the most common remedy [19], but
when it is applied before splitting, transformed copies of a single image can appear in both partitions,
inflating apparent performance. This leakage is rarely controlled for and seldom reported, even when
very high accuracies are claimed (e.g., 99.8% on small mammogram sets [20]) [8, 9].

External validation and recent models. Cross-dataset generalization is under-reported, yet crucial:
stand-alone models trained to match radiologists in-distribution can perform poorly at different sites or
on different scanners, motivating domain-generalization methods [11]. In recent years (2024-2026),
research has advanced beyond simple CNNs along three main directions. First, by capturing long-range
dependencies, Vision Transformers (ViTs) and hybrid CNN-Transformer models have been applied to
tasks, such as BI-RADS and lesion classification, though they typically require thousands of images or
extensive pre-training to train reliably—for example, a custom ViT for BI-RADS assessment [21], dual-
branch ViT fusion for micro-calcifications [22] and comparative CNN-versus-ViT studies for
mammography [23]. Second, vision—language foundation models, pre-trained on large collections of
mammogram-—caption pairs, can improve data efficiency and robustness when data is limited [24], but
they perform best on large downstream sets. Third, explainable Al has become an expectation, with
methods, such as Grad-CAM [25] and gradient-based attribution [26] routinely used across breast-
cancer pipelines and dedicated reviews discussing their use and assessment in mammography [27].

These approaches are generally data-hungry and comparatively heavy to train and deploy. Our focus is
complementary: a lightweight, rigorously validated baseline the contribution of which lies in honest,
externally validated evaluation rather than architectural novelty. Specifically, our work stands apart in
that it is not optimized for peak accuracy, but instead provides (i) a reproducible leakage demonstration,
(ii) an explicit whole-image-versus-patch comparison and (iii) statistically quantified cross-institution
and cross-modality external validation.

3. DATASETS

We use three public mammography datasets (Table 1). CBIS-DDSM [15] is the principal training and
testing dataset, providing biopsy-confirmed benign and malignant lesion ROIs with an official train/test
partition. The submitted version described that partition as “patient-disjoint”; the word has been struck
here, because Sub-section 5.3 shows that the property does not hold once mass and calcification cases
are pooled. The leakage study is conducted on Mini-MIAS, which also serves as a cross-institution
external test set; lesion centres and radii are read directly from its annotations. INbreast [16] provides
full-field digital mammography (FFDM) images and is used as a cross-modality external test set. All
labels are mapped to two classes. For CBIS-DDSM, BENIGN and BENIGN_WITHOUT_CALLBACK
are mapped to benign and MALIGNANT to malignant, so that the benign-versus-malignant separation
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follows directly from the biopsy-confirmed labelling. For IN- breast, labels are BI-RADS-derived (1-3
benign, 4-6 malignant) rather than biopsy-confirmed as in CBIS-DDSM—a caveat quantified in Section
5.10.

Table 1 reports the exact composition of every partition at the patient, image, lesion and patch levels.
Because each annotated lesion contributes exactly one network input, the lesion and patch counts
coincide throughout and only the former is tabulated.

Table 1. Exact composition of every data partition: patients, source images and annotated lesions.
Each lesion yields one input patch. The validation fold is carved out of the CBIS-DDSM training split
by patient and is re-drawn for every run, so its size is given as a range over the ten seeds.

Dataset Role Patients  Images Lesions  Benign  Malig.
CBIS-DDSM official train 1248 2458 2863 1682 1181
of which validation fold 188 — 385-461 — —
CBIS-DDSM  official test 349 399 704 428 276
Mini-MIAS  external test 104 111 119 68 51
INbreast external test 50 107 132 43 89

Patient-level independence. Independence was verified programmatically rather than assumed and the
audit script is released with the code. Across all ten runs, no patient is ever shared between a training
fold and its validation fold. Mini-MIAS films are distributed as left/right pairs, so patient identity is
recovered as refnum/2; INbreast redacts patient identifiers in the public release, so its 107 images map
onto 50 anonymization tokens, which we treat as patients for clustered resampling. Both external sets
are held out in their entirety and never seen in training, so no patient can cross that boundary by
construction. The audit did, however, expose one genuine violation inside the CBIS-DDSM official split
itself, which we quantify and repair in Sub-section 5.3.

The three datasets are deliberately chosen to probe complementary axes of generalization. CBIS-
DDSM, the largest of the three, ships with an official train/test split and biopsy-confirmed labels,
eliminating two of the most common confounds—Ilabel noise and split arbitrariness—and is therefore
adopted as our primary training set. Mini-MIAS, acquired on different equipment, but in the same
modality (digitized screen-film), provides a cross-institution stress test, since its site is held out entirely.
A more difficult, cross-modality challenge is posed by INbreast: its full-field digital mammograms
(FFDMs) have different dynamic ranges, bit depths and noise characteristics from digitized film, so a
model that transfers here must cope with a fundamentally different image- formation process. In this
setting, we train a single model on CBIS-DDSM and test it—without retraining—on each external set
in turn. Statistically, this zero-adaptation protocol disentangles two questions that are conflated in single-
dataset studies: robustness to site (the Mini-MIAS axis) and robustness to acquisition technology (the
INbreast axis), the latter of which cannot be assessed when training and test data is drawn from the same
distribution. Finally, all three datasets are publicly available, so the entire benchmark—the training data,
both external test sets and our splits—can be reproduced by any reader, preserving the full
reproducibility of the evaluation.

4. METHODOLOGY

The pipeline (Figure 1) is deliberately lightweight, allowing a clean separation of the experimental
variables of interest: leakage control, image-versus-patch framing, backbone, resolution and cross-
dataset transfer.

4.1 Patch Extraction

The network input is a patch rather than a whole mammogram—specifically, a square patch centred on
a lesion. For CBIS-DDSM, cropped-ROI images are provided directly. For MIAS, the lesion centre and
radius are loaded from the metadata; because MIAS uses a bottom-left origin, the row coordinate is
flipped (row = H-y) before cropping, which is necessary to avoid missing the lesion. The crop side
length is scaled according to the marked lesion area. For INbreast, mass contours are extracted from the
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per-image XML and the resulting bounding box is enlarged by 30% to provide surrounding context.
Representative patches are illustrated in Figure 2.

Classifier:

Lesion ROI
(CBIS/MIAS /| —
INbreast)

CLAHE + EfficientNet GAP
resize (ImageNet) features

Benign /

SVM or Malignant

fine-tune head

Leakage-free protocol: split by patient/image BEFORE augmentation | Train on CBIS-DDSM - external validation on MIAS & INbreast (no retraining)

Figure 1. Leakage-free cross-dataset pipeline: lesion ROl—-CLAHE—EfficientNet features—classifier,
trained on CBIS-DDSM and externally validated on MIAS and INbreast.

Abnormal mdb150 Abnormal mdb163 Abnormal mdb312

. § - "‘.i,i,:;? ‘TT
SN "5

Normal mdb277

Figure 2. Representative lesion ROI patches after CLAHE enhancement.

4.2 Pre-processing

Each patch is converted to grayscale, resized to the network input size, contrast-enhanced with CLAHE
(clip limit 2.0, 8 x 8 tiles) [28] and duplicated across three channels.

Normalization proceeds in three explicit stages, which we spell out here because the term is often used
loosely in the literature. (i) Bit-depth windowing. Screen-film scans (CBIS-DDSM, Mini- MIAS) are
already 8-bit and are used as-is. INbreast supplies 16-bit FFDM, so intensities are windowed to 8 bits
by clipping at the 1st and 99th percentiles of each image and rescaling that interval linearly onto [0,
255]; percentile clipping rather than min—max is used because a handful of saturated detector pixels
would otherwise compress the entire breast into a few grey levels. (ii) Local contrast enhancement.
CLAHE is then applied to the resized patch. CLAHE is a local, histogram-equalization operator: it
equalises the histogram within each 8x8 tile and clips the histogram at 2.0 times the mean bin height
before equalizing, which limits noise amplification in the uniform fatty regions, after which tiles are
recombined by bilinear interpolation. No global histogram equalization is applied. (iii) Intensity scaling.
No z-score or min—max normalization is applied by us. Patches are handed to the network in the raw [0,
255] range, because the Keras EfficientNet models begin with their own Rescaling and Normalization
layers that expect un- normalized input and internally apply the ImageNet channel statistics; pre-scaling
the input would apply that transform twice. For the PyTorch backbones used in the extended architecture
comparison of Sub-section 5.5, which carry no such internal layer, the equivalent transform is applied
explicitly: division by 255 followed by subtraction of each model’s ImageNet channel mean and division
by its channel standard deviation.

4.3 Models and Training

The main pipeline uses three ImageNet-pretrained backbones (MobileNetV2, EfficientNetBO and
EfficientNetB3). These were chosen because compound scaling gives the EfficientNet family a
markedly better accuracy-per-parameter trade-off than earlier CNNSs at the scale of data available here
[29], because the same family has been reported to work well on comparably small medical- imaging
sets—including an improved EfficientNetB3 for melanoma lesion classification [30] — and because the
whole study had to run on a single 6 GB consumer GPU. We acknowledge, however, that three members
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of one efficiency-oriented family cannot by themselves establish that performance is limited by the data
rather than by model capacity. Sub-section 5.5 therefore extends the comparison to ResNet-50 [31],
DenseNet-121 [32], ConvNeXt-T [33], ViT-B/16 [34] and Swin-T [35] under one identical protocol, so
that the claim is tested and not assumed.

We evaluate the three main backbones under two regimes. Frozen + SVM: the frozen backbone with
global average pooling yields a fixed-bength descriptor, which is standardized (zero mean, unit variance)
and classified with an RBF-SVM using balanced class weights. End-to-end fine-tuning: a head (GAP
— dropout 0.4 — sigmoid) is trained in two phases—phase 1 trains the head only (Adam, 1073, 5 epochs)
and phase 2 unfreezes the top ~40-50 layers and continues from a low learning rate (10°-3x10°) with
early stopping on validation AUC. All batch-normalization layers are kept in inference mode, which
stabilizes training with small batches. Training-data augmentation (rotation/flip) is applied on the fly.

4.4 Leakage-free Evaluation Protocol

The key to preventing leakage is that every train/test split is performed before augmentation and at the
patient or imaging-unit level, never at the level of individual augmented patches. This guarantees that
augmented copies derived from the same source image can never be separated across the split. Figure 3
contrasts the two orderings step by step. The exact splitting rule depends on the dataset. For CBIS-
DDSM we split by patient using StratifiedGroupKFold (or GroupShuffleSplit) and use the dataset’s
official train/test split for the headline results. For Mini-MIAS, we split by image 1D, keeping all rotated
versions of an image within the same fold. Augmentation is applied only to the training folds, never to
the held-out data. The external datasets, Mini-MIAS and INbreast, are never seen during training and
are used solely for evaluation.

4.5 Statistical Evaluation

The primary metric is ROC-AUC, which is threshold-independent; accuracy, sensitivity (malignant
recall) and specificity are additionally reported at the 0.5 operating point. Where no official split exists,
we use five-fold cross-validation (patient-wise for CBIS-DDSM, image-wise for MIAS). We emphasize
ROC-AUC as the primary endpoint precisely, because its threshold-independence allows comparison
across datasets and operating points. Hyper-parameters are taken from the literature at standard default
values; a leakage-safe search (with no use of the test set for selection) confirms that they are near-optimal
(Sub-section 5.7).

Three distinct sources of uncertainty are separated, because conflating them is a common cause of
overstated claims.

(1) Training variability is measured by repeating the entire two-phase procedure with ten random seeds,
which govern both weight initialization of the classifier head and the patient-wise validation carve-out. We
report the mean and standard deviation of the per-seed AUCs together with their range. Ten seeds replace
the three used in the original submission; three runs bound the spread only very loosely.

(i1) Finite-sample uncertainty of the test set is quantified by percentile bootstrap over 2,000 re-
samples. We state the resampling unit explicitly, since it materially changes the width of the interval.
Patches drawn from one patient are not independent, so the headline intervals resample clusters—
patients for CBIS-DDSM, source images for Mini-MIAS and INbreast—taking all patches belonging
to each drawn cluster. Patch-level intervals are also reported for comparison and are, as expected, slightly
narrower. All intervals are computed on seed-averaged predicted probabilities. We note that a bootstrap
can only re-weight the cases actually collected,; it cannot represent the between-cohort variability that a
genuinely new external sample would exhibit, so for the two small external sets the reported intervals
should be read as a lower bound on total uncertainty.

(ii1) Differences between AUCs are assessed with DeLong's method [36] and not by inspecting whether
an interval excludes chance, using the fast rank-based implementation of Sun and Xu [37]. For two
models scored on the same cases-for example two backbones on the CBIS-DDSM test split-we use the
paired DeLong test on correlated ROC curves. For two different case sets- for example internal CBIS-
DDSM against external Mini-MIAS-the curves are independent and we combine the two DelLong
variance estimates additively, z = (A; — A,)/+/var; + var,. Only this comparison can support or
refute a claim that external performance matches internal performance; a confidence interval lying
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above 0.5 establishes merely that a model beats random guessing, which is a much weaker statement.

(a) Augment-before-split (common practice) (b) Leakage-free protocol (this work)
Raw images Raw images + lesion annotations
Augment all images ( Group by patient ‘
36 rotations = 36x copies (image ID where the release has no patient ID) |
Random split of the ( Split before any augmentation ]
augmented pool official split / StratifiedGroupKFold
Train Test 1 Train \/ ’\/ { Test ‘

w__ ¥ J L
LEAK no patient in common
Augment

training folds only
Accuracy 0.976 : ?

rotated copies of one mammogram land on fa R
both sides, so the score is inflated Accuracy 0.513 |
b o/

no augmented copy and no patient is shared,
external sets are nevdr seen during training

:

Additional repair applied in this work (Section 5.3). The CBIS-DDSM official train/test split is not patient-disjoint once mass and calcification cases are pooled:
|its two partitions were drawn independently, so 31 patients contribute a mass case to one side and a calcification case to the other. Such patients are removed from training before use.

Figure 3. The leakage-free evaluation protocol, with the controlled whole-image Mini-MIAS
experiment of Table 16 shown oneach branch. (a) When augmentation precedes splitting, rotated copies of
the same mammogram appear in both partitions and accuracy reaches 0.976. (b) Grouping by source
film and splitting before augmenting, then augmenting only the training folds, removes the coupling;
the identical pipeline then scores 0.513, which is chance. The lower panel records a further leakage
channel, found during this revision, inside the CBIS-DDSM official split itself.

Calibration is reported separately from discrimination, using the Brier score, the expected calibration
error over ten equal-width bins and reliability curves, following standard practice for assessing whether
modern networks’ confidences can be read as probabilities [38]. This distinction turns out to matter:
Sub-section 5.9 shows that ranking transfers across domains while calibration does not.

4.6 Label-free Cross-domain Threshold Transfer

Our own results show that a model can rank lesions correctly on a new scanner while its probability scale
drifts, so that a threshold tuned on the source institution no longer sits where it should sit. A deployed
second reader would encounter exactly this failure mode and reporting AUC does not address it. We add a
small procedure that repairs the operating point without requiring labelled data from the target site.

Let Sqc be the scores the trained model assigns to the held-out source validation fold and let t* be the
threshold maximizing Youden’s J [39] onthat fold. Both are available before deployment. Atthetargetsite
we observe only un-labelled scores Si. We map each target score onto the source score distribution by
rank,

§ = Fye (tht(s))v S € Sigts (1)

where Fiq is the empirical CDF of the target scores and F ~* the empirical quantile function of the source
scores and then apply the unchanged source threshold t* to S. Because the mapping in (1) is monotone, it
leaves the ranking and therefore the ROC curve and AUC exactly unchanged; it moves only the operating
point. The procedure needs no target labels, no retraining and no access to the source images—only the
source score distribution, a few hundred numbers that can be shipped with the model.

Equation (1) implicitly assumes that source and target have comparable class prevalence, since matching
guantiles matches the flagged fraction. Where that assumption fails—INbreast is 67% malignant against
41% for CBIS-DDSM—we also evaluate a prevalence-aware variant that rescales the flagged fraction by the
ratio of target to source prevalence, which requires an estimate of the target prevalence, but still no case-
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level labels. Both are compared in Sub-section 5.9 against a fixed 0.5 threshold and against an oracle that
tunes Youden’s J directly on the labelled target set, the latter serving as an upper bound that a deployed
system could not attain.

5. RESULTS AND DISCUSSION

5.1 The Leakage Effect (Mini-MIAS)

The submitted version of this table compared an augment-before-splitaccuracy against leakage- free ROC-
AUCs that had been produced by different scripts on a different task and asserted that “only the
augmentation/split order differs”. That was not accurate: between those rows, the label definition, the
sample, the backbone and the rotation count all changed as well. We have replaced it with a properly
controlled experiment.

Table 16 holds everything constant—the same 115 Mini-MIAS films, the same benign-versus-
malignant labels, the same frozen MobileNetV2 features, the same RBF-SVM, the same 36 rotations —
and changes exactly one thing: whether the split is taken before or after augmentation. Splitting the
augmented pool at random gives accuracy 0.976 and ROC-AUC 0.997. Splitting by source film first and
augmenting only the training side, with the identical pipeline, gives accuracy 0.513 and ROC-AUC
0.500—below the 0.556 majority-class rate and indistinguishable from chance. The entire apparent skill
of the first configuration is an artefact of rotated copies of one film appearing on both sides of the split.

The mechanism is straightforward. With 36 rotations per film and a random split of the augmented pool,
almost every test sample has a near-duplicate of itself in the training partition, so evena nearest-neighbor
lookup would score highly. The effect is a specific instance of a phenomenon documented across machine-
learning-based science [9], in which pre-processing or augmentation applied before partitioning couples the
partitions and yields over-optimistic, irreproducible results. Thesafeguardissimpleand frequently neglected:
partitionatthe imaging-unitlevel, byimage or preferably by patient, before any augmentation, is applied.

Under the leakage-free protocol, the whole-image task remains non-discriminative across configurations.
Table 2 reports three further leakage-free variants on the related normal-versus-abnormal task — frozen
features, end-to-end fine-tuning and 512 px inputs—none of which recovers any skill. We label these
explicitly as a different task from Table 16, rather than tabulating them alongside the benign-versus-
malignant numbers as though they were comparable.

Table 2. Leakage-free whole-image Mini-MIAS, normal versus abnormal (322 films). These
represent a different task from Table 16 and are not comparable with it as numbers; they are
reportedto show that the absence of whole-image skill under a leakage-free protocol is not an
artefact of one backbone or one input resolution. Majority-class accuracy for this task is 0.64.

Configuration Metric Score Note
Frozen, 224 px ROC-AUC 0.518 + 0.083 chance
Fine-tuned, 224 px ROC-AUC 0.471 chance

Frozen, 512 px ROC-AUC 0.478 + 0.023 chance

5.2 Lesion-patch Signal Is Real (Mini-MIAS)

Re-framing the problem at the lesion scale (image-wise, leakage-free, normal versus abnormal) recovers
a well-separated discrimination (Figure 4A). The suspiciously high AUC of the naive normal-patch
sampling arises, because the normal patches are not necessarily lesion-sized or lesion-centred, whereas the
abnormal patches are. When normal samples are resampled to match the size distribution of the abnormal
patchesand givenatissue-density-weighted location, the AUC drops by about 0.10 to 0.841+0.026, which
we term the honest AUC. The fact that a large margin above chance persists even under this stringent
control indicates that the residual signal is genuinely pathological rather than an artefact of patch selection.
The per-fold breakdown (Table 3) shows that discrimination is consistent across the five image-disjoint
folds (AUC 0.806-0.868), with sensitivity for malignant/abnormal lesions (~0.67) being the limiting
factor—as expected, giventhatonly 119 abnormal lesions were available. This pattern, inwhich sensitivity
rather than specificity is the bottleneck, recurs throughout our experiments and is discussed further below. We
stress that this normal-versus-abnormal AUC (0.841) is a different task from the benign-versus- malignant
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external validation reported in Sub-section 5.8 (MIAS AUC 0.734); the two numbers use different label
sets and are not directly comparable.

Table 3. Mini-MIAS lesion-patch (size/density-matched), per-fold image-wise 5-fold CV.

Fold Acc  AUC  Sens.  Spec.

1 0.803 0.868 0.680 0.878
2 0.846 0.864 0.739 0.905
3 0.779 0.828 0.615 0.881
4 0.828 0.837 0.565 0.976

5 0.794 0.806 0.727 0.829
Mean 0810 0.841 0.665 0.89%4

(A) Mini-MIAS: whole-image is non-discriminative, (B) Benign vs Malignant: leakage-free
4.5 lesion-patch carries signal (leakage-free) 5 generalisation across institution & modality
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Figure 4. (A) On Mini-MIAS, whole-image classification is non-discriminative under a leakage-

free protocol, whereas lesion patches carry signal. (B) Benign-vs-malignant: leakage-free
generalization across institution (MIAS) and modality (INbreast), with 95% confidence intervals.

5.3 The CBIS-DDSM Official Split Is Not Patient-disjoint

Applying the patient-independence audit requested during review to our own protocol identified a violation,
described below.

We are not the first to observe that this overlap exists. Zafari et al. [12], in the course of harmonizing several
mammography datasets, noted patient overlap between the pre-defined CBIS-DDSM training and test sets
and discarded the split for that reason. Our contribution here is not the observation, but what follows from it:
the mechanism that produces the overlap, its size, its measured effect on a patch-based transfer-learning
pipeline and a repaired split that keeps the official test set usable rather than abandoning it.

The submitted manuscript described the CBIS-DDSM official train/test partition as patient- disjoint. For the
way the present study and much of the literature, uses it, that description does not hold. The mass and
calcification sub-sets were partitioned independently of one another. Each is internally clean: we found zero
patients shared between train and test within the mass sub-set and zero within the calcification sub-set.
However, 31 patients have both a mass lesion and a calcification lesion and for those patients, the two draws
disagreed, placing one lesion type in training and the other in test. Pooling mass and calcification cases into
a single benign-versus-malignant task, as we and many others do, reintroduces the patient-level dependence
that the official split appears to guarantee.

The scale is modest, but not negligible. Sixty of the 704 official test lesions (8.5%) belong to these 31 patients.
In 19 of the 31 cases, the shared patient contributes the same breast and the same view to both sides, so the
model may encounter the same breast tissue, with the same parenchymal pattern and acquisition
characteristics, in training and at test time. The lesions themselves are distinct, as are the image files: we
verified that no cropped ROI, no full mammogram and no pixel array is duplicated across the split. The
dependence lies at the patient and tissue levels and is not a duplicated-sample error.

We quantify the consequence by retraining the identical model on a repaired split. The repair keeps the official
test set untouched, so results remain comparable with published CBIS-DDSM numbers, instead removing
every affected patient from training: 83 training lesions are dropped, leaving 2,780 and the residual train/test
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patient overlap is zero. Table 10 reports both arms over ten seeds.

The measured effect is negligible. Internal AUC moves by +0.001 (from 0.745 to 0.746) and a paired DeLong
test on the shared 704 test lesions does not distinguish the two models (p = 0.68). The external results are
likewise unchanged and the finding that external performance matches internal performance holds in both
arms. We state the null result plainly, since a leak of this kind might otherwise be assumed to have inflated
the reported figures; on this dataset, with 8.5% of test lesions affected and the shared material being one breast
and not one lesion, it has not.

Three observations nonetheless follow. First, the contamination is a property of a widely used public
benchmark and not of our pipeline and its magnitude in another study, for example one pooling differently,
using a smaller test set or fitting a higher-capacity model, is not bounded by the value measured here. Second,
any study pooling mass and calcification cases from CBIS- DDSM should apply this repair or split by patient
directly, since the official split alone does not provide the guarantee its documentation implies. Third, the
contamination entered through a dataset convention, not a modelling error and is detectable only by generating
and auditing split manifests. This supports treating split manifests and not only source code, as a standard
released artefact. That it has been noted independently by Zafari et al. [12] while harmonizing the same
benchmark reinforces rather than weakens the point: a property of a widely used dataset went unremarked in
the classification literature that relies on it and was surfaced twice, in parallel, only by groups that inspected
the split directly.

5.4 CBIS-DDSM Benign vs. Malignant: Ablation

For the larger, biopsy-proven CBIS-DDSM, we ablate the pipeline one component at a time on the
official test split (Table 4). The only meaningful gains come from fine-tuning (+0.026) and a stronger
backbone (+0.027); increasing the input resolution yields no improvement (-0.011), while test-time
augmentation recovers part of the loss (+0.013). A leakage-safe hyper-parameter analysis (Sub-section5.7)
confirmsthatthese defaultsare near-optimal andthe per-datasetconfusionmatrices are shown in Figure 5.
The submitted version continued here with a claim that performance saturates at 0.72-0.73 and that this
indicates a task/data ceiling. That sentence has been removed: asthe caveats below and the factorial sweep
of Sub-section 5.5 show, the single-run ablation could not support it.

Two caveats on how this table should be read. First, each row is a single training run, whereas the headline results
of Sub-section 5.8 average ten. Single runs are noisy at this scale: the EfficientNetB0O @224 entry here (0.724)
sits at the bottom of the ten-seed range subsequently measured for the same configuration (0.745, range 0.723—
0.753), so the two are consistent, but no ordering among rows separated by less than about 0.02 should be trusted.
Second, backbone and input resolution change together between the last three rows, so this table cannot attribute
the difference to either. Both problems are addressed in Sub-section 5.5, which repeats the comparison with a
proper factorial design over multiple seeds and it is that table, not this one, on which we base any claim about a
performance ceiling.

Table 4. CBIS-DDSM component ablation (official test split). Single training run per row; see the caveats
in the text and the multi-seed factorial comparison in Table 13.

Backbone Training INnput/TTA Test AUC

MobileNetV2  Frozen + SVM 224 0.671
MobileNetV2  Fine-tuned 224 0.697
EfficientNetBO Fine-tuned 224 0.724
EfficientNetB3 Fine-tuned 300 0.713
EfficientNetB3 Fine-tuned 300+ TTA 0.726

5.5 Does a Heavier Backbone or a Larger Input Help?

The ablation above varies backbone and input resolution together, leaving the two confounded andall three
of its backbones belong to one efficiency-oriented family. Neither is a sound basis for claiming a task/data
ceiling, so the experiment was repeated with a design that separates them.

Eleven configurations were trained under the identical leakage-free protocol — same patient-wise splits,
same two-phase schedule, same augmentation, same early stopping—spanning classical CNNs (ResNet-
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50, DenseNet-121), a modernized CNN (ConvNeXt-T), transformers (ViT-B/16, Swin-T) and the
EfficientNet family, from 2.2-86 M parameters. To keep the comparison internally consistent across
families, this study runs in a single PyTorch implementation instead of mixing frameworks;
EfficientNet-BO @224 is included in it as a cross-framework anchor against the TensorFlow result of
Table 7. EfficientNet-B0, EfficientNet-B3 and ResNet-50 are each run at 224 and 300 px, which gives
the clean resolution ablation with the backbone held fixed. Table 13 reports the outcome and Table 11
the paired DeLong tests against the EfficientNet-BO reference on the shared test cases.

Two results follow, the first of which corrects the submitted manuscript. With the backbone held fixed,
resolution does improve performance: EfficientNet-B0O gains +0.036 AUC from 224 to 300 px (p =
0.003, paired DeLong) and EfficientNet-B3 gains +0.022. The original ablation reported that resolution
brought no benefit (-0.011), but it varied backbone and resolution together; once the two factors are
separated, the sign of the effect reverses. The factorial design requested during review is what made this
visible.

Second, the performance ceiling is present, but not flat and the claim has been weakened to match.
Across 11 configurations spanning 2.2-86 M parameters, CBIS-DDSM test AUC ranges from 0.707 to
0.777. The strongest configuration is ViT-B/16 @224, the advantage of which over the lightweight
EfficientNet-B0O baseline is statistically significant (+0.060, p = 0.0002); ConvNeXt-T and the higher-
resolution EfficientNets are also significantly ahead, while ResNet-50, DenseNet-121, Swin-T and
MobileNetV2 are not distinguishable from it (Table 11). Capacity thus retains some influence, inthatan
86 M-parameter transformer extracts more than a 4 M-parameter CNN. What the sweep establishes is the
scale of the remaining headroom: the full set of architectures, classical and modern, convolutional and
attention-based, spans 0.07 AUC and none approaches the 0.94-0.99 figures that leakage-free evaluation
dissolves. The difference between a well-evaluated and a leaky protocol is an order of magnitude larger
than the difference between the best and the worst architectures.

The ordering also fails to transfer. Swin-T is the strongest model on Mini-MIAS (0.775) while ranking
mid-table internally and EfficientNet-B3 is among the weakest externally despite being competitive
internally. Selecting an architecture on internal performance alone would not have identified the
configuration that generalizes best, which constitutes a further argument for routine external validation.

The anchor proved necessary. An initial PyTorch implementation reproduced it approximately 0.12 AUC too
low, with external transfer falling to near chance. The cause was batch normalization, not the architecture:
the TensorFlow pipeline holds every BN layer in inference mode, whereas PyTorch by default continues
to update BN running statistics during training, which on batches of 16 to 32 grayscale patches is sufficient
to destabilize a 10~ fine-tuning stage. In the absence of the anchor, the resulting table would have
measured BN conventions while being presented as a comparison of backbones. We record this, because
it illustrates the same point the rest of the paper makes: on small datasets, an implementation detail can
outweigh the model choice under study.

5.6 Whole Mammogram versus Lesion Patch on the Primary Dataset

The submitted manuscript concluded that lesion patches beat whole-image analysis, but demonstrated it
only on Mini-MIAS, the whole-image task of which collapses to chance once leakage is removed. That is a weak
basis for a general claim, so we added the missing baseline on CBIS-DDSM itself.

Each full mammogram is labelled malignant if any lesion it contains is malignant, giving 2,857 images
(2,458 train / 399 test) under the same patient-wise protocol. Wetrain at 224 px and again at 512 px, because
a lesion occupying a few hundred pixels in a 3000x5000 mammogram may simply be destroyed by
aggressive down-sampling; if the patch advantage were only aresolution artefact, the 512 px model should
close much of the gap. Table 14 reports the comparison against the patch pipeline trained and tested on
the same patients.

The patch framing performs better, but the resolution effect is substantial. At 224 px the whole- image
model reaches AUC 0.638+0.024, more than 0.10 below the patch pipeline; at 512 px it recovers to
0.705+0.014, closing approximately two-thirds of that gap while remaining about 0.04 short. Part of what
the submitted manuscript attributed to framing is thus attributable to resolution: reducing a 3000x5000
mammogram to 224 px removes much of the lesion, which is a more accurate account than the claim that
whole images carry no signal. The residual gap at 512 px represents the framing effect properly. It is
consistent in direction with the Mini-MIAS result while being considerably smaller, as would be expected
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onadatasetanorderof magnitude larger.

Two differences make this a comparison of framings and not a strictly controlled experiment. The whole-
image task carries an image-level label (malignant if any lesion is malignant) over 399 test images, against
704 lesion-level labels for the patch task and a whole-image model must localize as well as classify. We
draw a limited conclusion: at the data scale available here, the patch framing extracts more signal.
Nothing in these results implies that whole-image mammaography classification is un-learnable.

5.7 Hyper-parameter Sensitivity (Leakage-safe)

Tuning is itself prone to optimistic bias, particularly on small datasets, so our main configurations use the
literature-standard defaults, with only the epoch count set by early stopping. To verify that these defaults
are not materially sub-optimal, we ran a search that never used the official test set for selection. For the
frozen-feature SVM (MobileNetV2 features, as in Table 4), a grid search over C and y was performed with
patient-wise five-fold cross-validation (the test set excluded throughout); the best configuration (C =1, y
=10"%) attained a CV-AUC of 0.721—0.008 above the default—and a test AUC of 0.679 (Table 5). For
fine-tuning, an unfreeze-depth xlearning-rate search selected a 3x107° configuration, the test AUC of
which was 0.733 being only +0.0090ver the default (Table 6), with the test set used for reference only.
Tuning produced no meaningful test-set gains for either classifier and the ~0.72-0.73 ceiling is
unchanged, confirming that the reported results do not depend on a lucky choice of defaults.

5.8 Cross-dataset External Validation

Thetransferred model is EfficientNetB0 @224, fine-tuned on the CBIS-DDSM official training split and
applied to both external sets without any retraining. We state this explicitly, because the submitted version
described it as “the best configuration of Table 4”, which was an error: that row is EfficientNetB3 @300
with TTA, adifferent model that happened to reach an internal AUC agreeing with EfficientNetB0’s to three
decimal places. EfficientNetBO0 is also the more appropriate choice for atransfer experiment, since test-time
augmentation would confound domain transfer with an inference-time ensembling effect.

Table 5. Leakage-safe SVM grid (patient-wise CV-AUC on the training split; top rows).

C 5 CV-AUC

1 10— 0.721
1 scale 0.712
1 1073 0.708

10 1074 0.708
01 107 0.706

Table 6. Leakage-safe fine-tuning sweep (validation-selected; test for reference only).

Unfrozen Phase-2 LR Val. AUC Test AUC

30 10°° 0.772 0.710
30 3x10~° 0.779 0.722
50 10°° 0.779 0.723
50 3x107° 0.781 0.733

Table 7 reports the results over ten seeds and Table 11 the significance tests. Three points stand out.
5.9 Calibration and Repairing the Operating Point

Table 9 and Figure 6 separate the two things an AUC hides. Discrimination is preserved on transfer, but
the expected calibration error roughly doubles on Mini-MIAS and the reliability curves depart from the
diagonal in opposite directions on the two external sets. On Mini-MIAS, the curve lies below the diagonal:
the model is over-confident, assigning malignancy probabilities higher than the observed malignant
fraction, which is what drives the specificity loss at a fixed 0.5 threshold. On INbreast, it lies above the
diagonal—the model is under-confident—which is the signature of a cohort the prevalence of which (67%
malignant) is far higher than the source’s (39%) rather than of a model that has degraded. That the two
external sets fail in opposite directions is itself informative and it is whyasingleblanketrecalibrationrule
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isnotappropriate. Atwo-sample Kolmogorov-Smirnov test against the source validation scores confirms
that the score distribution shifts in both cases; usefully for deployment, this statistic needs no target labels,
S0 a site can measure its own drift before deciding whether to trust an inherited threshold.

Table 7. Leakage-free external validation. A single EfficientNetB0 @224 trained on the CBIS-
DDSM,; official training split is applied without retraining to both external sets. AUC is given as the
meanzstandard deviation over ten seeds, alongside the observed range; the 95% Cl is a cluster
bootstrap (2,000 resamples of patients for CBIS-DDSM, of source images for the external sets) on
the seed-averaged predictions. Sensitivity and specificity are at the 0.5 operating point.

Test set n Clusters AUC (10seeds)  Range 95% CI Sens. Spec.
CBIS-DDSM (internal test) 704 349 0.745+0.008 0.723-0.753  0.703-0.794 0.70 0.65
CBIS—MIAS 119 111 0.734£0.011 0.713-0.750  0.640-0.826 0.78 0.51
CBIS—INbreast 132 107 0.87740.009 0.858-0.891  0.804-0.946 0.89 0.74

Table 8. Confusion matrices computed directly from the saved per-sample predictions (seed-
averaged, threshold 0.5), replacing the matrices reconstructed from summary statistics in the
submitted version. FN is the clinically costly error.

Test set TP  FN TN FP  Sens. Spec.

CBIS-DDSM (internal test) 194 82 277 151 070 0.65

CBIS—MIAS 40 11 35 33 078 051
CBIS—INbreast 79 10 32 11 0.89 074

Table 9. Discrimination transfers, but calibration does not. All quantities are computed on the
seed-averaged predicted probabilities, so the AUC column is the seed-ensembled value and differs
marginally from the seed-mean of Table 7. AUC is essentially unchanged frominternal to external
data, whereas the Brier score and expected calibration error degrade and the score distribution
shifts away from the source (two-sample Kolmogorov—Smirnov statistics against the source
validation scores, computable without any target labels).

Test set AUC (ens.) Brier ECE  KSvs. source
CBIS-DDSM (internal test) 0.749 0.206 0.104 0.084
CBIS—MIAS 0.737 0.218 0.153 0.210
CBIS—INbreast 0.882 0.131 0.085 0.293

First, discrimination transfers. The external AUC on Mini-MIAS is statistically indistinguishable fromthe
internal CBIS-DDSM AUC, the DeLong test on independent samples giving p=0.82, so equality cannot be
rejected. The submitted manuscript instead argued that the external confidence intervals lay above 0.5and so
demonstrated “statistically significant generalization”, which conflated beating chance with matching
internal performance. That statement has been withdrawn. The INbreast AUC is significantly higher than
internal (p<0.001), a property of its labelling and not of the model (Sub-section 5.10).

Table 10. Effect of repairing the CBIS-DDSM official split. Pooling mass and calcification cases
makes the official partition non-patient-disjoint: 31 patients appear on both sides, affecting 60 of the
704 test lesions. The repair removes those patients from training (83 lesions) and leaves the official

test set untouched, so the two columns are evaluated on identical cases. AUC is the mean over ten

seeds.
Test set Official split  Patient-disjoint A
CBIS-DDSM (internal test) 0.745 + 0.008 0.746 + 0.004 +0.001
CBIS—MIAS 0.734 +£0.011 0.731 4+ 0.009 -0.003
CBIS—INbreast 0.877 £ 0.009 0.871 + 0.008 -0.006

Second, the result is stable across training runs: the standard deviation over ten seeds is <0.011 on every
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test set, with the full range spanning less than 0.03 AUC. We report ten seeds in place of three, because

three runs estimate this spread poorly.

Third—and this is the finding with the clearest deployment consequence — discrimination transfers, but
calibration does not. At a fixed 0.5 threshold, the ranking is intact while specificity on Mini-MIAS
degrades, because the whole score distribution drifts upward relative to the source (Sub-section 5.9). A
model shipped with its source threshold would therefore over-flag at a new site while its AUC looked

healthy.

Table 11. DeLong tests. Internal and external AUCs are computed on different cases, so their ROC
curves are independent and the two DelLong variances are combined additively; comparisons on
shared cases use the paired test. The internal-versus-MIAS comparison is the one that supports the
generalization claim: the difference is not significant; i.e., external performance is statistically
indistinguishable from internal performance, which is a stronger statement than a confidence interval

merely excluding chance.

Comparison Type AUCA AUCB z D
CBIS internal vs. MIAS unpaired 0.749 0.737 0.23 0.818
CBIS internal vs. INbreast unpaired 0.749 0.882 -3.67 <0.001
MIAS vs. INbreast unpaired 0.737 0.882 -2.60 0.009
Official vs. patient-disjoint (CBIS internal) paired 0.749 0.750 -0.41 0.681
Official vs. patient-disjoint (MIAS) paired 0.737 0.733 0.74 0.462
Official vs. patient-disjoint (INbreast) paired 0.882 0.878 0.64 0.522

Table 12 then asks what a deployer should actually do about it, comparing four strategies against an oracle
that tunes Youden’s J on the labelled target set and is therefore unattainable in practice.

Table 12. Choosing the operating point at a new institution. The oracle tunes Youden's J on the
labelled target set and is therefore unattainable in deployment; it is shown as an upper bound. Carrying
the source threshold across unchanged is the naive baseline. Quantile transfer and its prevalence-
matched variant use only un-labelled target scores (plus, for the latter, an estimate of target

prevalence). Best attainable J per dataset in bold.

Threshold strategy Thr.  Sens. Spec. Youden] Needs labels?
CBIS-DDSM (internal test)

fixed 0.5 (as submitted) 0.500 0.703 0.647  0.350 no
source Youden /, carried across 0.504 0.692 0.652 0.344 no
quantile transfer 0.504 0.670 0.680  0.350 no
prevalence-matched transfer 0.533 0.659 0.699  0.358 no
oracle target Youden J 0.563 0.623 0.762  0.385 yes
CBIS—MIAS

fixed 0.5 (as submitted) 0.500 0.784 0.515 0.299 no
source Youden /, carried across 0.504 0.765 0.529  0.294 no
quantile transfer 0.504 0.686 0.706  0.392 no
prevalence-matched transfer 0.546 0.686 0.706  0.392 no
oracle target Youden J 0.546 0.686 0.706  0.392 yes
CBIS—INbreast

fixed 0.5 (as submitted) 0.500 0.888 0.744  0.632 no
source Youden /, carried across 0.504 0.888 0.744  0.632 no
quantile transfer 0.504 0.640 0.907 0.547 no
prevalence-matched transfer 0.608 0.775 0.837 0.612 no
oracle target Youden J 0.532 0.888 0.791 0.678 yes

Carryingthe source-validated Youden threshold acrossunchanged, which iswhat the submitted manuscript
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implicitly recommended, performs no better on Mini-MIAS than taking no action at all: Youden’s J is
0.294 against 0.299 for a fixed 0.5 threshold. Quantile transfer (Equation 1) raises J to 0.392, equal to the
value attained by the oracle (0.392) and the prevalence-matched variant yields the same operating point.
Specificity on Mini-MIAS rises from 0.51 t0 0.71 for amodest loss of sensitivity, so the specificity collapse
that motivated the analysis s largely eliminated without annotating any case at the target site. Mini-MIAS
is the like-for-like external cohort and this is the principal result of the section.

One negative result is reported alongside it. On INbreast, the plain 0.5 threshold is already close to the
oracle and quantile transfer degrades it. The reason is visible in Table 9: the INbreast scoredistribution
isshifted principally, because its prevalence differs (67% malignant against 39% in the source) rather than
because the model is miscalibrated on that cohort. Rank matching forces the target to flag the same
fraction of cases as the source, which is the wrong correction under prevalence shift; the prevalence-
matched variant recovers most, though not all, of the loss. The resulting practical rule is narrow. The
operating point should be transferred when the score distribution has drifted and prevalence is comparable
and the prevalence-matched form should be preferred wherever a prevalence estimate is available. We
make no claimthat the procedure is safe to apply without checking these conditions.

Table 13. Architecture and resolution under one identical leakage-free protocol, run in a single
PyTorch implementation so the families are directly comparable. EfficientNet-B0/B3 and ResNet-50
appear at 224 and 300 px, so resolution is varied with the backbone held fixed. AUC is the mean over

three seeds on the CBIS-DDSM official test split; external AUCs are for the same models applied
without retraining.

Backbone Params (M) Input CBIStest AUC MIAS INbreast
ViT-B/16 85.8 224 0.777+0.012 0.736 0.838
ConvNeXt-T 27.8 224 0.749 £ 0.005 0.719 0.839
EfficientNet-B3 10.7 300 0.747+0.008 0.697 0.727
Swin-T 27.5 224 0.742 £0.006 0.775 0.837
EfficientNet-B0 4.0 300 0.742+0.009 0.684 0.811
ResNet-50 23.5 224 0.738 £ 0.000 0.720 0.836
ResNet-50 23.5 300 0.731+0.007 0.706 0.836
DenseNet-121 7.0 224 0.725+0.005 0.726 0.841
EfficientNet-B3 10.7 224 0.725+0.007 0.689 0.760
MobileNetV2 2.2 224 0.722+£0.020 0.688 0.806
EfficientNet-BO 4.0 224 0.707 £0.001 0.738 0.818

Table 14. Whole-mammogram versus lesion-patch classification on CBIS-DDSM, the primary dataset,
under the same patient-wise leakage-free protocol. Two input resolutions are used, so that the gap
cannot be dismissed as an artefact of down-sampling a full mammogram until the lesion disappears.
Mean over three seeds.

Framing Input n (train/test) CBIS test AUC
Whole mammogram 224 px 2458/399 0.638 + 0.024
Whole mammogram 512 px 2458/399 0.705+0.014
Lesion patch 224 px 2863 /704 0.745

Table 15. Sensitivity to imperfect lesion localization. Each crop is regenerated from the source image
with a random translation, expressed as a fraction of the patch side or with the box scaled; the model is
not retrained. Because the crops are regenerated rather than taken from the official pre-cropped ROls,
the top row is the correct baseline for reading the degradation. Mean over three random jitter draws
and a three-seed model ensemble.

Translation Scale CBIStest MIAS INbreast
0% 1.00 0.756 0.734 0.887
5% 1.00 0.755 0.757 0.875
10% 1.00 0.735 0.758 0.878
15% 1.00 0.732 0.715 0.864
20% 1.00 0.722 0.719 0.845
0% 0.85 0.750 0.751 0.875
0% 1.15 0.744 0.760 0.861
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Table 16. The leakage effect, measured with a single variable changed. Both arms use the same 115
Mini-MIAS films, the same benign-versus-malignant labels, the same frozen MobileNetV2 features,
the same RBF-SVM and the same 36 rotations; they differ only in whether the split is taken before or
after augmentation. Mean + standard deviation over 5-fold cross-validation. Majority-class accuracy
for this task is 0.556.

Protocol Split unit Accuracy ROC-AUC
Augment — split augmented sample 0.976 + 0.006 0.997
Split — augment train only source film 0.513 +£ 0.051 0.500 + 0.072

Table 17. Quantitative Grad-CAM localization against the radiologist annotation, with two null
models scored on the identical patches. Crops are deliberately off-centred and the mask is cropped
through the same transform. Pointing is the fraction of patches the peak activation of which falls inside
the annotation energy; the fraction of activation mass inside it; conc. the energy divided by the lesion's
area fraction, which equals 1 for a uniform map and is therefore comparable across regimes. In the
native crop convention the lesion fills too much of the patch for the test to discriminate and the centre
prior wins; the wide-field crops, where the lesion covers about a tenth of the patch, represent the
informative comparison.

Setting Saliency  Pointing Energy Conc. loU@top20 Lesion area
CBIS-DDSM, native crop Grad-CAM  0.375  0.276  1.27 0.226 0.218
centre prior 0.876  0.448 2.05 -
random 0.084 0218 1.00 -
Mini-MIAS, native crop  Grad-CAM  0.639 0.549 1.20 0.214 0.459
centre prior  0.899  0.686 1.50 -
random 0.252 0.459 1.00 -
CBIS-DDSM, wide field Grad-CAM  0.272  0.107 1.72 0.123 0.062
centre prior  0.029  0.105 1.69 -
random 0.024 0.062 1.00 -
Mini-MIAS, wide field Grad-CAM 0513 0.295 1.89 0.294 0.156
centre prior  0.202  0.253 1.62 -
random 0.042 0.156 1.00 -

5.10 Why the INbreast Result Must Be Read Cautiously?

The INbreast AUC is the highest of the three, but this warrants caution: its BI-RADS 1-2 cases are
unambiguously normal/benign, making the separation easier than in the biopsy-confirmed CBIS-DDSM.
The fair, like-for-like external comparison is therefore CBIS—MIAS; the higher INbreast figure should
not be read as one modality being inherently more accurate.

Confusion matrices computed directly from saved predictions (seed-averaged, threshold 0.5)

CBIS-DDSM (internal test) CBIS->MIAS (external) CBIS->INbreast (external)
sens 0.70 | spec 0.65 sens 0.78 | spec 0.51 sens 0.89 | spec 0.74

true B true B true B 4 32 11
true M true M true M 4 10
pred B pred M pred B pred M pred B pred M

Figure 5. Confusion matrices at the 0.5 operating point, computed directly from the saved per-sample
predictions. In the submitted version, these counts were reconstructed from the reported sensitivity and
specificity; they are now generated from the prediction files released with the paper. Notethe
specificity dropon MIAS, caused by un-calibrated cross-domainthresholds rather than by any loss of
ranking ability.

Reviewersrightly pressed us to quantify and not merely acknowledge this, so we report the exact BI-RADS
composition. Of the 132 INbreast mass patches, 89 fall in the malignant class (BI-RADS 4a-6: 7, 2, 12, 56
and 12 patches for 4a, 4b, 4c, 5 and 6, respectively) and 43 in the benign class. That benign class is not
homogeneous: 30 patches are BI-RADS 2, genuinely benign, but 13—30.2% of the benign class—are
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BI-RADS 3, “probably benign”. BI-RADS 3 denotes a lesion with a 2% malignancy risk that warrants
short-interval follow-up rather than biopsy; it is an assessment of management, not a histological finding
and a minority of such lesions do prove malignant.

Calibration: discrimination transfers across domains, calibration does not

CBIS-DDSM (internal test) CBIS->MIAS (external) CBIS->INbreast (external)
Brier 0.206 | ECE 0.104 Brier 0.218 | ECE 0.153 Brier 0.131 | ECE 0.085
1.0 - 1.0 - 1.0
-~ perfect Ve -
-&- model

0.8 1 0.8

0.6 0.6

0.4 0.4 4

observed malignant fraction

0.2 1 0.2 1

. ; . ; 0.0+ , , . ; 0.0+~ ; ; . .
0.0 0.2 0.4 0.6 0.8 1.0 0.0 0.2 0.4 0.6 0.8 1.0 0.0 0.2 0.4 0.6 0.8 1.0
predicted probability predicted probability predicted probability

Figure 6. Reliability curves for the internal test set and both external sets, with Brier score and
expected calibration error. Points below the diagonal indicate over-confidence. Discrimination is
largely preserved across the domain change (Table 7) while calibration is not, which is why a
threshold tuned at the source institution misbehaves at the target.

This biases the comparison in two ways, both of which inflate INbreast. First, assignment to BI-RADS
2 versus 4-6 is driven by the same morphological features the classifier reads; namely margin, shape and
speculation, sothe label is partly afunction ofimage appearance rather thanan independent ground truth. The
task is consequently closer to predicting a radiologist’s assessment than to predicting histology, whereas
CBIS-DDSM labels derive from biopsy and are independent of appearance. Second, the genuinely ambiguous
cases that a biopsy-confirmed cohort contains, in particular benign lesions with malignant appearance, are
largely absent, since such lesions would have been assessed BI-RADS 4 and hence assigned to the
malignant class. The 13 BI-RADS 3 patches are the only substantial source of label noise acting in the
opposite direction. We therefore treat the INbreast figure as evidence of robustness to a change of
acquisition technology rather than as a measure of diagnostic accuracy and base all generalization claims
on CBIS—MIAS.

A more principled treatment would not force an ordinal scale into two classes at all. BI-RADS is ordered
and the distance from 2 to 3 is not the distance from 3 to 4; ordinal regression or soft labels that encode
the published malignancy probability of each category (roughly < 2%for BI-RADS 3 against > 95% for
BI-RADS 5), would let a model exploit that structure and would make the uncertainty explicit rather than
hiding it in a thresholding decision. Vision—language foundation models pre-trained on report text are well
placed to do this, since the reports they are trained on contain the assessment category and the hedging
language that accompanies it. We leave this to future work, but note that it is the natural way to use BI-
RADS-labelled cohorts as external validation without importing their labelling convention as if it were
ground truth.

5.11 How Much Localization Error Can the Classifier Absorb?

Every result so far assumes the lesion’s centre or bounding box is known exactly, because it is read from
the dataset’s annotations. A deployed pipeline would receive that box from a detector, with error. To
estimate what this costs, we regenerate each crop from the source image with a random translation—o5,
10, 15 or 20% of the patch side, in a random direction—and separately with the box scaled by 0.85 or
1.15 to mimic a detector that crops too tightly or too loosely and re-evaluate the trained model without
any retraining. Table 15 reports the results on all three datasets.

Because these crops are regenerated rather than taken from the official pre-cropped ROIs, the zero-shift
row rather than the headline AUC is the correct baseline for reading the degradation; we would otherwise
be attributing the difference between two crop conventions to localization noise.

Degradation is gradual rather than abrupt. A displacement of 15% of the patch side, which corresponds to
a realistic detector error, costs 0.024 AUC on CBIS-DDSM, 0.019 on Mini-MIAS and 0.022 on INbreast,
each comparable to the seed-to-seed spread of the model itself. Displacements up to 5% have negligible
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effect and at 20%, the loss remains within approximately 0.03. Scaling the box by +15% has less effect
than translating it. For an integrator, this indicates that the classifier does notrequire pixel-accurate boxes
and that a detector with typical localization error would not be the binding constraint. The experiment
measures only a displaced box on a true lesion; a full detection-plus-classification evaluation would
additionally have to account for regions proposed on normal tissue and would yield a lower end-to-end
figure.

5.12 Interpretability

We compute Grad-CAM [26] attention maps from the fine-tuned EfficientNet on lesion patches (Figure
7). The submitted version used these panels to confirm that predictions are driven by the lesion; that was
more than the evidence supported, so we have both softened the claim and measured it.

Measuring it requires care. If each patch is cropped centred on its lesion, then “the peak activation lies
inside the annotation” and is satisfied by any model with a centre bias and the metric says nothing. We
therefore off-centre every crop and crop the annotation mask through the identical transform, so the
lesion sits at a known but non-central position. Against that, we score three quantities—the pointing-
game hit rate, the fraction of Grad-CAM energy inside the annotation and the loU of the top-20%
activation with it—and, on the very same patches, two null models: a fixed Gaussian centre prior and a
smoothed random map. We also report a chance-normalized concentration, the energy inside the mask
divided by the mask’s area fraction, which equals 1 for a uniform map regardless of lesion size and so
is comparable across regimes.

This precaution proves insufficient on its own. In the crop convention on which the model is trained, the
lesion occupies between a fifth and a half of the patch, so it cannot be displaced far enough to leave the
central region. The centre prior consequently outscores Grad-CAM, by 0.88 against 0.37 on CBIS-DDSM
and 0.90 against 0.64 on Mini-MIAS (Table 17, “native” rows). In this regime, the pointing game provides
evidence about the cropping convention rather than about the model, an observation that applies to a
substantial body of published saliency evaluation on pre-cropped lesion patches. We therefore repeated the
analysisonwide-field crops of three times the lesion box, in which the lesion covers approximately a tenth
of the patch and can be placed genuinely off-centre. The ordering then reverses: the Grad-CAM peak falls
inside the annotation for 0.27 of CBIS-DDSM patches, against 0.03 for the centre prior and 0.02 for a
random map and for 0.51 of Mini-MIAS patchesagainst0.20and 0.04. These correspond to approximately
nineand two-and-a-half times the centre prior respectively and an order of magnitude above chance.

We draw a bounded conclusion. The maps are consistent with lesion-driven prediction and localize the
annotated abnormality considerably betterthanchance, butontheirown, theydonotestablish that the model
reasons from lesion morphology and saliency scores computed on tightly cropped lesion patches should not
be read as though they did.

5.13 Comparison with Prior Work

Direct numerical comparison is confounded by differing tasks, splits and (often unreported) leakage control
(Table 18). A clear trend nonetheless emerges: the largest headline figures come from the settings most
susceptible to optimistic bias. Both report very high single-dataset accuracy withoutanexplicitaugment-
before-split control—99.8% by Adedigba et al. [20] on a small mammogram set using a discriminatively
fine-tuned DenseNet and 98.87% by Salama and Aly [40] using a segmentation-plus-CNN pipeline on
DDSM. Methods closer to our own—feature-fusion or deep-feature-plus-classifier approaches—report
similarly high single-dataset accuracy, but are likewise never externally validated: Jafari and Karami [41]
reach 94.5% on MIAS with an ensemble of CNNs, Ragab et al. [6] obtain 87.2% (AUC 0.94) on
DDSM/CBIS-DDSM using AlexNet features with an SVM and Yuet al. [14] fuse deep features with an
SVM for an AUC of 0.93 on DDSM. By contrast, our leakage-free CBIS-DDSM AUC (0.745) is close
to the only directly comparable patch-based single-dataset CBIS result ( 0.722) [18] and is unique among
these works in providing patient-wise splitting, two-dataset external validation, clustered bootstrap
confidence intervals and released per-samplepredictions. We therefore present our numbers not as state-of-
the-artaccuracy, but as a reliable benchmark that most prior studies—lacking leakage control and external
validation—cannot offer.
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Grad-CAM on CBIS-DDSM test (wide-field crop): successes (top), failures (bottom).
White outline = radiologist annotation; crops are deliberately off-centred.

hit | p=0.66 | M

hit | p=0.60 | M

hit | p=0.70 | M

hit | p=0.60 | M

s s 3 2. K . 3
Figure 7. Grad-CAM on deliberately off-centred wide-field CBIS-DDSM crops. Top row:
successes. Bottom row: failures, selected automatically as the cases with the least activation mass
inside the annotation. The radiologist annotation is outlined in white on every panel, so misses are
visible rather than asserted. Every failure shown is a benign lesion scored just above the
0.5 threshold on which the attention has drifted to surrounding fibro-glandular tissue—the false-
positive mode discussed in Sub-section 5.15.

= &

Table 18. Contextual comparison with prior work on mammaographic lesion classification. Many
studies report higher headline numbers, but on whole images or a single dataset and without
explicit leakage control or external validation—the dimensions on which this work focuses. The last
column states the key limitation relative to our protocol.

Study Dataset(s) Method Reported Limitation vs. this work
Setiawanet  MIAS Law's texture + 93.9% (N/A);  Whole-image; no leakage control or
al. [7] ANN 83.3% (B/M)  external validation reported
Agnesetal. mini-MIAS Multi-scale CNN 96% sens; Whole-image; augment-before-split not
[8] (MACNN) AUC 0.99 controlled; single dataset
Adedigbaet Small DenseNet + 99.8% acc Near-perfect on small data; standard
al. [20] mammogram set  discriminative fine- split, no leakage control or external test
tuning
Ragabetal. DDSM/CBIS-  AlexNet features+  87.2% acc; Image-level; single corpus; no cross-
[6] DDSM SVM AUC 0.94 dataset validation
Jafari & MIAS /DDSM/ Multi-CNN feature ~ 94.5% (MIAS) Image-level; no patient-wise split; no
Karami [41] RSNA fusion + classifiers external validation
Salama & DDSM/MIAS/ U-Net segmentation  98.87% Segmentation-dependent; very high acc.
Aly [40] CBIS + CNN (DDSM) without reported leakage control
Yuetal. DDSM Deep features + AUC 0.93; Single dataset; image-level 5-fold; no
[14] dRVFL 81.7% acc cross-dataset external validation
Quintanaet CBIS-DDSM Multi-scale (patch)  AUC =~ 0.722  Patch-based, but single dataset; no
al. [18] external validation
This work CBIS (+MIAS, EfficientNet patch  AUC 0.745; Leakage-controlled, patient-wise;
INbreast) + SVM/fine-tune ext. 0.734/ 2dataset external validation with
0.877 clustered 95% Cls and Delong tests
5.14 Synthesis

Taken together, the experiments support a single claim: on small mammography datasets, reported
performance is governed by evaluation methodology at least as much as by model capacity. The backbone-
plus-classifier that appears near-perfect on whole-image Mini-MIAS performs no better than chance once
augment-before-split leakage is removed and neither fine-tuning nor higher resolution recovers the
apparent skill. The signal that does survive is local: it is recoverable at the lesion-patch scale and
withstands a size- and density-matched sampling control. The resulting level is stable across ten seeds,
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across a hyper-parameter search, across a repair of the benchmark’s own split and across a change of
institution. It is not entirely insensitive to capacity, since over 11 configurations spanning 2.2-86 M
parameters the test AUC ranges from 0.707 to 0.777, with the largest transformer significantly ahead of
the smallest CNN. That range of 0.07 AUC is nevertheless small beside the 0.2 or more separating any of
these models fromthe accuracies that leaky evaluation produces on the same data. The evaluation protocol
is thus the larger term. The evidence comes from one lesion-level task on three public cohorts and should
not be read as a general law.

5.15 Clinical Relevance: What the Errors Would Cost

The intended role of this system is a second reader that flags suspicious lesions for radiologist review,
never anautonomous diagnostic device. What matters clinically is therefore notthe headline AUC, but the
asymmetric cost of the two error types and what would have to be true before such a tool could be
deployed.

False negatives are the dominant clinical risk. A missed malignancy is the error that changes outcomes: it
delays treatment until the next screening round or until the patient presents symptomatically, bywhich time
stage and mortality risk have risen. The per-dataset confusion matrices (Table 8) quantify this: at a 0.5
threshold the model misses 82 of 276 malignant lesions on the internal test set (30%) and 11 of 51 on
Mini-MIAS (22%). No operating point available to us makes the system safe to run without a radiologist
and a leakage-free figure is what makes this visible; a leaked accuracy of 0.94 would have implied the
opposite. In deployment the threshold should therefore be set well below 0.5 to increase sensitivity at the
cost of recall workload and the system should be positioned so that its negatives do not suppress a human
read.

False positives set the workload cost. Each false positive propagates into recall imaging, patientanxiety
and, at the end of the chain, avoidable biopsy of benign tissue. The cross-domain calibration failure matters
most here: at a fixed 0.5 threshold, specificity on Mini-MIAS collapses eventhoughtherankingisintact, so
amodel shipped withitssource threshold would flood anew site with false alarms and be switched off long
before its discrimination was ever assessed. The transfer procedure of Sub-section 4.6 exists for exactly
this reason.

Deployment challenges. Four remain and none is solved here. (i) Localization. The pipeline classifiesa
lesion patch and presumes something has already found the lesion. In a real workflow a detector supplies
that box with error; Sub-section 5.11 measures how quickly performance decays as the box degrades and
it is the first thing an integrator should re-measure with its own detector. (ii) Threshold governance.
Because calibration does not transfer, every site needs a defined recalibration step, plus monitoring for
drift as scanners and protocols change. The burden here is regulatory and procedural, not only a technical
one. (iii) Case mix. Our evaluation is lesion-level and enriched with abnormalities; a screening population
is overwhelmingly normal, so the positive predictive value in service will be far below anything reported
here. (iv) Scope of evidence. Both external cohorts are small and retrospective, drawn from curated public
archives rather than consecutive clinical series and neither support a claim about a specific device or
population.

Onthe other hand, the computational barrier is genuinely low: the whole pipeline trainsand runs on a single
6 GB consumer GPU, so on premise deployment needs no specialized infrastructure and retraining as local
annotations accrue is cheap. The binding constraints are clinical and procedural, not computational.

6. REPRODUCIBILITY

Every number in this paper is produced by a script that is released with the manuscript, together with the
per-sample predictions those scripts emit. Publishing the raw prediction files matters as much as
publishing the code: it is what allows a reader to re-compute our confusion matrices, confidence intervals
and significance tests without a GPU and it is what we ourselves lacked when the first version of this
manuscript reconstructed its confusion matrices from summary statistics.

The package is available at https://github.com/hitesh712/leakage-free-mammography, archived at
DOI:10.5281/zen0do.22122946. Two commands reproduce the statistical results of this paper on a
laptop, with no GPU and without downloading the imaging datasets: rev08_analysis.py regeneratesthe
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headline table, the DeLong tests, the calibration figures and the threshold-transfer comparison from the
released predictions and rev1l validate stats.py re-runs the validation of our DelLong implementation
reported below.

Released artefacts. (i) The full experiment suite: data preparation and patch extraction, the split audit,
the ten-seed training run, the patient-disjoint repair, the architecture and resolution ablation, the whole-
image baseline, the crop-perturbation study, the Grad-CAM localization analysis and the statistical
analysis. (ii) The exact split manifests, listing every lesion with its patient identifier, its official partition
and its partition after the patient-disjoint repair. (iii) Per-sample predicted probabilities for every dataset,
every seed and every architecture. (iv) The environment records emitted by each run.

Validation of the statistical code. Because the significance claims rest on our own implementation of
DeLong’s method, we validated it rather than assume it and release the validation script and its output. On
the real prediction files, its AUC matches scikit-learn to ten decimal places and its standard error agrees
with a 20,000-resample bootstrap standard error to within 0.1%, 1.0% and 0.4% on the internal, Mini-
MIAS and INbreast sets, respectively—two independent estimators of the same quantity. Comparing ascore
vector with itself returns z =0exactly. Under simulation with two scorers of genuinely equal AUC, the
paired test rejects at 0.053 and the unpaired test at 0.046 against a nominal 0.05, so both are correctly
calibrated; the unpaired variant matters most here, since it is the less standard of the two and carries the
internal-versus-external comparison. Power against a large true difference is 0.998 and heavily tied scores
are handled correctly.

Settings. Table 19 lists the complete configuration. The ten seeds are 2021, 7, 123, 42, 2024, 5, 777,
31337, 99 and 1234; each seed sets NumPy and framework random state and re-draws the patient-wise
validation carve-out. Two software stacks are used and both are reported, since the extended architecture
comparison of Sub-section 5.5 runs in PyTorch while the main pipeline runs in TensorFlow.

7. LIMITATIONS

Several caveats apply to these findings. First, the practical ceiling on biopsy-confirmed benign-versus-
malignant data is malignant sensitivity (Table 8), which would likely require larger cohorts, multi-view
fusion or detection-and-aggregation pipelines to improve. Second, INbreast labels are BI-RADS-derived
rather than strictly biopsy-confirmed, so its stronger external result reflects greater robustness rather than
higher accuracy—the like-for-like comparison remains CBIS—MIAS (Sub-section 5.10). Third,
discrimination transfers, but calibration does not, so per- dataset recalibration is required for deployment.
Fourth, the approach is intentionally patch-level, relying on per-patch ROI annotations; it does not exploit
whole-image triage, multi-view or temporal information and uses a lightweight backbone trainable on a
single consumer GPU.

Table 19. Complete training configuration and software environment.

Item Value

Input 224 x 224 lesion patch, grayscale replicated to 3 channels, raw [0,255]
Pre-processing percentile windowing (16-bit only) — resize — CLAHE (clip 2.0, 8 x 8)
Head global average pooling — dropout 0.4 — dense(1, sigmoid)

Phase 1 head only; Adam, Ir10~3; 5 epochs; batch 16

Phase 2 top 40 backbone layers unfrozen; Adam, Ir10~5; < 20 epochs

Early stopping monitor validation AUC, patience 5, restore best weights

Class imbalance balanced class weights n/(2n.)

Augmentation rotation € {0, 90, 180, 270} and horizontal flip; training folds only
Validation GroupShuffleSplit, 15%, grouped by patient, re-drawn per seed

Batch Normalization kept in inference mode throughout

Seeds 2021, 7,123, 42, 2024, 5, 777, 31337, 99, 1234

Bootstrap 2,000 resamples, clusters = patients (CBIS) or source images (external)
Main pipeline Python 3.10.11, TensorFlow 2.10.0, tensorflow-directml-plugin 0.4.0
Architecture study PyTorch 2.5.1+cul24, timm 1.0.27, mixed precision

Shared libraries NumPy 1.23.5, pandas 2.3.3, scikit-learn 1.7.2, SciPy 1.15.3, OpenCV 4.13.0, pydicom 3.0.2

Hardware single NVIDIA RTX 4050 Laptop GPU, 6 GB
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Fifth, and most important, ishow the external numbers should be read, the external cohorts are small (n~
120-130) and our uncertainty estimates understate the true uncertainty. A bootstrap resamples the cases
we happen to have collected; it can only express how the estimate would move under re-weighting of
those cases. It cannot express between-cohort variability—how the estimate would move on a genuinely
new sample of patients from a different site, scanner fleet and referral pattern—which for cohorts of this
size is likely the larger component. Our intervals are therefore a lower bound on total uncertainty,
compounded by both external sets being curated public archives rather than consecutive clinical series.
Larger, prospectively assembled cohorts, such as VinDr-Mammo [17] and ideally several of them, are
needed before the transfer result can be treated as an estimate of field performance rather than as evidence
that transfer occurs at all.

Sixth, the pipeline consumes a lesion patch and therefore presumes that localization has already
happened. Sub-section 5.11 measures sensitivity to imperfect boxes, but a full detection-plus-
classification evaluation, in which the detector also generates false regions on normal tissue, is outside
our scope and would give a lower and more realistic end-to-end figure.

Finally, our claims about whole-image classification are bounded by what we tested: two datasets,
EfficientNet-family backbones and input resolutions up to 512 px. We do not claim that whole- image
mammography classification is unlearnable in general—with far larger cohorts, multi-view input or
detection-and-aggregation architectures demonstrably learnable—only that it did not learn under the
data scale and configurations examined here.

8. CONCLUSION AND FUTURE WORK

On small mammography datasets, it is methodology rather than architecture that determines reported
performance. We identified a widely reproducible leakage pitfall that inflates Mini-MIAS whole-image
classification from chance to ~98% and demonstrated leakage-free generalization of a CBIS-DDSM-
trained benign-versus-malignant classifier (AUC 0.745 internal; 0.734 on MIAS and 0.877 on INbreast,
with clustered confidence intervals and ten-seed stability). A DeLong test cannot separate the internal and
cross-institution results, which is the specific sense in which the model generalizes.

Two findings sharpen the methodological message. Auditing our own protocol showed that the CBIS-
DDSM official split is not patient-disjoint once mass and calcification cases are pooled, so leakage
entered through a dataset convention rather than a modelling error—an illustration of why split manifests,
not just code, should be published. And extending the comparison to six architecture families, including
ViT-B/16 and Swin-T, left the performance band unchanged, which converts the ceiling from a conjecture
into a tested claim. Finally, because discrimination transfers while calibration does not, we give a label-
free procedure that recovers the operating point at a new site.

The result is not a claim of state-of-the-art accuracy, but a reproducible, honestly measured baseline. In
future work, we will validate on larger external cohorts, such as VinDr-Mammo [17], investigate domain-
generalization and vision—language foundation models—including ordinal or soft-label treatments of BI-
RADS—and evaluate the pipeline end-to-end behind areal detector rather than behind ground-truth boxes.
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